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AbstrAct

This chapter introduces a data mining method for the discovery of association rules from images of 
scanned paper documents. It argues that a document image is a multi-modal unit of analysis whose 
semantics is deduced from a combination of both the textual content and the layout structure and the 
logical structure. Therefore, it proposes a method where both the spatial information derived from a 
complex document image analysis process (layout analysis), and the information extracted from the 
logical structure of the document (document image classification and understanding) and the textual 
information extracted by means of an OCR, are simultaneously considered to generate interesting pat-
terns. The proposed method is based on an inductive logic programming approach, which is argued 
to be the most appropriate to analyze data available in more than one modality. It contributes to show 
a possible evolution of the unimodal knowledge discovery scheme, according to which different types 
of data describing the units of analysis are dealt with through the application of some preprocessing 
technique that transform them into a single double entry tabular data. 
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IntroductIon

Business processes have always been based on the 
flow of documents around an organization. The 
concept of flow is almost synonymous with the 
concept of paper flow in typical office environ-
ments, where the main problem is the amazing 
number of printed documents that are generated 
and filed. In fact, much time and effort is wasted in 
ineffective searches through multiple information 
sources. Organizations need to extend the scope of 
Business Intelligence especially to their internal 
collections of textual data in order to make deci-
sions on the basis of knowledge captured by these 
collections. Therefore new document management 
systems with abilities to catalog and automatically 
organize these documents are necessary. Personal 
document processing systems that can provide 
functional capabilities like classifying, storing, 
retrieving, and reproducing documents, as well 
as extracting, browsing, retrieving and synthesiz-
ing information from a variety of documents are 
in continual demand (Fan, Sheng, & Ng, 1999). 
However, they generally operate on electronic 
documents (e.g., text, word, rtf, pdf, html, and xml 
files) and not on the more common paper docu-
ments, which are made anyway computationally 
processable through digital scanning.

The pressing need for systems to be used as 
intelligent interfaces between paper and electronic 
media has led to the development of a large number 
of techniques for document image analysis and 
recognition. The conversion of document images 
into a symbolic form appropriate for subsequent 
modification, storage, retrieval, reuse, and trans-
mission is a complex process articulated into 
several stages. Initially, the document image is 
preprocessed, for instance, to remove noise. Then 
it is decomposed into several constituent items, 
which represent coherent components of the docu-
ment layout (e.g., text lines or half-tone images). 
Finally, logically relevant layout components (e.g., 
title and abstract) are recognized. 

Domain-specific knowledge appears essential 
for document image analysis and understanding: 
in the literature, there are no examples of attempts 
to develop document analysis systems that can 
interpret arbitrary documents (Nagy, 2000). In 
many applications presented in the literature, a 
great effort is made to hand-code the necessary 
knowledge according to some formalism, such as 
block grammars (Nagy, Seth. & Stoddard, 1992), 
geometric trees (Dengel, Bleisinger, Hoch, Fein, 
& Hönes, 1992), and frames (Wenzel & Maus, 
2001). However, hand-coding domain knowledge 
is time-consuming and limits the application of 
document analysis systems to predefined classes 
of documents.

To alleviate the burden in developing and cus-
tomizing document analysis systems, data mining 
methods can be profitably applied to extract the 
required domain-specific knowledge. Document 
image mining denotes the synergy of data mining 
and document analysis system technology to aid 
in the analysis and understanding of large collec-
tions of document images. It is an interdisciplin-
ary endeavor that draws upon expertise in image 
processing, data mining, machine learning, and 
artificial intelligence. The fundamental challenge 
in document image mining is to determine how 
low-level, pixel representation contained in a raw 
image of a scanned document can be efficiently 
and effectively processed to identify high-level 
spatial objects and relationships. Since the be-
ginning of the 1990’s, when the first attempts 
in applying machine learning techniques to 
document images were reported in the literature 
(Esposito, Malerba, & Semeraro, 1990), there has 
been a growing research focus on document im-
age mining (Aiello, Monz, Todoran, & Worring, 
2002; Akindele & Belaïd, 1995; Berardi, Ceci, & 
Malerba, 2003; Cesarini, Francescani, Gori, Mari-
nai, Sheng, & Soda, 1997; Dengel, 1993; Dengel 
& Dubiel, 1995; Esposito, Malerba & Semeraro, 
1994; Kise, Yajima, Babaguchi, Fukunaga, 1993; 
Walischewski, 1997) . 
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More recently, we have also assisted to a 
growing interest in text mining, a technology 
for analyzing large collections of unstructured 
documents for the purposes of extracting in-
teresting and nontrivial patterns or knowledge. 
Knowledge discovered from textual documents 
can be in various forms including classification 
rules, which partition document collections into 
a given set of classes (Sebastiani, 2002), clus-
ters of similar documents or objects composing 
documents (Steinbach, Karypis, & Kumar, 2000), 
patterns describing trends, such as emerging 
topics in a corpus of time-stamped documents 
(Lent, Agrawal & Srikant, 1997; Mei & Zhai, 
2005; Morinaga & Yamanishi, 2004;), concept 
links, that connect related documents by identify-
ing their commonly shared concepts and allow 
browsing a documents collection (Ben-Dov, Wu, 
Cairns, & Feldman, 2004; Sheth, Aleman-Meza, 
Arpinar, Halaschek, Ramakrishnan, & Bertram, 
2004), and semantic graphs that can be used as 
document summaries (Leskovec, Grobelnik, & 
Millic-Frayling, 2004).

Document image mining and text mining 
have always been considered two complementary 
technologies: the former is applicable to docu-
ments available on paper media, while the second 
is appropriate for documents that are generated 
according to some textual format. Document 
image mining aims to identify high-level spatial 
objects and relationships, while text mining is 
more concerned with patterns involving words, 
sentences, and concepts. The possible interactions 
between spatial information extracted from docu-
ment images and textual information related to the 
content of some layout components, have never 
been considered in the data mining literature. 

This chapter introduces a new, integrated ap-
proach to mining patterns from document images 
acquired by scanning the original paper docu-
ments. In this approach, both the layout and the 
textual information available in a document are 
taken into account. They are extracted by means 
of a complex process that aims at converting un-

structured document images into semi-structured 
XML documents where textual, graphical, layout 
and semantic pieces of information coexist. The 
particular type of patterns extracted in the pro-
posed approach is spatio-textual association rules 
that express regularities among content-enriched 
logical structures of a set of document images 
belonging to the same class. 

In document image processing, this kind of 
patterns can be used in a number of ways. First, 
discovered association rules can be used as con-
straints defining domain templates of documents 
both for classification tasks, such as in associative 
classification approaches (Liu, Hsu & Ma, 1998), 
and to support layout correction tasks. Second, 
the rules could be also used in a generative way. 
For instance, if a part of the document is hidden 
or missing, strong association rules can be used to 
predict the location of missing layout/logical com-
ponents (Hiraki, Gennari, Yamamoto, & Anzai, 
1991). Moreover, a desirable property of a system 
that automatically generates textual documents is 
to take into account the layout specification during 
the generation process, since layout and wording 
generally interact (Reichenberger, Rondhuis, 
Kleinz, & Bateman, 1995). Association rules can 
be useful to define the layout specifications of such 
a system. Finally, this problem is also related to 
document reformatting (Hardman, Rutledge, & 
Bulterman, 1998). 

The goal of the chapter is also to present a multi-
step knowledge-intensive process that transforms 
document images into structured representations 
allowing images to be mined. 

bAckground

In tasks where the goal is to uncover structure 
in the data and where there is no target concept, 
the discovery of relatively simple but frequently 
occurring patterns has shown good promise. As-
sociation rules are a basic example of this kind 
of setting. The problem of mining association 
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rules was originally introduced in the work by 
Agrawal, Imieliński, and Swami (1993) that can 
be expressed by an implication:  

X → Y

where X and Y are sets of items, such that X ∩ 
Y = ∅. The meaning of such rules is quite intui-
tive: Given a database D of transactions, where 
each transaction T ∈ D is a set of items, X → Y  
expresses that whenever a transaction T contains 
X  than T probably contains Y also. The conjunc-
tion X ∧ Y is called pattern. Two parameters are 
usually reported for association rules, namely the 
support, which estimates the probability p(X ⊆ 
T ∧ Y ⊆ T), and the confidence, which estimates 
the probability p(Y ⊆ T | X ⊆ T). The goal of as-
sociation rule mining is to find all the rules with 
support and confidence, exceeding user specified 
thresholds, henceforth called minsup and min-
conf respectively. A pattern X ∧ Y is large (or 
frequent) if its support is greater than or equal 
to minsup. An association rule X → Y is strong 
if it has a large support (i.e., X ∧ Y is large) and 
high confidence. 

Traditionally, association rules are discovered 
for market basket analysis. However, it is becom-
ing clear that they can be successfully applied 
to a wide range of domains, such as Web access 
patterns discovery (Chen, Park & Yu, 1996), 
building intrusion detection models (Lee, Stolfo, 
& Mok, 1998) and mining data streams (Jiang & 
Gruenwald, 2006). An interesting application is 
faced in the work by Ordonez and Omiecinski 
(1999) where a method for mining knowledge from 
images is proposed. The method is an association 
rule miner that automatically identifies similari-
ties in images on the basis of their content. The 
content is expressed in terms of objects automati-
cally recognized in a segmented image. The work 
shows that even without domain knowledge it is 
possible to automatically extract some reliable 
knowledge. Mined association rules refer to the 
presence/absence of an object in an image, since 

images are viewed as transactions while objects 
as items. No spatial relationship between objects 
in the same image is considered. 

Nevertheless, mining patterns from document 
images raises a lot of different issues regarding 
document structure, storage, access, and pro-
cessing. 

Firstly, documents are typically unstructured 
or, at most, semistructured data. In the case of 
structured data, the associated semantics or 
meaning is unambiguously and implicitly de-
fined and encapsulated in the structure of data 
(i.e., relational databases) whereas unstructured 
information meaning is only loosely implied by its 
form and requires several interpretation steps in 
order to extract the intended meaning. Endowing 
documents with a structure that properly encode 
their semantics adds a degree of complexity in the 
application of the mining process. This makes the 
data preprocessing step really crucial.

Secondly, documents are message conveyers 
whose meaning is deduced from the combina-
tion of the written text, the presentation style, 
the context, the reported pictures, and the logical 
structure, at least. For instance, when the logical 
structure and the presentation style are quite 
well-defined (typically when some parts are 
pre-printed or documents are generated by fol-
lowing a predefined formatting style), the reader 
may easily identify the document type and locate 
information of interest even before reading the 
descriptive text (e.g., the title of a paper in the 
case of scientific papers or newspapers, the sender 
in the case of faxes, the supplier or the amount 
in the case of invoices, etc.). Moreover, in many 
contexts, illustrative images fully complement the 
textual information, such as diagrams in socio-
economic or marketing reports. By considering 
typeface information, it is also possible to im-
mediately and clearly capture the notion about 
the historical origin of documents (e.g., medieval, 
renaissance, baroque, etc.) as well as the cultural 
origin (e.g., Indic, Kangi, Hangul, or Arabic rather 
than European scripts). The presence of spurious 
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objects may inherently define classes of docu-
ments, such as revenue stamps in the case of legal 
documents. The idea to consider the multimodal 
nature of documents falls in the novel research 
trend of the document understanding field, that 
encourages the development of hybrid strategies 
for knowledge capture in order to exploit the dif-
ferent sources of knowledge (e.g., text, images, 
layout, type style, tabular, and format informa-
tion) that simultaneously define the semantics of 
a document (Dengel, 2003). 

However, data mining has evolved following 
a unimodal scheme instantiated according to the 
type of the underlying data (text, images, etc). 
Applications of data mining involving hybrid 
knowledge representation models are still to be 
explored. Indeed, several works have been pro-
posed to mine association rules from the textual 
dimension (Ahonen-Myka, 2005; Amir, Aumann, 
Feldman, & Fresko, 2005; Cherfi, Napoli, & 
Toussaint, 2005; Raghavan & Tsaparas, 2002; 
Srinivasan, 2004) with the goal to find rules that 
express regularities concerning the presence of 
particular words or particular sentences in text 
corpora. Conversely, mining the combination of 
structure and content dimensions of documents 
has not been investigated yet in the literature, 
even though some emerging real-world applica-
tions are demanding for mining processes able 
to exploit several forms of information, such as 
images and captions in addition to full text (Yeh, 
Hirschman, & Morgan, 2003). Some interesting 
examples of association rule mining applied on 
more complex cases of data are proposed in (Li, 
Wu & Pottenger, 2005), where textual documents 
come from different distributed sources, and in 
(Lee, Lin & Chen, 2001) that presents an applica-
tion on temporal document collections.

Thirdly, documents are a kind of data that do 
not match the classical attribute-value format. 
In the tabular model, data are represented as 
fixed-length vectors of variable values describing 
properties, where each variable can have only a 
single, primitive value. Conversely, the entities 

(e.g., the objects composing a document image) 
that are observed and about which information is 
collected may have different properties, which can 
be properly modeled by as many data tables (rela-
tional data model) as the number of object types 
(Knobbe, Blockeel, Siebes, & Van der Wallen, 
1999). Moreover, relationships (e.g., topological or 
distance relationships that are implicitly defined 
by the location of objects spatially distributed 
in a document image or words distributed in 
text) among observed objects forming the same 
semantic unit can be also explicitly modeled in a 
relational database by means of tables describing 
the relationship. Hence, the classical attribute-
value representation seems too restrictive and 
advanced approaches to both represent and reason 
in presence of multiple relations among data are 
necessary. 

Lastly, the data mining method should take into 
account external information, also called expert 
or domain knowledge, that can add semantics 
to the whole process and then obtain high-level 
decision support and user confidence. 

All these peculiarities make documents a 
kind of complex data that require methodological 
evolutions of data mining technologies as well as 
the involvement of several document processing 
techniques. In our context, the extraction of spatio-
textual association rules requires the consideration 
of all these sources of complexity coming from 
the inherent nature of processed documents. 

Since the early work in Agrawal, Imieliński, 
and Swami (1993), several efficient algorithms 
to mine association rules have been developed in 
recent years. These studies cover a broad spectrum 
of topics including: (1) fast algorithms based on 
the level-wise Apriori framework (Agrawal & 
Srikant, 1994; Park, Chen, & Yu, 1997); (2) FP-
growth algorithms (Han, Pei, & Yin, 2000); (3) 
incremental updating (Lee et al., 2001); (4) mining 
of generalized and multilevel rules (Han & Fu, 
1995; Srikant & Agrawal, 1995); (5) mining of 
quantitative rules (Srikant & Agrawal, 1996); (6) 
mining of multidimensional rules (Yang, Fayyad, 



  183

Discovering Spatio-Textual Association Rules in Document Images

& Bradley, 2001); (7) multiple minimum supports 
issues (Liu, Hsu & Ma, 1999; Wang, He & Han, 
2000). However, the blueprint for all the algo-
rithms proposed in the literature is the levelwise 
method by Mannila and Toivonen (1997), which 
is based on a breadth-first search in the lattice 
spanned by a generality order between patterns. 
Despite all the interesting extensions proposed in 
the literature, most of these algorithms work on 
data represented as fixed-length vectors, that is, 
according to the single-table assumption. More 
specifically, it is assumed that the data to be 
mined are represented in a single table (or rela-
tion) of a relational database, such that each row 
(or tuple) represents an independent unit of the 
sample population and the columns correspond 
to properties of units. This means that all these 
methods of association rule discovery requires 
that the database has to be “flattened” somehow 
in a single table before applying the data min-
ing method. Moreover, discovered patterns are 
not relational. Relational frequent patters are 
conversely generated by WARMR (Dehaspe & 
Toivonen, 1999) that adapts the levelwise method 
to a search space of conjunctive first-order formu-
las representing patterns. However, no example 
of relational association rule discovery that is 
able to include domain-specific knowledge in 
the reasoning step is reported in the literature. 
Indeed, the use of background knowledge gen-
erally affects the processing of data to be mined 
but not the form of patterns. Conversely, mining 
from documents is the kind of application that 
may benefit from mechanisms for reasoning in 
presence of knowledge on the domain and dis-
covery goal too. 

MAIn thrust of the chApter: 
Issues

In this chapter we investigate the discovery of 
spatio-textual association rules that takes into 
account both the layout and the textual dimen-

sion of document images acquired by scanning 
paper documents. However, the extraction of both 
layout and text information from document im-
ages is a complex process that is articulated into 
several stages. Initial processing steps include 
binarization, skew detection, noise filtering, and 
segmentation. Then, document image is decom-
posed into several constituent items that represent 
coherent components of the documents (e.g., text 
lines, half-tone images, line drawings or graphics) 
without any knowledge of the specific format. This 
layout analysis step precedes the interpretation or 
understanding of document images whose aim is 
that of recognizing semantically relevant layout 
components (e.g., title, abstract of a scientific paper 
or leading article, picture of a newspaper) as well 
as extracting abstract relationships between layout 
components (e.g., reading order).

The domain-specific knowledge required per-
forming effective interpretation and understand-
ing of document images is typically restricted 
to relevant and invariant layout characteristics 
of the documents. The idea is that humans are 
generally able to classify documents (invoices, 
letters, order forms, papers, indexes, etc.) from 
a perceptive point of view, by recognizing the 
layout structure of the documents. However, this 
layout-based characterization of classes of docu-
ments is not applicable to all domains. Indeed in 
many cases it is necessary to use also information 
on the textual content of the document. These 
considerations motivate the importance of min-
ing spatio-textual association rules as a means to 
capture domain-specific knowledge that provides 
us with both a layout-based and a content-based 
characterization of a class of documents. In the 
following, we present solutions implemented 
in a knowledge-intensive document processing 
system to extract these content-enriched logical 
structures from document images.

As to knowledge representation issues, 
relational representations allow to represent a 
document image as the composition of layout 
objects described on the basis of attributes about 
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their geometry, textual content, color, as well 
as topological relations describing their spatial 
distribution in a document page. To navigate the 
relational structure of document data and to ex-
press complex background knowledge, we resort 
to Inductive Logic Programming (ILP) as learning 
framework to investigate association rule induc-
tion. ILP aims to induce general rules starting from 
specific observations and background knowledge. 
It is a research area at the intersection of inductive 
machine learning and logic programming. Logic 
programming uses as representation language a 
subset of first-order logic, also called relational 
logic, that is really appropriate to represent mul-
tirelational data. Indeed, the ILP paradigm is 
the natural candidate for data mining tasks with 
relational representations and abundant expert 
knowledge (Flach & Lavrac, 2003). 

In this data representation model of documents, 
their inherent spatial nature raises two further 
issues. First, the location and the extension of 
layout components implicitly define spatial rela-
tions, such as topological, distance and direction 
relations. Therefore, complex data transformation 
processes are required to make spatial relations 
explicit. Second, layout components can be de-
scribed at multiple levels of granularity in order 
to preserve spatial relations. 

Multi-level approaches to spatial association 
rule mining allow us to discover association rules 
involving spatial objects at different granularity 
levels. A peculiarity of spatial association rule 
mining is that associations are discovered between 
reference objects (RO) and some task-relevant ob-
jects (TRO). The former are the main subject of the 
description, while the latter are spatial objects that 
are relevant for the task in hand and are spatially 
related to the former. Multi-level association rules 
can be discovered when taxonomic knowledge 
(i.e., is-a hierarchies) is expressed on task-relevant 
objects. Merely representing taxonomic relations 
is not sufficient since specific mechanisms for 
taxonomic reasoning are necessary in the mining 
step. For instance, although is-a hierarchies can 

be represented in WARMR, the system is not able 
to perform multi-level analysis. Conversely, we 
propose a relational algorithm for multi-level as-
sociation rule extraction that is explicitly designed 
for this task and that fully exploits hierarchical 
knowledge expressed on items of interest.

our ApproAch

In our proposal, the system used for processing 
documents is WISDOM++  (Altamura, Esposito, 
& Malerba, 2001). WISDOM++ (www.di.uniba.
it/~malerba/wisdom++/) is a document analysis 
system that can transform textual paper docu-
ments into XML format. This is performed in 
several steps. First, the image is segmented 
into basic layout components (non-overlapping 
rectangular blocks enclosing content portions). 
These layout components are classified according 
to the type of their content (e.g., text, graphics, 
and horizontal/vertical line). Second, a percep-
tual organization phase, called layout analysis, 
is performed to detect structures among blocks. 
The result is a tree-like structure, named layout 
structure, which represents the document layout 
at various levels of abstraction and associates the 
content of a document with a hierarchy of layout 
components, such as blocks, lines, and paragraphs. 
Third, the document image classification step 
aims at identifying the membership class (or 
type) of a document (e.g., censorship decision, 
newspaper article, etc.), and it is performed using 
some first-order rules which can be automatically 
learned from a set of training examples. Docu-
ment image understanding (or interpretation) cre-
ates a mapping of the layout structure into the 
logical structure, which associates the content 
with a hierarchy of logical components, such as 
title/authors of a scientific article, or the name of 
the censorer in a censorship document, and so 
on. As previously pointed out, the logical and 
the layout structures are strongly related. For 
instance, the title of an article is usually located 
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at the top of the first page of a document and it is 
written with the largest character set used in the 
document. Document image understanding also 
uses first-order rules (Malerba, Esposito, Lisi, & 
Altamura, 2001). Once logical and layout structure 
have been mapped, OCR can be applied only to 
those textual components of interest for the ap-
plication domain, and its content can be stored for 
future retrieval purposes. This way, the system 
can automatically determine not only the type of 
document, but is also able to identify interesting 
parts of a document and extract the information 
given in this part plus its meaning. The result of 
the document analysis is an XML document that 
makes the document image easily retrievable. 

Once the layout/logical structure as well as the 
textual content of a document have been extracted, 
association rules are mined by taking into account 
all sources of complexity described in previous 
sections and, in particular, by taking into account 
the inherent spatial nature of the layout structure. 
For this reason, association rule mining methods 
developed in the context of spatial data mining 
are considered and, in particular, we resort to the 
Spatial Association Rules mining system SPADA 
(Spatial Pattern Discovery Algorithm) (Appice, 
Ceci, Lanza, Lisi, & Malerba, 2003) that discovers 
spatial association rules, that is, association rules 
involving spatial objects and relations. It is based 
on an ILP approach that permits the extraction of 
multi-level spatial association rules, that is, asso-
ciation rules involving spatial objects at different 
granularity levels. It also exploits the expressive 
power of first order logic that permits to represent 
background knowledge on the application domain 
and to define some form of search bias. 

In SPADA, training examples are represented 
in first order logic representation formalism. Next 
Section introduces the first-order logic description 
of a document that is processed by SPADA.

docuMent descrIptIons

WISDOM++ has been extended in order to sup-
port the generation of document descriptions 
for SPADA. In a document description, ground 
facts are used to describe the logical structure of 
a document image in terms of relational features, 
attributes and textual features. In particular, we 
mention locational features such as the coordinates 
of the centroid of a logical component (x_pos_cen-
ter, y_pos_center), geometrical features such as 
the dimensions of a logical component (width, 
height), and topological features such as relations 
between two components (on_top, to_right, align-
ment). We use the aspatial feature type_of  that 
specifies the content type of a logical component 
(e.g., image, text, horizontal line). Other aspatial 
features, called logical features, are used to define 
the label associated to the logical components. 
For example, in the case of scientific papers they 
are: affiliation, page_number, figure, caption, 
index_term, running_head, author, title, abstract, 
formulae, subsection_title, section_title, biogra-
phy, references, paragraph, table, undefined. In 
order to represent the textual dimension, we also 
introduce textual features (e.g. text_in_affiliation, 
text_in_index_term) describing the presence or 
the absence of a term in a logical component. In 
WISDOM++, the use of these features is limited 
to describe only logical components of interest 
that are opportunely specified by the user.

In Box 1, we report an example of the docu-
ment description extracted by WISDOM++ for 
the document page shown in Figure 1, where 
tpami1 _ 1 _ 14 represents the page and tpa-
mi1 _ 1 _ 14 _ 2,…,tpami1 _ 1 _ 14 _ 15 
represent logical components of the page. It is 
noteworthy that the relation part_of is used to 
express the membership of a component to a page. 
Numerical features are automatically discretized 
before mining association rules by means of the 
RUDE algorithm (Ludl & Widmer, 2000).
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class(h,tpami),
running_head(tpami1_1_14,tpami1_1_14_2).
title(tpami1_1_14,tpami1_1_14_3). 
author(tpami1_1_14,tpami1_1_14_4). 
abstract(tpami1_1_14,tpami1_1_14_5).
 ...
page_first(tpami1_1_14).
part_of(tpami1_1_14,tpami1_1_14_2). 
part_of(tpami1_1_14,tpami1_1_14_3).
part_of(tpami1_1_14,tpami1_1_14_4).
 ...
width(tpami1_1_14_2,[329..390]).
width(tpami1_1_14_3,[488..490]).
width(tpami1_1_14_4,[186..262]).
 ...
height(tpami1_1_14_2,[7..7]).
height(tpami1_1_14_4,[11..54]).
height(tpami1_1_14_3,[11..54]).
 ...
type_of(tpami1_1_14_2, text).
type_of(tpami1_1_14_3, text).
type_of(tpami1_1_14_4, text).
 ...
type_of(tpami1_1_14_8, hor_line).
 ...
x_pos_centre(tpami1_1_14_2,[208..215]).
x_pos_centre(tpami1_1_14_3,[287..288]).
x_pos_centre(tpami1_1_14_4,[288..288]).
 ...
y_pos_centre(tpami1_1_14_2,[26..83]).
y_pos_centre(tpami1_1_14_3,[26..83]).
y_pos_centre(tpami1_1_14_4,[129..216]).
 ...
on_top(tpami1_1_14_2,tpami1_1_14_3).
on_top(tpami1_1_14_3,tpami1_1_14_4).
on_top(tpami1_1_14_3,tpami1_1_14_5).
 ...

Box 1.

Box 1. continued on next page
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to_right(tpami1_1_14_14,tpami1_1_14_12).
to_right(tpami1_1_14_11,tpami1_1_14_12).
to_right(tpami1_1_14_13,tpami1_1_14_12).
 ...
only_left_col(tpami1_1_14_2,tpami1_1_14_10).
 ...
text_in_index_term(tpami1_1_14_6,model).
text_in_index_term(tpami1_1_14_6,track).
text_in_abstract(tpami1_1_14_5,base).
text_in_abstract(tpami1_1_14_5,model).
text_in_title(tpami1_1_14_3,algorithm).
 ... 

Box 1. continued

Figure 1. An example of document image processed by WISDOM++ (layout and logical structure)
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Concerning textual predicates, they express 
the presence of a term in a logical component. 
Terms have been automatically extracted by 
means of a text-processing module implemented 
in WISDOM++. It aims to describe each single 
textual layout component of interest by means 
of the classical bag-of-words representation. 
All textual components are initially tokenized 
and the set of obtained tokens (words) is filtered 
in order to remove punctuation marks, numbers 
and tokens of less than three characters. Only 
relevant tokens are used in textual predicates. 
Before selecting relevant features, standard text 
preprocessing methods are used to: 

1. Remove stop words, such as articles, adverbs, 
prepositions and other frequent words. 

2. Determine equivalent stems (stemming), 
such as “topology” in the words “topology” 
and “topological,” by means of Porter’s 
algorithm for English texts (Porter, 1980).

  
Feature selection is based on the maximization 
of the product maxTF•DF2•ICF (Ceci & Malerba, 
2007) that scores high terms appearing (possibly 
frequently) in a logical component c and penalizes 
terms common to other logical components. 

More formally: Let c be the logical label as-
sociated to a logical component. Let d be a bag 
of word representation of a logical component 
labeled with c (after the tokenizing, filtering and 
stemming steps), w a term extracted from d and 
TFd(w) the relative frequency of w in d. Then, the 
following statistics can be computed:

• The maximum value of TFd(w) on all logical 
components d labeled with c

• The document frequency, that is, the percent-
age of logical components labeled with c in 
which the term w occurs 

• The category frequency CFc(w), that is, the 
number of labels c’ ≠ c, such that w occurs 
in logical components labeled with c’.

According to such statistics, the score vi associated 
to the i-th term wi belonging to at least one of the 
logical components labeled with c is:    
                  

2 1( ) ( )
( )i c i c i

c i

v TF w DF w
CF w

= × ×

According to this function, it is possible to identify 
a ranked list of “discriminative” terms for each 
of the possible labels. From this list, we select 
the best ndict terms in Dictc, where ndict is a user-
defined parameter.

The textual dimension of each logical compo-
nent d labeled as c is represented in the document 
description as a set of ground facts that express 
the presence of a term w ∈ Dictc  in the specified 
logical component. 

MInIng spAtIo-textuAl 
AssocIAtIon rules wIth spAdA

Once the document descriptions are generated, 
SPADA can be used to extract association rules. 
The problem of mining spatial association rules 
can be formalized as follows:

• Given a set S of reference objects, some 
sets Rk, 1 ≤ k ≤ m, of task-relevant objects, 
a background knowledge BK including some 
spatial hierarchies Hk on objects in Rk, M 
granularity levels in the descriptions (1 is 
the highest while M is the lowest), a set of 
granularity assignments Ψk which associ-
ate each object in Hk with a granularity 
level, a couple of thresholds minsup[l] and 
minconf[l] for each granularity level, a 
language bias LB that constrains the search 
space

• Find strong multi-level spatial association 
rules, that is, association rules involving 
spatial objects at different granularity lev-
els.
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The reference objects are the main subject of the 
description, that is, the observation units, while 
the task relevant objects are spatial objects that 
are relevant for the task in hand and are spatially 
related to the former. Hierarchies Hk define is-
a (i.e., taxonomical) relations on task relevant 
objects. Both frequency of spatial patterns and 
strength of rules depend on the granularity level 
l at which patterns/rules describe data. There-
fore, a pattern P (s%) at level l is frequent if s ≥ 
minsup[l] and all ancestors of P with respect to 
Hk are frequent at their corresponding levels. A 
spatial association rule Q → R (s%, c%) at level 
l is strong if the pattern Q ∪ R (s%) is frequent 
and c ≥ minconf[l].

SPADA operates in three steps for each 
granularity level: (1) pattern generation; (2) pat-
tern evaluation; (3) rule generation and evaluation. 
SPADA takes advantage of statistics computed at 
granularity level l when computing the supports 
of patterns at granularity level l+1.

The expressive power of first-order logic is 
exploited to specify both the background knowl-
edge BK, such as spatial hierarchies and domain 
specific knowledge, and the language bias LB. 

Spatial hierarchies allow to face with one of 
the main issues of spatial data mining, that is, 
the representation and management of spatial 
objects at different levels of granularity, while 
the domain specific knowledge, encoded in a set 
of rules, supports qualitative spatial reasoning. 
On the other hand, the LB is relevant to allow 
the user to specify the user’s bias for interesting 
solutions, and then to exploit this bias to improve 
both the efficiency of the mining process and the 
quality of the discovered rules. In SPADA, the 
language bias is expressed as a set of constraint 
specifications for either patterns or association 
rules. Pattern constrains allow the user to specify 
a literal or a set of literals that should occur one 
or more times in discovered patterns. During the 
rule generation phase, patterns that do not satisfy 
a pattern constraint are filtered out. Similarly, rule 
constraints are used to specify literals that should 
occur in the head or body of discovered rules. In 
addition, a rule constraint permits to specify the 
maximum number of literal that should occur in 
the head of a rule. 

In our application domain, reference objects 
are all the logical components for which a logi-

article 

page component 

heading 

content 

identification 

synopsis 

body 

final components 

page number 

running head 

author 
title 

affiliation 

index term 

abstract 

references 

paragraph 

biography 

figure 

subsection title 
section title 

caption 

formulae 
table 

undefined 
 

Figure 2. Hierarchy of logical components
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cal label is specified. Task relevant objects are 
all the logical components (including undefined 
components).

The BK is used to specify the hierarchy of 
logical components (Figure 2) that allows the 
system to extract spatial association rules at dif-
ferent granularity levels.

The BK also permits to automatically associate 
information on page order to layout components, 
since the presence of some logical components 
may depend on the order page (e.g., author is in 
the first page). This concept is expressed by means 
of the following Prolog rules seen in Box 2.

Moreover, in the BK we can also define the 
general textual predicate text _ in _ com-
ponent, as seen in Box 3.

It is noteworthy that hierarchies are defined on 
task relevant objects. This means that, in theory, 
it is not possible to consider the same reference 
object at different levels of granularity. To over-
come this limitation, we introduced in the BK the 
fact specialize(X,X) that allows to consider a 
ro as a tro. By means of LB constraints we forced 
the presence of the predicate specialize in the head 
of an extracted association rule. 

Concerning the textual dimension, the lan-
guage bias of SPADA has been extended in order 
to properly deal with atoms representing tokens. 
Indeed, SPADA language bias requires that the 
user specify predicates that can be involved in 
a pattern. For instance, if we are interested in 
patterns that contain the predicate text _
in _ abstract(A, paper) where A is a 
variable representing a tro already introduced 
in the pattern and “paper” is a constant value 
representing the presence of the term “paper” 
in A, we have to specify the following bias rule 
lb _ atom(text _ in _ component(old 
tro, paper)). This means that it is necessary 
to specify a rule for each constant value that could 
be involved in the predicate. 

Although this approach can be profitably 
used to keep under control the dimension of the 
search space avoiding the exploration of candidate 
patterns containing non interesting constants, it 
turns out to be a severe limitation in our context 
where there are hundreds of constants represent-
ing selected terms (the number depends on the 
ndict constant and on the number of user-selected 
logical labels for which the textual dimension is 

at_page_first(X)   :- part_of(Y,X), page_first(Y).
at_page_intermediate(X) :- part_of(Y,X),page_intermediate(Y).
at_page_last_but_one(X) :- part_of(Y,X),page_last_but_one(Y).
at_page_last(X)   :- part_of(Y,X), page_last(Y).

Box 2. 

text_in_component(X,Y) :- text_in_index_term(X,Y).
text_in_component(X,Y) :- text_in_references(X,Y).
text_in_component(X,Y) :- text_in_abstract(X,Y).
text_in_component(X,Y) :- text_in_title(X,Y).
text_in_component(X,Y) :- text_in_running_head(X,Y).

Box 3. 
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considered). To avoid the manual or semiauto-
matic specification of different lb_atom biases, 
we extended the SPADA LB in order to support 
anonymous variables:

lb _ atom(text _ in _ component(old 
tro, _ )).

This means that we intend to consider in the 
search phase those patterns involving the predi-
cate text _ in _ component whose second 
argument is an arbitrary term. The SPADA search 
strategy has been consequently modified in order 
to support this additional feature.

ApplIcAtIon to the tpAMI 
corporAtIon 

We investigate the applicability of the proposed 
solution to real-world document images. In par-

ticular, we have considered 24 multipage docu-
ments, which are scientific papers published as 
either regular or short in the IEEE Transactions on 
Pattern Analysis and Machine Intelligence in the 
January and February 1996 issues. Each paper is 
a multi-page document and has a variable number 
of pages and layout components for page. A user 
of WISDOM++ labels some layout components 
of this set of documents according to their logi-
cal meaning. Those layout components with no 
clear logical meaning are labelled as undefined. 
All logical labels belong to the lowest level of the 
hierarchy reported in the previous section. We 
processed 217 document images in all. 

In Table 1, the number of logical components 
for the whole data set is shown. The number of 
features to describe the 24 documents presented to 
SPADA is 38,948, about 179 features for each page 
document. The total number of logical components 
is 3,603 (1,014 of which are undefined) about 150 
descriptors for each document page. 

Table 1. Logical labels distribution

Label No Logical 
components

Affiliation 23
Page_number 191
Figure 357
Caption 202
Index_term 26
Running_head 231
Author 28
Title 26
Abstract 25
Formulae 333
Section_title 65
Biography 21
References 45
Paragraph 968
Table 48
Undefined 1014
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To generate textual predicates we set ndict 
= 50 and we considered the following logical 
components: title, abstract, index_term, refer-
ences, running_head, thus the following textual 
predicates have been included in the document 
descriptions: (text_in_title, text_in_abstract, 
text_in_index_term, text_in_references, text_in_
running_head). The total number of extracted 
textual features is 1,681.

An example of association rule discovered by 
SPADA at the second granularity level (L=2) is 
shown in Table 1.

is _ a _ block(A) ==> specialize(A,B) 
, is _ a(B,heading) , 
on _ top(B,C) , C\=B , is _
a(C,heading) 
text _ in _ component(C,paper)  
support: 38.46 confidence: 38.46

This rule considers both relational properties and 
textual properties. Its spatial pattern involves ten 
out of 26 (i.e., 38.46%) blocks labelled as title. This 
means that ten logical components which represent 
a heading of some paper are on top of a different 
logical component C that is a heading component 
and contains the term “paper” (typically adopted 
in the sentence “In this paper we…”). 

At a lower granularity level (L=4), a similar 
rule is found where the logical component B is 
specialized as title and the component C is spe-
cialized as abstract.

is _ a _ block(A) ==> specialize(A,B) 
, is _ a(B,title) , 
on _ top(B,C) , C\=B , is _
a(C,abstract) , 
text _ in _ component(C,paper)
support: 38.46 confidence: 38.46

The rule has the same confidence and support 
reported for the rule inferred at the first granu-
larity level. 

Another example of association rule is:

is _ a _ block(A) ==> specialize(A,B) 
, is _ a(B,references) , 
type _ text(B) , at _ page _
last(B) 
support: 46.66 confidence: 46.66  

which shows the use of the predicate at _
page _ last(B) introduced in the BK. This is 
an example of pure spatial association rule. 

Finally, an example of pure textual association 
rule discovered by SPADA is

is _ a _ block(A) ==> specialize(A,B) 
, is _ a(B,index _ term) , 
text _ in _ component(B,index)
support: 92.0 confidence: 92.0

which simply states that a logical component 
index term contains the term ‘index’. 

The number of mined association rules for 
each logical component at different granularity 
levels is reported in Table 2. SPADA has found 
several spatial associations involving all logical 
components. Many spatial patterns involving 
logical components  (e.g., affiliation, title, au-
thor, abstract and index_term) in the first page 
of an article are found. This can be explained 
by observing that the first page generally has a 
more regular layout structure and contains sev-
eral distinct logical components. The situation is 
different for references where most of the rules 
involve textual predicates because of the high 
frequency of discriminating terms (e.g., “pp”, 
“vol”, “ieee” etc.).

future trends

Since its definition, knowledge discovery has 
witnessed the development of numerous efficient 
methods and studies to extract knowledge in the 
context of variegated real-world applications, 
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many of which generate various data, organized 
in different structures and formats, distributed 
on heterogeneous sources, changing in terms of 
definition or value at different times. However, 
intelligent data analysis for this kind of complex 
data is still at the beginning. Most of data min-
ing methods operate on the classical double entry 
tabular data, and different types of unstructured 
or semi-structured data (e.g., images, natural lan-
guage texts, and HTML documents) are dealt with 
through the application of some preprocessing 
techniques that transform them into this tabular 
format. The knowledge discovery has evolved 
following a unimodal scheme according to which 
data of a single modality (database transactions, 
text, images, etc.) are transformed into a single 
table or database relation. 

This unimodal scheme presents two strong 
limitations for many real world applications. 

First, the wealth of secondary data sources 
creates opportunities to conduct analyses on units 

described by a combination of data in more than 
one modality. For instance, a clinical file includes 
both tabular data (e.g., results of blood tests), and 
texts (e.g., a diagnosis report) and images (e.g., 
X-rays and pictures of an ultrasonography), which 
must be simultaneously considered in order to 
make correct and appropriate decisions. Moreover, 
units of analysis can be multimodal in their na-
ture. This is the case of paper documents, which 
contain text, tables, graphics, images, and maps, 
as well as Web pages, which may also include 
time-dependent (or stream) data, such as full-
motion videos and sounds. These units should be 
analyzed by means of multimodal data mining 
techniques, which can combine information of 
different nature and associate them with a same 
semantic unit. 

The second main limitation of the unimodal 
knowledge discovery scheme is the classical 
tabular representation in which original data 
are finally converted. For many applications, 

Table 2. Number of extracted association rules

No of Rules Level 1 Level 2 Level 3 Level 4

min_conf 0.3 0.3 0.3 0.3

min_supp 0.3 0.3 0.3 0.3

Affiliation 18 18 18 18

Page_Number 62 62 61 0

Figure 26 26 26 23

Caption 33 33 33 33

Index_term 45 45 45 51

Running_head 184 184 184 0

Author 30 30 30 30

Title 27 27 32 32

Abstract 103 101 101 101

Formulae 26 26 25 28

Section_Title 23 23 23 23

Biography 23 23 23 23

References 266 265 256 256

Table 30 30 30 18
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squeezing data from multiple relations into a 
single table requires much though and effort and 
can lead to loss of information. An alternative 
for these applications is the use of ILP, which 
can analyze multirelational directly, without the 
need to convert the data into a single table first. 
Multirelational data mining is also appropriate to 
analyze data available in more than one modality, 
since the normalized representation of these data 
in a relational database is clearly different and 
requires multiple tables. 

The extension of the unimodal knowledge 
discovery scheme to data with more than one 
modality is one of main trends in data mining 
and involves the development of new algorithms 
or the deep modification of old ones. Some of the 
current directions of research concern spatio-
temporal data mining (Andrienko, Malerba, May, 
& Teisseire, 2006), learning in computer vision 
(Esposito & Malerba, 2001), and multimedia data 
mining (Simoff, Djeraba, & Zaïane, 2002). Several 
research issues investigated in these areas still 
need appropriate answers. For instance, the spatial 
and temporal relations are often implicitly defined 
and must be extracted from the data: trading-off 
pre- computation (eager approach) and extraction 
on-the-fly (lazy approach) allows to save much 
computational resources. Moreover, the resolution 
or granularity level at which multimodal data are 
considered can have direct impact on the strength 
of patterns that can be discovered: interesting 
patterns are more likely to be discovered at the 
lowest resolution/granularity level, while large 
support is more likely to exist at higher levels. A 
further issue is the generation of patterns express-
ing human-interpretable properties and relations: 
this requires that complex transformations be 
applied to describe the content of maps, images, 
and videos. For the same reason, a multimodal 
data mining algorithm should be able to take into 
account the large amount of domain independent 
knowledge nowadays available in ontologies and 
lexical resources. 

ILP remained until recently mostly conceptual, 
due to limited scalability of algorithms, their in-
ability to explicitly handle noise and uncertainty, 
and a perceived lack of killer applications. Latest 
research results show that each of these bottlenecks 
are beginning to disappear (Blockeel & Sebag, 
2003; de Raedt & Kersting, 2003; Page & Craven, 
2003), so that ILP (or its database-oriented coun-
terpart, multi-relational data mining (Domingos, 
2003)) is entering a period of rapid expansion and 
can offer a viable perspective to the evolution of 
the unimodal knowledge discovery scheme.

This chapter contributes to this evolution by 
showing a specific case study in which different 
types of information conveyed in a document (our 
unit of analysis), can be extracted and simultane-
ously considered while generating patterns. The 
proposed algorithm operates on multirelational 
data and generates (multi)relational patterns at 
different levels of abstraction, by taking into 
account background knowledge available on the 
specific domain.

conclusIon

In this chapter we have provided an overview on 
issues and solutions to the problem of extracting 
and synthesizing knowledge from document im-
ages in form of association rules. The necessity 
to consider different sources of information when 
mining document data has inspired the investiga-
tion of spatio-textual association rules discovery, 
since it allows to fully exploit the intrinsic spatial 
nature of document images without diminish the 
role of content information. This is a challeng-
ing task that requires several efforts both on the 
data processing level and on the mining strategy 
definition. As to data preparation, the definition 
of a semantic-safe structure of document images 
involves several processing steps, whose design 
has been presented in this chapter. Document 
images are processed to extract semantically 
interesting layout structures and relevant content 



  195

Discovering Spatio-Textual Association Rules in Document Images

portions. Initially, some preprocessing and seg-
mentation of the document image are performed. 
Then, the geometrical arrangement of content 
portions on a page is analyzed for layout structure 
extraction. This layout analysis step precedes 
the interpretation or understanding of document 
images whose aim is to label relevant layout 
components by reflecting the logical structure 
of the document page. Finally, an OCR system 
is applied only to those logical components of 
interest for the application domain in order to 
extract textual content. All these operations are 
implemented in the WISDOM++ system, which 
allows us to extract multi-modal data (e.g., textual 
and spatial) from documents. WISDOM++ gener-
ates proper descriptions of document images by 
representing them as the composition of labeled 
layout objects containing text and graphic data 
and that are spatially distributed in the document 
page. Some issues concerning the spatial nature 
of document data have been tackled in the min-
ing problem definition. First, implicit relations 
defined by the spatial distribution of document 
objects have been extracted and properly repre-
sented. Second, different levels of granularity 
can be defined on spatial objects contained in 
document images. Hence, the discovery process 
has been formulated as multi-level relational 
association rule mining from spatio-textually 
described data. We have presented the extension 
of the spatial association rule miner SPADA to 
the extraction of spatio-textual association rules. 
SPADA is based on an ILP approach and permits 
the extraction of association rules involving 
spatial objects at different granularity levels. 
An application of SPADA to scientific papers 
processed by WISDOM++ has been described. 
The mining process has been conducted on a set 
of document images belonging to the same class, 
namely documents presenting approximately the 
same layout/logical structure. Hence, discovered 
patterns capture regularities that implicitly define 
domain templates of documents and that can be 
used both for classification tasks and to support 
layout correction tasks. 
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