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(NFMCP 2012) was held in Bristol UK, on September 24th 2012 in conjunction
with the European Conference on Machine Learning and Principles and Practice
of Knowledge Discovery in Databases (ECML-PKDD 2012).
This workshop starts from awareness that Data mining and knowledge discovery can be considered today as mature research fields with numerous algorithms
and studies to extract knowledge from data in different forms. Although most
existing data mining approaches look for patterns in tabular data, there are also
numerous studies which look for patterns in complex data (e.g. multi-table data,
XML data, web data, time series and sequences, graphs and trees). Anyway, the
recent developments in technologies and life sciences have paved the way to
the proliferation of data collections representing new complex interactions between entities in distributed and heterogeneous sources. These interactions may
be spanned at multiple levels of granularity as well as at spatial and temporal
dimensions.
The workshop is not the first of its kind. It follows the national workshop
on Mining Complex Patterns which was held in conjunction with Italian Conference on Artificial Intelligence AI*IA 2011 and several editions of the international workshop on Mining Complex Data (MCD 2006@IEEE ICDM 2006,
MCD 2007@ECML/PKDD 2007, MCD 2008 @ IEEE ICDM 2008).
Our purpose in this workshop was to bring together researchers and practitioners of data mining interested in exploring emerging technologies and applications where complex patterns in expressive languages are principally extracted
from new prominent data sources like blogs, event or log data, biological sequence data, spatio-temporal data, social networks, mobility data, sensor data
and streams, and so on. We were interested in advanced techniques which preserve the informative richness of data and allow us to efficiently and efficaciously
identify complex information units present in such data.
We received twenty-three submissions in several research fields ranging from
multi-relational data mining to spatio-temporal data mining, stream data mining, graph and network mining, process mining, bio-medic and music mining.
We were able to accept seventeen papers, based on a rigorous reviewing process.
Each submission was evaluated by three independent referees. Additionally, the
scientific program also featured an invited talk on the advances in semantic data
mining by Nada Lavrač (Department of Knowledge Technologies, Jožef Stefan
Institute, Ljubljana, Slovenia).
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Advances in Semantic Data Mining
Nada Lavrač12
1

Jožef Stefan Institute, Jamova 39, 1000 Ljubljana, Slovenia
2
University of Nova Gorica, 5000 Nova Gorica, Slovenia

In data mining and knowledge discovery, the expert is usually confronted with a
task of constructing a predictive model or a set of descriptive patterns from the
available data. In early approaches to data mining, simple tabular data was used
as input to data analysis. Recent approaches, however, address much more complex data mining tasks, including relational data mining, text mining and mining
of heterogeneous information networks. The availability of large amounts of semantically annotated data in all domains of science, and biology in particular,
poses requirements for new data mining approaches which need to deal with increased data complexity, the relational character of semantic representations, as
well as the reasoning capacities of the underlying ontologies. This talk addresses
semantic data mining [1, 5], an emerging data mining task in which semantic
data in the form of domain ontologies is used as background knowledge in data
analytics. The talk introduces a general framework for semantic data mining,
followed by the presentation of the SEGS method for semantic subgroup discovery from microarray data [2, 4], and two general methods for semantic subgroup
discovery SDM-SEGS and SDM-Aleph [5] implemented as reusable workflows in
the Orange4WS data mining environment [3]. The use of described methods and
tools is illustrated on selected biomedical applications.
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MatArcs: An Exploratory Data Analysis of
Recurring Patterns in Multivariate Time Series
Julia Gaebler, Stephan Spiegel, and Sahin Albayrak
DAI-Lab, Technische Universitt Berlin,
Ernst-Reuter-Platz 7, 10587 Berlin, Germany
{gaebler,spiegel,albayrak}@dai-labor.de
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Abstract. The development of algorithms in exploratory data analysis (EDA) requires handling a large amount of data and presenting it in a user-friendly environment. However, the results of EDA are often not self-explanatory. Therefore, we
present MatArcs, a novel visualization technique for the detection of recurring time
series patterns.
Major advantages of MatArcs are the dimensionality reduction of complex multivariate data and the localization of recurring patterns. Geared to the needs of various users
which have deviating objectives in finding patterns, we present an algorithm which
is able to fullfil the multilayered task of exploratory data analysis; i.e., i) processing
multivariate and large time series (even real and noisy data may not pose a problem),
ii) the versatility to be applied in fields of theoretical research, iii) extracting the main
characteristics of a data set by using significant graphical attributes and iv) identified patterns can be synthesized to new patterns. With regards to the field of visual
analytics our proposed approach provides a visualization which extends/increases the
retentiveness of the user to get the targeted characteristics, even in multivariate time
series.
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Introduction

Consider the human eye as a high performance camera, which is communicating more impressions to our cerebric than any other organ of perception. However, if it comes to complex
time series a clear visualization helps to increase the efficiency of receptivity. In general, any
measured data assigned to a time may be termed as a time series e.g., weather data or the
population data of China.
In time series analysis regularities in the data can be found to understand the substrate of
the data and draw out a tendency (e.g., deducted from the preceding or current state of the
atmosphere a weather forecast should be prognosticated). This further guides us to the term
pattern, which may be defined as recurring structures in the time series. The identification
of patterns is essential when it comes to prediction and forecasting in data sets analysis. A
consequence of this is to distinguish trends in the data, which figures out the differences in
various multidimensional time series.
Not only is finding regularities in the data important but also finding similarities in the
structure for the comparison of various time series. For instance, consider data in image
processing. There pattern recognition may bring out consistencies and inconsistencies of the
image data to enable the image postprocessing or matching of images.
Pattern recognition in general covers a wide range of problems e.g., adornments in arts,
action pattern in sociology or the succession of notes in musical theory. It is envisioned that
pattern analysis in multivariate time series will gain more focus. This is owing to the fact
that most of the data sets in the future will be complex over various dimensions. The basic
2

requirements of the future are, creating an understandable visualisation, its suitability for
all types of data and the extraction of the main characteristics. In this work, we propose the
MatArcs approach to adapt the multidimensional data into comprehensible two-dimensional
visualization e.g., consider the Figure 1, where recurring patterns are assigned to graphical
attributes. We also combine the idea of interactive visualization, which makes the data
analysis easy to handle.
We use arcs identifying a coherent pattern and semicircles indicating the time instance
for the occurrences of a pattern. One should not neglect the fact that better visualization
helps reducing the analysis time. However, it is arguable whether these aspects are intuitively accessible in order to make the prevalent context easy to comprehend and generally
intelligible. In the proposed MatArcs approach, we aim to provide a visualization technique
for depicting the locations of recurrening patterns. In order to calculate recurring patterns
in time series, any arbitrary distant measure could be used. However, considering the calculation time, we use the Euclidean distance measure but as well refer to the dynamic time
warping method [3].
Our claim of meeting the envisioned requirements comes from the following facts: i)
introduction of time line for arc diagrams, ii) the occurrence of pattern may be identified
by a specific time instance of the time line, which helps identify the multiple data events
of an activity, iii) the differentiation of patterns by the size and color of semicircles, and
iv) applying the Joint Recurrence, it is necessary and proper to have only one visualization
instead of multiple visualizations for multiple time series observed coincidently.
The paper is structured as follows. In section 2, we draw a comparison of relevant approaches, in section 3 we elaborate on essential settings and introduce our proposed approach,
section 4 presents a case study, section 5 gives an illustrative scenario for different search
requests in Google and section 6 concludes the paper and discusses the future work.

Fig. 1. The proposed approach uses semicircles located by a discrete time instance in a multivariate
time series of recurring pattern, whereas arcs are used to clarify the recurrence of the most frequent
patterns. Related to an univariate time series (as we use in this figure) containing only one feature
the most frequent pattern with length one is the state ”4” which reappears three times.

2

Related Work

In the literature, a wide range of visualization approaches exist e.g., scatter plot, H-Curves,
etc. However, many of these approaches lack not only the time reference but are also am3

biguous in the visualization [2], [7]. To investigate the performance of our proposed approach
against the existing relevant approaches, we compare the proposed MatArcs against the relevant approaches in terms of clarity and understanding of the subjected matter.
Consider scatter plots as methods to visualize the statistical distribution of data and
state the frequencies of its features. Note that the multivariate time series has no upper limit
on the quantity of variables. The bottleneck in visualizing the multivariate time series using
scatter plots is the limitation of dimensions. This limitation is based on the evidence that a
visualization is restricted by three coordinates in the phase space and the color spectrum. The
scatter plot approach bears resemblance to H-Curves introduced to visualize DNA sequences
[2] in a three-dimensional plot. For large data sets, it is difficult to comprehende due to the
immense quantity of information in one visualization (since the eyes are limited in the spatial
perception).
The mentioned visualization issues may be addressed by an approach like the arc diagram.
Arc diagrams were first introduced in musical theory as a technique to visualize coherent
structures [6]. They accomplish this by musical procedures for a deeper understanding of
complex coherences. Contrary to the tonal analysis, our approach is directed towards finding
relations between multiple variables. However, literature encamps various approaches using
the arc diagram. We believe that the arc diagram algorithm was implemented in the limited
scope i.e., for string data as an input [7]. The tonal analysis approach considers subsequences
in univariate time series to distinguish a structure in the examined data, which is prior tonal
data sets. Authors used a suffix tree to represent the repeating sequences. However, the
approach lacks in interpreting the signifiance of the identified patterns and merely states the
complexity of a data set. Let us now also discuss the thread arcs approach, which considers
a compact small-scale visualization [4] and allows for the identification of the contemplated
events chronologicaly. The mentioned approach does not meet the requirements of recognizing
patterns but an interlinkage or rather a consecution of events.
Owing to increasing complexities in the data sets the extension of the arc diagrams is
inevitable, specifically for identifying the patterns. An important aspect to be considered
here is that for comprehensible two-dimensional visualization, approaches must be worked
out that adapt multidimensional data into two-dimensional visualization. Whereas the twodimensional visualization should constitute the calculated coherences of multiple variables.
The mentioned facts are delt with by the proposed approach. Our approach works out the
core pattern for multivariate and specifically large time series. Besides many approaches ([7],
[2]) require strings or a sequence of symbols as an input. Another advantage of our approach
is all types of time series can be used, even data without a time reference.

3

MatArcs Visualization

In this section we present the proposed visualization framework which is based on Arcs Diagrams. Therefore consider both the following settings and the mathematical consideration.
Figure 2 is a flow chart which generalizes the proceeding to calculate the MatArcs.
3.1

Settings

Consider the multivariate time series T = (xij ) ∈ Rm×n , where xij corresponds to an
element (of ith row and jth column) of matrix T . Owing to the fact that a multivariate
time series in the most general sense concerns two or more time series (which are recorded
at same time instances), we consider two variables m & n to represent the two different
dimensions of the time series. Note that m is the number of measurements and n is the
number of discrete time points at which the measurements were taken. Let the pattern
4

p = (xi , xi+1 , . . . , xi+k−1 ) of length k starting at time i be a subsequence of k consecutive
multivariate states xi = (x1j , . . . , xmj ) ∈ Rm for all j ∈ {1, . . . , i + k − 1}.
Suppose that d : Pk (T ) × Pk (T ) → R+ is some dissimilarity function defined n patterns
of length k. A recurrent pattern of pattern pi ∈ Pk (T ) is any pattern pj ∈ Pk (T ) satisfying
the following properties:
1. Patterns pi and pj are non-overlapping, that is j + k ≤ i or i + k ≤ j,
2. we have d (pi , pj ) ≤ ε, where ε ≥ 0 is a threshold.
We consider the Euclidean distance d (pi , pj ) = kpi − pj k, though any dissimilarity function can be chosen. For continuous time series the method dynamic time warping may be a
suitable choice, for further reading see [3].
Let us now refer to [5], who introduced recurrence plots for visualizing recurring pattern.
A recurrence plot is mathematically described by the matrix Rij = Θ(ε− k xi − xj k), where
xi , xj ∈ Rm are multivariate states at time i and j, resp., and Θ(z) is the Heaviside function
defined by

1 : z≥0
Θ(z) =
.
(1)
0 : z<0
The visualization of recurrening patterns in q time series




(1)
(m)
T1 = xij ∈ Rn1 ×m1 , . . . , Tq = xij
∈ Rnq ×mq

(2)

is based on Joint Recurrence method
JRij =

q
Y



(r)
(r)
Θ εr − k xi − xj k ,

(3)

r=1
(r)

where xi ∈ Rmr denotes a multivariate state from time series Tr at time i, and εr
is the r-th threshold for determining recurrence of a state in Tr . The joint recurrence is
an extension to the recurrence Rij . Simultanous states in q different dynamic systems are
compared i.e., consider weather data containing the humidity and the temperature as two
dynamical systems, which are recorded for each hour of one day.
In the following section we carry out multiple steps to process the data for the proposed
visualization.
3.2

Proposed Approach

The proposed approach is decomposed into three major functional components namely i)
input, ii) solver, and iii) visualization. These components are pictorially depicted in Figure
2. We now elaborate on the functions carried out in each of the mentioned components.
Input component: The existance of this component is mainly the consequence of situations
when one is dealing with univariate time series like inputs or multivariate time series with
heterogeneous time scales. We address these issues within the input component by merging
the univariate time series which means that univariate time series of same length form a
matrix. However, when it comes to multivariate series with heterogeneous time scales, we
suggest the harmonization of the time scales as a pre-processing step in the input component.
It should be noted that the pre-processing is strictly time series dependent. For instance, the
univariate time series, T1 . . . Tm , are pre-processed and merged as Tmn in Figure 2. Note that
a filtering of the data is not required, even not desirable. This results from the fact that for
the calculation of the distance between the time instances outliers may be too far, so that
5

Fig. 2. MatArcs flow chart illustrating the various calculating steps

by default they do not form a pattern. Thereby NaN-values will be ignored.
Solver component: This component is responsible for i) measuring the similarity of each
component of the univariate time series against others, and ii) measuring the similarities on
higher dimensions i.e., for multiple dynamic systems.
In the proposed approach, the earlier functionality (i.e., (i)) is achieved by computing
the Euclidean distance. Let us consider the squared Euclidean distance which is defined as
a distance d2 (pi , pj ). Then we propose that for each considered univariate time series, the
euclidean distance may be computed seperately. This dictates that a state with homogeneous
identity is represented by the distance of Zero, which is mathematically represented as
d2 (pi , pj ) =



0
: pi = pj
non − zero : pi 6= pj

(4)

The latter functionality (i.e., (ii)) is achieved by computing the joint recurrence in this
work. As a first step, identifiers need to be assigned to the components of Euclidean distance.
These identifiers play a vital role in identifying the similarities within the multiple dynamic
systems e.g., in Figure 3, the matrix on the left hand side corresponds to Euclidean distances.
We assign the identifier 1 to the euclidean distance 0 and we assign identifier 0 to any other
Eculidean distance value. This results in the matrix on the right hand side.

Fig. 3. Converting of Euclidean distance measure
6

The joint recurrence of the time series Tmn is computed using equation 3. As an example,
consider two of the converted matrices seen in Figure 3. By multiplying these matrices
containing the assigned identfiers a value of 1 is recieved, if both of the multiplied entities
of the matrices are 1. This indicates a time instance for a pattern.
One may choose any suitable threshold value. However, our experience in processing
various data advocates that the probalility of finding patterns increases for choosing higher
thresholds, see section 4. It should be mentioned that owing to symmetric matrix R = RT
and the calculation of every time instance t1 , ..., tn for m potential patterns one may expect
redundant information (see Definition 1), which should be avoided. In this work, entities
containing redundant information are replaced by Zero, as marked in red in Figure 3. When
working with extremely large data sets, the computational complexity may turn out to be
crucial issue. Thus, we stick to the idea of using the sparse matrices and the upper triangular
matrices. Upon carrying out the aforementioned steps within the solver component, we get
the most frequent patterns e.g., p = {xi xi+1 . . . xk }.
Definition 1:As a result of this, patterns have similar frequencies on at similar time instances. For instance, consider the second and third pattern (second and third row of the
converted matrix) in Figure 3. The redundant information corresponds to identical information that exist in the last two time instances.
Visualization component: The three major functionalities within this component innnz(i)
, where nnz corresponds to the
clude: i) Computing the radius of the circles ri = nnz(JR
i,j )
number of non-zero elements in one row of the joint recurrence matrix JRi,j ∀i, j = 1, ..., n.
The radius of a circle is proportional to the frequency of a pattern. ii) Calculating the arcs the arcs in this work correspond to the distance of elementary entities in one pattern, whose
heights are proportional to half the distance between effectively identical entities. iii) Color
assignment - for better visualization, each pattern is assigned with a different color.

4

Case Study

In this section, we elaborate on analysing the application of the proposed approach. We reveal
a possibility to utilize the MatArcs for any arbitrary data. Let us evaluate the performance
of the proposed approach by analysing two examples which are publicly attainable on the
internet, namely data of Google Trends. Trends is a feature of Google which illustrates the
number of searches for a specified search request over time and this data can be extracted
from the webpage into a .csv file. The data is normalized based on the average search traffic of
the search term1 . In particular we consider the search item renewable energy in two countries,
Germany and the United States.
Within the input component, we merge the two terms of same time instances (i.e., January
1, 2004, to March 26, 2012) where each time series contains more than 400 time instances. In
the Solver component, in addition to computing the Euclidean distances of time instances, we
consider the joint recurrences of multiple features (which are then plotted as the values of the
vertical axis within the visualization component). Furthermore, we define threshold values
for both time series as 5% divergence. In general the number of patterns can be reduced via
the user defined threshold as long as the quality of the results is not affected. The quality in
this work is determined by a drift error e.g., in Figure 5 a threshold of 0.05 is appropriate in
order to have a preferable number of patterns and a clear visualization. However, choosing a
very small threshold value for a large data set may lead to an immense number of patterns,
which in turn will make the pattern calcluation computationally expensive.
1

http://www.google.com/intl/en/trends/about.html, Chapter 7. How is the data scaled
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This motivates us to use and suggest a suitable threshold that helps to avoid the computational complexities. We address the aforementioned issue by providing the users with
the interactive figure(s). In the considered settings, we take a minimum of three patterns as
the most frequent pattern. This is done for attaining a clear visualization of the proposed
MatArcs approach.

5

Visual Analysis

Fig. 4. MatArcs Visualization of the search request Renewable Energy which is then subdivided
and considered for two counrties (Germany and the United States), Google Trends Data [1], which
spans from 2004 to the present. Note that the colour of the middle text coincides with the colour of
the most frequent pattern 1.42 1.05 of frequency 7.

Figure 4 presents the visualization of the Google trends (details mentioned earlier). It can
be seen in the Figure that the vertial axis represents the number of search requests for the
keyword renewable energy. A closer look at the Figure 5 reveals that the vertical axis contain
various discrete values e.g., 4.36, which means that the value recorded at this time is 4.36
times larger than that of the average recording of all search requests found in Google. The
horizontal axis represents the number of occurences, which in this case is not continuous.
The proposed semicircles indicate the time instances of a given pattern e.g., the most frequent pattern (i.e., 1.42 1.05) advocates that 1.42 corresponds to higher search frequency in
Germany compared to the average rate and a 1.05 higher search frequency in the U.S. The
connecting acrs of events help identifying similar events which form a pattern.
To examine the results in greater detail, we hereby present a detailed view of Figure 4
in Figure 5 (namely 100 data points of the google trends data containing more than 400
time instances). As can be seen in the figure, the pattern in the range of 190 to 265 is a
complete pattern, appearing at the beginning of the year 2011 for the first time (denoted by
8

Fig. 5. Detailed Plot: MatArcs Visualization of the search request Renewable Energy which is then
subdivided and considered for two counrties (Germany and the United States), Google Trends Data
[1], which spans from 2004 to the present. Note that the colour of the middle text coincides with
the colour of the most frequent pattern 1.42 1.05 of frequency 7.

its slight green colour). Note that 1.0 on the vertical axis corresponds to the average value of
all searched terms in Google. Whereas the term renewable energy was searched in Germany
with a value of 1.64, the said term is below the average value in the United States. The most
frequent pattern (1.42 1.05) depicts an above average interest in both countries which might
then have been influenced not only by national but also international news.
More precisely arcs provide the readers with the information about the quantity of searching activities for a given time duration. Let us now then refer to some definitions for exploiting the visualization and interpreting the data. When viewing the MatArcs visualization
for various time series, particular types of patterns are salient. Patterns that are performed
more frequent with regard to the whole period of observation, indicate a long-term consumer
motivation of permanent interest (see the purple or yellow pattern in Figure 4). Whereas
a short-term interest is shown by a more frequent appearance of patterns that occupy a
shorter period of time. However, considering a short period of observation related to the
entire observation time (e.g., patterns in red and slight green in Figure 4 and 5). Note that
the biggest curve radius reveals an activity which is not executed for a long duration of
time. The aforementioned case is conditional to the frequency of a pattern i.e., i) a more
frequent pattern containing the biggest curve radius may lead to a long-term interest, and
ii) a frequency of 2 for a pattern may show a short-term interest. Additionally to these given
data, it is also conceiveable to understand and compare structures by our approach e.g., gene
sequences.
Let us now refer to scatter plots to make a comparison between these two approaches.
Figure 6 contains the same two variables as seen in Figure 4 for the search term renewable
energy. Scatter plots are commonly used to reveal a dependency of two variables but can be
far to complex to recognize a structure. Merely the agglomeration of the data points may
9

Fig. 6. Scatter plot of the search request Renewable Energy which is considered for two counrties
(Germany and the United States), Google Trends Data [1].

be detected. Beyond that, multivariate data containing more than three signals may not be
visualized by the scatter plot approach. Having observed the performance of the proposed
approach, we claim that it helps the comprehensible and easy to interpret evaluation of the
complex patterns.

6

Conclusion and Future Work

In this paper we propose a novel interactive visualization approach, namely MatArcs, which
enables the user to interactively zoom into the most frequent and common patterns that
plainly and obviously express the distinctive characteristics. These characteristics might be
unknown or not accessible in advance, but they are identified by our MatArcs approach. We
aim to spare additional costs and reduce the time and effort associated with data analysis
by identifying structures which may be used for a comparison with other data. The fact that
huge data might also be applied and the articulate visualization of our MatArcs evoke a
easy comprehensibility and allows an analysis by a pure visualization (we also evaluated the
proposed approach for different data sets).
In the future it is not only important to discover and visualize coherences but also to
generalise a proceeding. Based on this, the system is able to support the user by means of
automatisms. The analysed Google Trends Data, up-to-the-minute news to a topical subject
may be to an audience. Based on frequent searched terms, news may be personalized in a
found rhythm equivalent to the patterns of this terms, which was found. More precisely learnt
behaviour provides the basis for assigning a profile to every user. The proposed approach
could further be employed to build user profiles and to provide news readers with personalized
information.
10
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Appendix: Explorative Data Analysis
A web framework was developed following the idea of reviewing the context of this paper.
For the application of our web tool anyTime we kindly refer to http://anytime.dai-labor.de,
which we conceived as a testing ground for any data chosen by the user to explore multivariate time series. Researchers can take advantage of interactive figures for calculating and
visualizing common pattern as well as the most frequent pattern.
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Abstract. Consider a scenario where one aims to learn models from dynamic
and evolving data being characterized by very large fluctuations that are neither
attributable to noise nor outliers. This may be the case, for instance, when
predicting the potential future damages of earthquakes or oil spills, or when
conducting financial data analysis. If follows that, in such a situation, the
standard central limit theorem does not apply, since the associated Gaussian
distribution exponentially suppresses large fluctuations. In this paper, we
present an analysis of data aggregation and correlation in such scenarios. To
this end, we introduce the Lévy, or stable, distribution which is a generalization
of the Gaussian distribution. Our theoretical conclusions are illustrated with
various simulations, as well as against a benchmarking financial database. We
show which specific strategies should be adopted for aggregation, depending on
the stability exponent of the Lévy distribution. Our results firstly show
scenarios where it may be impossible to determine the mean and the standard
deviation of an aggregate. Secondly, we discuss the case where an aggregate
may have to be characterized with its largest fluctuations. Thirdly, we illustrate
that the correlation in between two attributes may be underestimated if a
Gaussian distribution is erroneously assumed.
Keywords: Aggregation in Relational Learning, Correlation-based Analysis
and Covariance, Lévy Distribution, Stable Distribution.

1 Introduction
Aggregation is an important step when pre-processing data, prior to building a data
mining model. This step is crucial when considering complex data that represents
interactions between several potentially heterogeneous entities. For instance, in social
network analysis the frequency of a particular relationship is often represented by an
aggregation based on the number of occurrences. The same observation holds in
multi-relational database mining and in spatial data exploration, where aggregation is
needed to link multiple tables together [1, 2]. Similarly, data obtained from data
streams are frequently summarized into manageable sized buckets or windows, prior to
mining.
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Often, during a data mining exercise, it is implicitly assumed that large-scale data
fluctuations must be either associated with noise or with outliers, or that a concept drift
has occurred. The most striking consequence of such an assumption is that, once the
noisy data and the outliers have been eliminated, the remaining data may be
characterized in two ways. That is, firstly, their typical behaviour (i.e. their mean) and
secondly, by the characteristic scale of their variations (i.e. their variance). Fluctuation
above the characteristic scale is thus being assumed to be highly unlikely, or assumed
to indicate that a model has become outdated. However, there are many categories of
data which are characterized by large-scale fluctuations. For instance, surprisingly,
supermarket ketchup sales have been shown to be typified by such large-scale
fluctuations [4]. Further, financial data and earthquake-related data are also examples
of data exhibiting this behaviour [3]. This issue is highly relevant when aiming to
build models that predict the potential damages caused by catastrophic events, such as
financial market turbulences and tsunamis. The large-scale fluctuations do not origin
from noise or outliers, but constitute an intrinsic and distinctive feature of the data.
Mathematically speaking, small fluctuations are modelled with the central limit
theorem and the Gaussian distribution, while large fluctuations are modelled with the
generalized central limit theorem and the Lévy distribution. This paper studies the
aggregation of data presenting large-scale fluctuations, to determine their properties,
the best approaches for their aggregation and the impact of such behaviour on their
correlation.
Our main contributions are as follows. Firstly, we provide a theoretical analysis
which shows the importance of taking the data distribution characteristics, when
learning involves aggregation and correlation, into account. Secondly, we introduce the
stable distribution as a mechanism to allow machine learning methods to compute
meaningful aggregated information and to correctly evaluate the correlation when
learning from data presenting large fluctuations. Thirdly, we demonstrate the proposed
method’s applicability in typical machine learning and data mining problems. Here, we
discuss the analysis of financial data and relational learning involving aggregation. We
also mention, in Section 4, that our approach is highly relevant for correlation-based
privacy preservation data mining.
This paper is organized as follows. In Section 2, we review the fundamental
assumptions behind aggregation, namely the central limit theorem and the Gaussian
distribution. In Section 3, we introduce a more general distribution for the aggregate,
the Lévy or stable distribution, for which the Gaussian distribution is a particular case.
We explain how this distribution may be estimated from the empirical data and present
some useful properties of the Lévy distribution. Then, we study the rank ordering
statistics of the Lévy distribution in order to determine if there are some dominant
terms in the distribution. We introduce the multivariate stable distribution in order to
generalize, in Section 4, the concepts of covariance and correlation to stable
distributions. In Section 5, we present various simulations in order to illustrate the
theoretical results obtained in the previous sections, as well as their consequences for
aggregation. We show that our methodology is applicable to real world financial data.
The last section present our conclusions and directions for future work.
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2 Aggregation, Central Limit Theorem and Gaussian Distribution
In this section, we review the basic assumptions on which aggregation is based.
Despite the fact that these assumptions are quite general, they do not cover all possible
data distributions, for instance, the Lévy distribution. Importantly, as will be shown in
Section 5, data associated with catastrophic events such as oil spill, stock market
crashes and earthquakes often follows the Lévy distribution and need special care
during data pre-processing and model building. Consequently, we aim to understand
their strengths as well as their limitations in order to be able to address them in the
following sections. Aggregation is based on the standard central limit theorem which
may be stated as follow: The sum of N normalized independent and identically
distributed random variables of zero mean and finite variance s 2 is a random variable
with a probability distribution function converging to the Gaussian distribution with
variance s 2 . That means that aggregation, in the sense of a sum of real numbers, has a
Gaussian distribution irrespectively of the original distribution of its individual data.
This is a very powerful theorem because the Gaussian distribution may be
characterized with solely two numbers: its mean m and its variance s 2 which are the
first two moments of the distribution. In practice, this implies that an aggregation,
such as a sum, may be fully characterized by its mean and its variance; this is why
aggregation is so powerful. All the other moments of the Gaussian distribution are
equal to zero. In the next section, we consider a generalization of the central limit
theorem which requires the introduction of the Lévy or stable distribution.

3 Aggregation with an Underlying Lévy Distribution or Stable
Distribution
In this section, we review the Lévy distribution, we show how it may be estimated
from the underlying empirical data and we analyze its properties. Finally, we
introduce the multivariate Lévy distribution in order to extend the notions of
covariance and correlation to data distributed according to a stable distribution. One
may associate to a probability distribution L ( x ) its Fourier transform or characteristic
function L ( k ) . Stable or Lévy distributions are distributions for which the individual
data as well as their sum are identically distributed [5]. This fact implies that the
convolution of the individual data is equal to the distribution of the sum or,
equivalently, that the characteristic function of the sum is equal to the product of their
individual characteristic functions. The Lévy distribution does not have a closed form
and is more easily defined from its characteristic function:

La,m,b , g ( k ) = E ( exp ( ik X ) ) =

é
ë

exp ê -i m k - g a k

a

( 1 - i b sgn ( k )W ( a, k ) ) ùú
û

where E (  ) is the expectation and where
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(1)

ìï
pa
a¹1
ïïï tan
2
W ( a, k )  í
(2)
ïï 2
ïï - ln k a = 1
ïî p
The Lévy distribution is characterized by four parameters as opposed to the
Gaussian distribution which is characterized by only two. The parameters are the
stability exponent a , the scale parameter g , the asymmetry parameter b and the
localisation parameter m . While the tail of the Gaussian distribution is exponentially
suppressed, the tail of the Lévy distribution decays as a power law (heavy tail) which
depends on its stability exponent a :

La ( x ) 

C
x

(3)

1+ a
x ¥

Eq. (3) shows that extreme values are much more likely for the Lévy distribution
that they are for the Gaussian distribution. The reason being that the Gaussian
distribution fluctuates around its mean, the scale of the fluctuations being
characterized by its variance (the fluctuations are exponentially suppressed) while the
Lévy distribution may produce fluctuations far beyond the scale parameter. This
behaviour is due to the tail power decay law. It should be noted that the Lévy
distribution reduces to the Gaussian distribution when a = 2 and when the
1
asymmetry parameter is equal to zero; then one has s 2 = g . Finally, the moments
2
¥

of the Lévy distribution, mn =

ò

x n P ( x ) dx , may be finite if n £ a while they

-¥

are infinite if n > a . That means that a Lévy distribution with 1 £ a < 2 has a
finite mean, but an infinite variance while a distribution with a < 1 has both an
infinite mean and an infinite variance. As we will see in the following sections, these
properties have tremendous consequences from the aggregation point of view.
We explain how the parameters of the Lévy distribution may be estimated from the
empirical data and how the validity of the Lévy distribution hypothesis may be
asserted. Although various approaches have been proposed in the literature, one of
the most efficient is the one presented by Paulson, Holcomb and Leitch (PHL) [6] in
which the following objective function is minimized against the parameters of the
Lévy distribution
(4)
mina,b,g,m Lˆ ( k ) - La,m,b,g ( k )
PHL

where the PHL-norm is defined as
¥

Lˆ ( k ) - La,m,b,g ( k )

PHL



ò

2
Lˆ ( k ) - La,m,b,g ( k ) exp ( -k 2 )dk

(5)

-¥

Because the integration domain is not bounded, Eq. (5) is more readily solved with
a Gauss-Hermite quadrature.
We address the relative importance of the maximum with respect to the sum or
aggregation, in order to demonstrate that the sum is potentially dominated by a small
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number of very large terms. The expectation of this ratio, for any distribution, is given
by
1
é X ++ X
ù
1
N ú
=
N
E êê
(6)
ò dz z G ( z )
ú
ëê max { X1, , X N } ûú
0
where
¥

G (z ) =

1
N -2
δ ( z - 1 ) + ( N - 1 ) ò dy P ( z y ) P ( y ) éë £ ( y ) ùû
N
0

(7)

x

£ ( x ) =

ò P ( y ) dy

-¥

If the Lévy distribution is substituted in this expression, one obtains, for a stability
parameter smaller than one, that the sum is largely dominated by a single term, the
maximum. In practice, that means that the aggregation must be performed in terms of
the maximum and not in terms of the sum or the variance. For example, when aiming
to build a data mining model to predict the damages associated with a tsunami or oil
spill, which has been shown to follow a Lévy distribution, it is more appropriate to use
the maximum values rather than the mean and the standard deviation.
More insight about the Lévy distribution may be obtained from its rank ordering
statistics
N -n

¥
ö÷
æ N ö÷ æç
F ( yn ) dyn = ( N - n + 1 ) ççç ÷÷ çç 1 - ò P ( x ) dx ÷÷÷
èç n ÷ø ççè
÷÷ø
y
n

n -1

æ¥
ö÷
ç
P ( yn ) dyn çç ò P ( x ) dx ÷÷÷
çç
÷÷ø
èy

(8)

n

which gives the probability that the largest value of order n be yn ; for instance,
y1 is the maximum. From Eq. (8), it may be demonstrated that the maximum of

likelihood for the statistics of order n associated with the stable distribution is:
1

é ( aN + 1 ) g ù a
ú
= êê
(9)
ú
n
1
a
+
ëê
ûú
When the stability exponent is inferior to one, the rank ordering statistics exhibit a
strong hierarchical behaviour up to the point that the ordering statistic of order one (the
maximum) completely dominates over all the other rank ordering statistics. This
behaviour shall become more evident with the experimental results, presented in
Section 5. A practical consequence associated with this behaviour is that the
aggregation should be based on the maximum value which completely dominates the
ordering statistics; this is the case, for instance, when a Stock Market Index crashes.
The information obtained from the rank ordering statistics may be exploited in order to
group the elements of the hierarchy according to their scale, or order of magnitude.
Then, it may be shown that each scale is characterized by its own Gaussian
distribution. Consequently, the Gaussian paradigm is applicable to the Lévy
distribution in a multiscale framework and the Lévy distribution might be thought of as
a multiscale generalization of the Gaussian distribution.
We extend the Lévy distribution to the multivariate case, i.e. when we have more
than one dimension or feature. Such a multivariate distribution is required in order to
ynML
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study the correlation in between two stable stochastic variables. The multivariate Lévy
characteristic function [5] of dimension d is defined as follow
La,μ ( k ) = exp ( -I X ( k ) ) =
é
ù
(10)
E éë exp ( i k, X ) ùû = exp êê -i μ, k - ò ya ( k, s ) D ( ds ) úú
êë
úû
Sd
where as usual E (  ) is the expectancy, where
ì aæ
ï
pa ÷ö
ï
u çç 1 - i sgn ( u ) tan
÷ a¹1
ï
ç
ï
è
2 ÷÷ø
ya ( u )  ïí
(11)
æ
ö÷
ïï
p
ç
u
i
u
u
a
1
sgn
ln
1
+
÷
=
( )
çç
ï
ï
è
ø÷÷
2
ï
î
and where the Euclidian inner product, the frequency vector and the stochastic data
vector are defined as
d

k, X 

å ki Xi ,
i =1

T
k = éë k1, , kd ùû ,

T
X = éë X1, , Xd ùû

(12)

As opposed to the univariate case, only two parameters are required: a stability
exponent a and a localisation vector μ . The information about the scale and the
asymmetry is encapsulated in D ( ds ) which is a measure, or a partition, defined on
the hypersphere S d (or the sphere in two dimensions). In order to estimate such a
distribution from the empirical data, we follow an approach introduced by Nolan et al.
[7]. At first, the means and the stability exponents associated with each dimension
are estimated independently. Then, the estimated mean vector and the stability
exponent of the multivariate distribution are given by:
d

1
(13)
å aˆ
d k =1 k
The empirical multivariate characteristic function is obtained from a discrete
formulation of Eq. (10). The discrete equation associated with the expectation is:
T

ˆ = ( mˆ1, , mˆd ) ,
μ

L ( k ) = E éë exp ( i k, X

where

{ X j }j =1,,M is

) ùû

a=

1
 Lˆ ( ki ) =
M

M

å exp ( i
j =1

ki , X j

)

(14)

the set of all the empirical multivariate data while the

discrete equation associated with the right part of Eq. (10) is:
Iˆ( ki ) = - ln Lˆ ( ki ) =

n

å ya (
j =1

ki , s j

) Dj

(15)

If a symmetric grid is assumed for both the hypersphere and the frequency domain,
the weights on the hypersphere { Di }i =1,,n may be estimated from the following
constrained objective function
min

c-AΔ
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(16)

where
é Re ( Iˆ( k ) ), , Re ( Iˆ( k ) ), ù T
1
m
ú
c = êê
ˆ( k ) ), , Im ( Iˆ( k ) ) ú
Im
I
(
1
m
ëê
ûú
Δ = éë D j ùû , A = éë Ai, j ùû

(17)

and where

ìï Re ( y ( k , s ) )
i, j = 1, , m
a
i j
Ai, j = ïí
ïï Im ( ya ( ki , s j ) ) i, j = m + 1, , 2m
î
For instance, in two dimensions, the symmetric grid is equal to:

{ si }i =1,,n

= { ki }i =1,,n

(18)
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, sin ç
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Then, we use this grid in order to define the generalization of the covariance for the
stable distribution.

4 Generalization of the Covariance: the Covariation
We extend the concept of covariance to stable distributions. This is important, in
practice, because we often need to determine if two variables are correlated or not.
This is the case, for instance, when aiming to protect data privacy, where the goal is to
determine if an attribute may be inferred from another [8]. If the data are distributed
according to a Lévy distribution, the concept of covariance must be generalized with
the concept of covariation [9]. The covariation in between two stochastic stable
variables is defined as
 X1, X 2  =
a

ò k1 k2
S

a -1

D (ds )

\

x

a -1

 x

a -1

sgn ( x )

(20)

2

where the measure on the bidimensional sphere is associated with the bivariate
distribution of the vector formed from the concatenation of the two stochastic variables
T
X = éë X1, X 2 ùû .
Such a measure may be estimated with the method presented in the previous
section and with the grid introduced in Eq. (19). From the covariation, it is possible
to define a norm which is also related to the scale parameter gX of the variable:

involved in the convolution D (ds )

X



1

= (  X , X a )a = gX

 X1, X 2  =
2

Cov ( X1, X 2 )

(21)
2
The covariation reduces to the covariance when the distribution is Gaussian, i.e.
when the stability exponent is equal to two and the asymmetry is zero. The correlation
belongs to the interval éë 0,1 ùû where zero indicates an absence of correlation while the
a

unity indicates a strong correlation. As shown in the next section, the covariance and
the correlation tend to be much stronger if the stability exponent is less than two.
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Practically, if one incorrectly assumes a Gaussian distribution from the start, one may
strongly underestimate the real correlation between two variables. Such an
underestimation might have severe consequences [10]. For instance, consider the
scenario where private attributes should be identified and protected. Suppose that an
absence of correlation between two attributes is assumed, due to an erroneous
assumption that the data distribution is Gaussian. However, in reality, these two
attributes may be highly correlated. This incorrect assumption would result in an
absence of protection for sensitive attributes, when they do indeed need to be protected
against induced attacks.

5 Experimental Results
In this section, we present various simulations and experiments against real-world
financial databases which illustrate our previous theoretical results. All experiments
were performed using Mathematica 8.0 on a Dell Precision M6400. In the following,
one should keep in mind that a = 2 corresponds to a Gaussian distribution.
Table 1. Estimation of the exponent of the Lévy distributions associated with various Stock
Exchange. Excerpted from [11].
Index
FTA W Jap
TOPIX
MSCI Japan Net
Nikkei 225

Period
86.01-93.09
75.01-91.02
80.01-93.09
80.01-93.09

a
1.808
1.519
1.463
1.626

We analyze some results on financial data as reported by Lévy Véhel and
Walter (LVW) [11] as well as from the PKDD 1999 discovery challenge financial
database [12] in section 5.1. The importance of stable distribution is not only
theoretical; as a matter of fact, it has far reaching consequences for financial data.
With the pioneer work of Mandelbrot, it became increasingly apparent that financial
data may be characterized with stable distributions. For instance, let us consider
Table 1 which shows the results obtained for various Stock Market Indexes in Europe
and in Japan by LVW [11]. The stability exponent was estimated with the method
presented in Section 3 and the null hypothesis was asserted with the KolmogorovSmirnov test. As shown by the data, all these indexes clearly have a stable
distribution (confidence level of 99%) and the value of the stability exponent is
typically in between 1.6 and 1.8, which is clearly not in the Gaussian regime.
Table 2. Covariation of two shares (Thompson and Michelin) and the CAC 40 Index for
various values of the stability exponent. and the acquisition period is from 87.07.09 to
95.05.31. Excerpted from [11].

 X1, X 2 
a
THOMPSON, CAC 40
MICHELIN, CAC 40
CAC 40, CAC 40

a
2.0
0.042
0.042
0.036
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1.7
0.157
0.159
0.128

1.5
0.390
0.326
0.300

1.3
0.975
0.993
0.750

Table 2 shows the covariations in between the Michelin and the Thompson
titles as well as with the CAC 40 Stock Exchange Index. The covariations may be
estimated with the method presented in Sections 4. The calculation was repeated for
various values of the stability exponent; the real one being around 1.7. Table 2 shows
that, if a Gaussian distribution is incorrectly assumed, the correlation (covariation)
tends to be underestimated. For instance, the covariation in between the Michelin
share and the CAC 40 Index is 0.042 with the false assumption of a Gaussian
distribution for the data while in reality it is 0.159 for a stability exponent of 1.7.
Here, the covariation tends to be stronger, when the stability exponent is smaller.

Fig. 1. Distribution of the Balance attribute (PKDD 1999 discovery challenge financial
database) in blue and of the best fitting normal distribution in red; the later is obtained with the
maximum of likelihood method.

5.1 PKDD 1999 Discovery Challenge Financial Database
Next, we consider the PKDD 1999 discovery challenge financial database, which
has been widely used as a benchmark in the multi-relational classification domain.
This database was offered by a Czech bank and contains data describing the level of
risk of a customer to default on a loan [12]. The database consists of eight tables. The
Account table contains the account number, as well as the information regarding the
district a person falls in and the frequency of payment. Other tables include the
Demographic profile, the client’s Disposition in terms of type, Credit Card
information and Client descriptions, including gender and the location in which they
reside. The Order table details the number of money transfers and the Loan table
describes the payments of loans. Very often, this database is used to classify whether
a Loan is at risk or not.
We turn our attention to the Transaction table, which describes all transactions
against an account. This table contains, amongst others, the Balance attribute that
contains 54694 entries. We apply a number of feature selection algorithms to this
database, including the Gain ratio, Chi Squared and Correlation based Feature
Selection (CFS) measures [8]. Our results indicate that the Balance attribute is always
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selected as being one of the features that are strongly related to the outcome of a
Loan, with and without aggregation.
Figure 1 shows the distribution of the Balance attribute as well as the best
fitting normal distribution. The parameters of the normal distribution are obtained
with the maximum likelihood method. It follows that the normal distribution offers a
poor fit to the Balance attribute distribution. We attempted to fit numerous
distributions to the Balance such as the Student distribution, the Weibull distribution,
amongst others. However, the best fit was obtained with the stable distribution, as
illustrated in Fig. 2. The parameters corresponding to this distribution, which were
obtained with the maximum likelihood method, are shown in Table 3. The tails of the
Balance attribute distribution and the associated stable distribution are shown in Fig.
3. The tail of the fitted stable distribution seems thicker than the tail of the Balance
attribute distribution: nevertheless, they both have the same order of magnitude. As
may be observed from Fig. 3, the statistics of the tail is quite poor. This means that, in
order to draw definitive conclusions about the tails, a database with more entries
would be required.

Fig. 2. Distribution of the Balance attribute in blue and of the best fitting stable distribution in
red; the later is obtained with the maximum of likelihood method.

Table 4 shows the mean, the standard deviation, the skewness and the kurtosis
calculated from the normal and the stable distributions associated with the Balance
attribute distribution. Since the stability exponent a is smaller than two, it is not
possible to evaluate the standard deviation and the skewness from the stable
distribution, because the statistical moments needed for the calculation are infinite.

Fig 3. Tail of the Balance attribute distribution in blue and of the stable distribution in red.
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TABLE 3. Parameters of the fitted stable distribution associated with the Balance attribute.

a

b

m

g

1.6232

1.0

47321.3

14013.9

Nevertheless, the parameters of the stable distribution provide a measure of the
standard deviation and of the skewness through the scale parameter g and b the
asymmetry parameter. This implies that, when the underlying distribution is stable,
the scale and the asymmetry should not be estimated directly from the data, but from
the parameters of the fitted distribution.
Table 4. Mean, standard deviation, skewness and kurtosis as obtained from the fitted normal
and stable distributions associated with the Balance attribute.
Distribution
Normal
Stable

Mean
44534.2
47321.3

Std Dev.
24109.7
∞

Skewness
0
∞

Kurtosis
0
∞

In order to further stress the importance of not directly estimating these
parameters from the data, we have generated three data sets. These datasets consisted
of 54694 entries as in the original bank database with the stable distribution
parameterized by Table 4. Table 5 shows the results. Since the stability exponent is
greater than one (1.62), the estimation of the mean from the data is consistent from
one set to the next. However, because the stability exponent is less than two (1.62), it
is not possible to estimate any moment greater or equal than two which means that the
standard deviation, the skewness and the kurtosis are not consistent from one
synthetic data set to the next. In other words, any measure based on the statistical
moments greater or equal than two is a random number which will vary from one
realization of the data set to the other as shown in Table 5. These findings suggest that
when correlation evaluation is sensitive, say in privacy preservation learning, one
should carefully select the right equation for correlation computation [8].
Table 5. Mean, standard deviation, skewness and kurtosis as obtained from data generated
from the fitted stable distribution associated with the Balance attribute. Each generated data
set consists of 54694 entries.
Stable
1
2
3

Mean
47419.2
47996.1
47041.7

Std Dev.
99020.1
158948
46051.2

Skewness
145.408
168.972
18.1492

Kurtosis
27467.7
33756.5
677.382

6 Conclusions
The development of new data mining models for catastrophic event prediction,
such as the damages caused by oil spills, stock market crashes, tsunamis and other
natural disasters, are an important and urgent research topic. In this communication,
we have analyzed data aggregation and the data covariance (covariation), of such
data, where the underlying distributions are not Gaussian, but stable. We have shown
that such data may be aggregated with the mean, but not with the variance. This is due
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to the fact that the variance becomes infinite and its estimate tends to fluctuate
randomly when evaluated on a finite size aggregate. We have also shown that the
estimation of the mean converges rather slowly when the stability exponent is small.
In this case, both the mean and the variance are infinite and their estimate on a finite
size aggregate tends to fluctuate randomly. In these circumstances, the aggregate is
better characterized with its maximum which tends to dominate by many orders of
magnitude over the other elements of the aggregate, both from a sum and rank
ordering statistics point of view. We have shown that financial data may be
characterized with stable distributions with a stability exponent typically around 1.7.
The calculation of the covariations in between Stocks and Stock Market Indexes has
shown that the covariance (covariation) tends to be underestimated if a Gaussian
distribution is wrongly assumed.
We also shown that, for a well-known
benchmarking financial database, some attribute values follow a stable distribution
rather than the normal distribution. This work thus has implications when preprocessing and mining many highly imbalanced data that are typified with large-scale
fluctuations, such as earthquake and oil spill data, which would be worth investigating
further. We also mentioned, in Section 4, that our approach is highly relevant for
correlation-based privacy preservation data mining. We aim to explore this research
issue in our future work.
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Abstract. Many graph datasets are labelled with numeric attributes.
Frequent substructure discovery algorithms usually ignore these attributes; in this paper we show that they can be used to improve discrimination and search performance. Our thesis is that the most descriptive substructures are those which are normative both in terms of their
structure and in terms of their numeric values. We propose an outlierdetection step during substructure discovery to prune anomalous vertices
and edges, which gives more weight to the most descriptive substructures.
Our experiments on a real-world access control database returns similar
substructures to Subdue with 30% fewer graph isomorphism tests.
Keywords: graph mining, frequent substructure discovery, numeric attributes, outlier detection

1

Introduction

A common task in graph mining is to discover frequently-occurring substructures
for concept learning, clustering or anomaly detection. In this paper, we consider
how numeric attributes can be combined with structural data, to refine the
search for the most descriptive substructures.
Frequent substructures are defined as those which pass some minimum support threshold [7, 10, 14] or in information-theoretic terms, as the patterns which
can be used to maximally compress the input graph [3]. To count the frequency
of each pattern, discovery algorithms compare subgraphs for identity, or Graph
Isomorphism (GI). As GI is computationally complex to decide [5], discovery algorithms attempt to minimise the number of GI tests by sorting candidate substructures by their canonical labels [7, 10], by organising discovered subgraphs
into spanning trees [1, 14] or by performing a heuristic search [3].
Substructure discovery algorithms typically operate on unweighted, labelled
graphs, where labels represent discrete attributes of vertices or edges. However,
many graph datasets also contain numeric labels or weights, representing attributes such as size, distance, time, frequency or amount. We propose that the
best substructures are not only frequent, but also have the most normative numeric attributes. By excluding substructures containing numeric anomalies, we
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(a) Single large graph

(b) Simple
transaction

(c) Forward
edges

Fig. 1: Graph of Access Control Transactions on a University Campus

prune unlikely candidates early, focussing computational resources on the most
descriptive patterns. In our experiments, we were able to discover the most descriptive substructures with a 30% reduction in the number of GI tests required,
compared to Subdue.
One application of our research is to discover “suspicious” behaviour in secure
buildings, such as airports, hospitals and power stations. Our experimental data
is from the building access control system for a university campus, represented by
the graph in Fig. 1a. Vertices represent door sensors and directed edges represent
movements between pairs of sensors. The density of transactions is higher in
areas with greater security requirements, viz. laboratories for laser, radiation
and medical research. As we are interested in paths taken by individuals through
the network, we reorganised the graph as a transaction database, where each
subgraph represents the movement of an individual within a given day (Fig. 1b–
1c). We score each subgraph based on its structural elements and its numeric
timing values [4]. Our method shows greater discrimination than scoring based
on frequent substructures without numeric attributes.
This paper is organised as follows: Sect. 2 describes the main approaches to
substructure discovery in graphs. In Sect. 3, we explain our method of using
numeric anomalies to narrow the search for normative substructures. Sect. 4
outlines our experimental method and datasets; the results are presented in
Sect. 5. In Sect. 6 we present our conclusions.
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2

Related Work

Frequent substructure discovery algorithms attempt to find the subgraphs which
occur most frequently in a graph database or in a single large graph. Early
approaches were based on Apriori-style itemset mining: AGM [7] and FSG [10]
generate candidate substructures by growing them one vertex or one edge at
a time, respectively. Frequent substructures are those which exceed a specified
minimum support threshold. The main weakness is that candidate generation is
expensive, as canonical labels must be calculated for a large number of redundant
candidates.
gSpan [14] avoids candidate generation. Canonical labels are determined by
the minimum representation of vertex orderings as discovered by a Depth-First
Search (DFS). These labels are organised into a hierarchical spanning tree. Frequent structures are discovered by traversing this tree, checking for substructures which exceed minimum support. CloseGraph [15] and SPIN [6] improve on
gSpan by mining only “closed” or “maximal” frequent subgraphs, i.e. frequent
substructures which are not part of any larger frequent substructure. [1] generalises the canonical form found in gSpan and demonstrates that canonical labels
based on Breadth-First Search (BFS) are equally valid.
Subdue [3] represents another class of frequent substructure discovery algorithm, based on information theory. Rather than searching for substructures
with minimum support, Subdue looks for the substructures which can be used
to best compress the input graph based on the Minimum Description Length
(MDL) principle. Complexity is managed with a heuristic: candidate substructures are discovered using a greedy beam search (a limited-length queue of the
best few patterns which have been found so far). The disadvantage of the greedy
search strategy is that some interesting patterns could be missed.
AGM, FSG and gSpan are designed to work on graph transaction databases.
Subdue has fewer restrictions on the input graphs: it can also search efficiently
in single large graphs.
Numeric labels The above algorithms are designed to work on graphs with discrete labels. There have been a few efforts to incorporate numeric attributes into
frequent substructure discovery. [8] extends gSpan by including edge weights into
the support calculation, pruning low-weighted substructures from the search.
This approach cannot be generalised to other numeric attributes, where a high
numeric value does not necessarily indicate greater significance. [12] discusses
three ways in which Subdue can handle numeric attributes: exact match (treat
numeric attributes as if they are discrete); tolerance match (two numeric values
are considered equal if their difference is less than some threshold); and difference match (two numeric values are considered equal if they are drawn from
the same Gaussian PDF). The authors propose binning numeric values into discrete ranges; two values are considered equal if they fall into the same range. As
each numeric attribute is treated separately, correlations between attributes are
ignored during discovery.
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3

Frequent Substructure Discovery and Numeric
Attributes

It is desirable to prune infrequent substructures as early as possible in the discovery process, to reduce expensive and redundant search operations. We define
the most descriptive substructures as those which are normative both in terms
of their structure and in terms of their numeric attributes. The corollary is that
vertices or edges containing numeric outliers are abnormal and can therefore be
pruned early in the discovery process.
We define a graph as having an arbitrary number of discrete and numeric
labels on its vertices and edges:
Definition 1. Let L be the set of graph labels, comprising vertex labels LV and
edge labels LE . L is partitioned into discrete labels LD and numeric labels LN ,
LD ∩ LN = ∅. Thus L = LV ∪ LE = LD ∪ LN . Let AD be the set of discrete
attribute values and AN ⊂ R be the set of numeric attribute values.
Definition 2. A labelled graph G is a tuple hV, E, LV , LE i. V is a set of vertices and E is a set of edges: E ⊆ {hv, wi : v, w ∈ V × V }. If the tuple hv, wi is
ordered, the edge is directed, otherwise it is undirected.
Definition 3. The label-to-value mapping function for vertices is denoted as:
LV : V × (LV ∩ LD ) → AD
V × (LV ∩ LN ) → AN
The label-to-value mapping function for edges LE is denoted in a similar manner:
LE : E × (LE ∩ LD ) → AD
E × (LE ∩ LN ) → AN
For a weighted graph, the edge weight function W(e) is treated as a special case
of numeric edge attributes: ∀e ∈ E : W(e) = LE (e, “weight”).
Vertices and edges will be considered equal by the graph isomorphism test if
they share the same discrete labels, and their numeric attributes are “normal”.
We determine normality by means of a numeric outlier function:
Definition 4. We define a numeric outlier function O on a dataset D as:

q0 if d is “normal” w.r.t. D
O:D→R
∀d ∈ D : O(d) =
q otherwise
where q0 is some constant value and q 6= q0 is a value measuring the degree of
outlierness.
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The value of q0 and the range of O will depend on the specific choice of outlier
detection function. In Sect. 4, we use Local Outlier Factors (LOF) [2]. LOF is
well-suited to unsupervised learning, as it makes no assumptions about the underlying distribution of the data and can cope with clusters of different sizes and
densities. LOF calculates an outlier score based on the distance of a sample from
its local neighbourhood and the relative density of the neighbourhood. Samples
belonging to a dense cluster or deep within a sparse cluster have LOF(d) u 1.
Outliers have LOF values several times larger. Thus LOF satisfies the property
given in Def. 4: LOF(d) u 1 for normal values of d and LOF(d)  1 for anomalous values. For a more detailed discussion of the choice of outlier function, see
our previous work [4] and the comments at the end of Sect. 6.
In order to calculate numeric outliers over the graph, we partition the vertices
and edges into similar disjoint sets or equivalence classes:
[
[
V =
Vi
E=
Ei
i

i

Definition 5. Two vertices are said to be equivalent if their discrete attributes
are the same:
∀v ∈ Vi ∀w ∈ Vi ∀l ∈ (LV ∩ LD ) : LV (v, l) = LV (w, l)
Two edges hv, wi and hx, yi are equivalent if their discrete attributes are the same
and v is equivalent to x and w is equivalent to y. In the case of an undirected
graph, hv, wi equivalent to hx, yi =⇒ hv, wi equivalent to hy, xi.
Note that our approach is similar to the algorithms discussed in Sect. 2, in that
frequent substructures will not contain vertices or edges with infrequent values
for discrete attributes, by definition. However, we may sometimes wish to treat a
discrete (enumerated) attribute as numeric: see the discussion of “Day of Week”
in Sect. 4 for an example.
Using Defs. 4–5, we can calculate outlier values on the numeric attributes of vertices and edges across all equivalence classes, O(LV (Vi , LN )) and O(LE (Ei , LN )).
This now brings us to the definition of each vertex and edge as normal or anomalous:
Definition 6. A vertex v ∈ Vi is normal if O(LV (v, LN )) u q0 , anomalous
otherwise. An edge e ∈ Ei is normal if O(LE (e, LN )) u q0 , anomalous otherwise.
Alg. 1 shows how our approach can be integrated with the substructure discovery
process for Subdue [3]. An initial set of parent substructures is initialised to each
of the disjoint single-vertex instance sets, P = {V1 , . . . , Vn }. Anomalous vertices
(as defined by Def. 6) are excluded. We execute Alg. 1 once for each member of
P : for all I ∈ P do ExpandSubstructures(G, I). All possible expansions of the
instances gi ∈ I are evaluated. In line 5, candidate substructures with anomalous
vertices and edges are pruned. The algorithm returns a set of child substructures
C. At the end of the first iteration, the substructures in C are evaluated using
the MDL principle as usual [3]. For the next iteration, P is initialised to C.
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Algorithm 1 (Subdue) ExpandSubstructures(G, I)
Require: Graph G = hV, E, LV , LE i, Parent instances I = {g1 , . . . , gn } , ∀i∀j : gi is
isomorphic to gj
1: Child substructures C ← ∅
2: for all gi ∈ I do
3:
for all v ∈ Vgi do
. Find all possible edge expansions
4:
for all e = hv, wi : e ∈ E and e ∈
/ Egi do
5:
if e is normal and w is normal by Def. 6 then
. Prune anomalies
6:
Create child substructure as copy of gi
7:
if w ∈
/ Vchild then add w to child
8:
Add e to child
9:
Find Ic ∈ C : child is isomorphic to gc ∈ Ic
10:
if not exist Ic then add Ic ← ∅ to C
11:
Add new child instance to Ic ∈ C
12: return C

Alg. 1 can be adapted to FSG-style substructure discovery by applying it to
the initial step of generating all 1-subgraphs and 2-subgraphs. In this case, each
|Ii | : Ii ∈ C is evaluated against the minimum support parameter. The approach
can be applied to gSpan and similar algorithms which use spanning trees, by
incorporating the anomaly score into the calculation of minimum support.

4

Experiments

Our experiments measured the effect of pruning numeric outliers during substructure discovery on: the number of graph isomorphism tests required; the
computation time for substructure discovery; and the effect on the accuracy and
meaningfulness of the discovered substructures.
Synthetic Datasets Our experimental setup included Erdős-Rényi random
graphs and R-MAT random graphs with up to 10,000 vertices. For the R-MAT
graphs, we added edges with mean degree 4 and probabilities that an edge is
placed in one of the four quadrants of the graph as h0.57, 0.19, 0.19, 0.05i, to
ensure that the random graphs exhibited clustering/community properties. The
baseline version of each random graph structure had no numeric attributes. We
created multiple copies of each structure with between 1 and 100 numeric attributes on each edge (we could equally have chosen to add attributes to vertices
or to both vertices and edges). For “normal” edges, each attribute was selected
from a PDF normally distributed across equivalent edges to create a multivariate Gaussian feature vector. We perturbed 1% of edges to simulate the fact that
these edges were produced by a different process.
Access Control System Dataset Fig. 1a shows the patterns of movement of
students and staff on a large university campus. Each vertex represents a door
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sensor; directed edges represent movements between pairs of sensors. There are
approximately 6,500 users, 800 sensors and 900,000 transactions. We are interested in finding patterns representing “suspicious” behaviour, particularly
in high-security areas such as laboratories for laser, radiation and medical research [4].
As we are interested in paths taken by individuals through the network, we
organised the graph as a transaction database. Each graph transaction represents
the movement of an individual within a given 24-hour period. Fig. 1b shows an
example of a typical graph transaction. Sometimes users may fail to swipe in
at a particular sensor (for example, if someone holds open the lift door). This
creates missing edges in the graph. We compensated for these missing edges by
including forward edges from each sensor to all subsequent sensors visited by the
user (Fig. 1c).
Next, we added numeric attributes to the edges.
The attributes for a single path segment in the
database are shown in Fig. 2. Absolute time is the
time of day (seconds since midnight) when the user
presented their ID card to a door sensor at the end
of a path segment. Elapsed time is the difference
in seconds between the absolute time at the current
sensor and the absolute time at the previous sensor.
Day of Week (DoW) could have been represented as
a discrete attribute, but by combining it with the
other attributes in multi-dimensional space, the effect is to cluster different patterns of behaviour on
different days. Weekend patterns are quite different from weekday patterns, perhaps representing
the movements of security staff or cleaners as well Fig. 2: Numeric edge labels
as weekend workers. The experimental results show
that we achieved greater discrimination by combining DoW and elapsed time than by treating either attribute in isolation.
The distribution of each attribute cannot be represented by a single Gaussian:
the PDF is not uniform between attributes, nor even between the same attribute
across non-equivalent edges. Usually, there will be a mixture of distributions
representing different underlying processes: some people work in a lab and stay
for many hours; others may go in simply to speak to a colleague for a few minutes.
The advantage of a density-based approach to outlier detection is that we do not
have to make any assumptions about the underlying distribution of the data.
Fig. 3 shows the distributions of the numeric attributes from Fig. 2. Fig. 3a
shows absolute time. The most common process is that people enter the building
between 8–9am, but there are at least two other processes whereby people enter
later in the day. Fig. 3c shows that the primary distribution for elapsed time on
this path segment is power-law: most people pass between the two sensors in a
matter of seconds. But there is a secondary process at around 7–9 hours.
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(a) Absolute time

(b) LOFs for Absolute time

(c) Elapsed time

(d) LOFs for Elapsed time

(e) Absolute time vs. Elapsed time

(f) LOFs for Absolute vs. Elapsed time

Fig. 3: Examples of the distribution of numeric attributes across a specific edge
in the graph. The figures on the left show the empirical distributions of two
numeric attributes (one and two dimensions). The figures on the right show the
corresponding distribution of Local Outlier Factors (LOF).
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We can discriminate between normal and anomalous values for either of these
attributes: Figs. 3b and 3d show the corresponding LOF scores. Normal timing
values produce a LOF score close to 1 (Def. 4). Anomalous timing values produce
LOF scores in the range 2–5.
However, we can gain more information by considering the correlations between attributes. A two-dimensional feature vector combining absolute and elapsed
time is shown in Fig. 3e. Fig. 3f shows the corresponding LOF scores. By calculating LOFs across a multidimensional feature vector containing all the numeric
attributes, we can detect outliers with greater discrimination than if we considered each attribute in isolation.

5

Results

Synthetic Datasets The experiments on random single large graphs
were repeated 10 times for each combination of no. of vertices, no. of
unique vertex labels and no. of numeric attributes, and the results averaged. The results for graphs with 500
and 1,000 vertices and 26 unique labels are shown in Fig. 4. On synthetic
graphs, we measured an average 66%
reduction in the number of GI tests required when using numeric outliers to
prune the graph, compared to Subdue
without numeric attributes. The num- Fig. 4: Effect of numeric attributes
ber of GI tests was always directly on frequent substructure discovery
proportional to discovery time.
(R-MAT random graphs)
The time taken to calculate the
numeric outliers was trivial compared
to the time to discover substructures:
in the order of 0.2 seconds for a graph with 10,000 vertices and 100 numeric
attributes. The complexity of LOF is polynomial, but the size of the numeric
datasets across each edge remain small in relation to the size of the graph. In
graphs up to 10,000 vertices, the power-law distribution ensures that the majority of edge datasets have no more than a few hundred elements, so LOF’s
O(n2 m) complexity is acceptable.
We found that graphs with 10,000 vertices and 26 unique labels were not
tractable without using numeric attributes, as there were millions of instances
of each pattern, requiring more memory to process than was available in our
experimental setup. However, we were able to process the 10,000 vertex graphs
with numeric attributes, as we had to consider an order of magnitude fewer
instances at each iteration. This suggests that our method could be useful when
processing Very Large Graphs.

32

(a) Number of GI tests required

(b) Frequency of top 10 substructures

Fig. 5: Effect of pruning numeric anomalies on frequent substructure discovery

Access Control System Dataset The results on the real-world graph transaction database are shown in Fig. 5. Fig. 5a shows the number of GI tests
for datasets of 2,000–10,000 vertices. In the real-world data, numeric attributes
vary in their ability to discriminate between normal and anomalous patterns, but
combining attributes gives the best performance overall. Absolute and elapsed
time are both good discriminators, but day of week is very poor. However, if
we combine day of week with elapsed time, we get a slightly better result than
using elapsed time on its own; and the best results were achieved by combining all three attributes. The benefit of our approach increased with increasing
size of database, as we were able to prune more anomalous substructures. In the
dataset with 10,000 vertices, representing around three months’ transactions, we
achieved a performance improvement of around 30%.
Next, we wanted to validate that the discovered substructures are meaningful.
Fig. 5b compares the ten best substructures discovered by Subdue (with no
numeric attributes) to the substructures discovered when we added attributes.
Our approach discovered the same substructures as Subdue, but fewer instances
of each. The relative order of the top ten substructures was changed slightly.
Where there is a large difference in relative frequency (e.g. 1st –3rd substructures),
the ordering was unchanged: these substructures are robust against the removal
of anomalous edges. In cases where the relative frequencies were very similar,
the order was sometimes transposed (e.g. 4th and 5th substructures exchanged
places). This is because greater weight is given to substructures with normal
numeric values.
To investigate this effect further, we compared our method of pruning anomalous edges to random removal of edges from the graph. We conducted experiments where we randomly deleted 10%–90% of the edges in the graph before
searching for frequent substructures. The results are shown in Fig. 6.
Fig. 6a shows the effect on performance. It is necessary to remove around
45% of the graph in order to reduce the number of GI tests by a similar amount
as our approach.
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(a) Number of GI tests required

(b) Frequency of top 10 substructures

Fig. 6: Effect of randomly removing graph edges on frequent substructure discovery

Fig. 6b shows the frequency counts of the top 10 substructures. Substructures
with edges randomly removed are shown in grey; substructures discovered by
our approach are superimposed in black. Randomly removing edges increases
the entropy of the graph: the shape of the curve becomes flatter as more of the
graph is removed. Substructure 1 is quite distinct; even with 90% edge removal,
it remains the most descriptive pattern. Substructures 2–3 are also quite robust;
discrimination is lost at around 70% edge removal. However, discrimination between substructures 4–10 diminishes after 20% edge removal and by 50% edge
removal, the order is random. These results show that randomly deleting graph
edges does not preserve the meaningfulness of the output.

6

Conclusions

In this paper, we have presented a method of using numeric outliers to refine
the search for frequent substructures in graphs. Our thesis is that the “best”
substructures are those which are not only the most frequent, but which are
also normative in terms of their numeric attributes. In our experiments, we find
similar substructures to Subdue, with around 30% fewer graph isomorphism
tests. Where discovered substructures are of similar frequency, we are better able
to discriminate between them, because we give greater weight to substructures
with normal numeric attributes.
Future Work We used LOF to calculate numeric outlier scores for each edge
in the graph, as it fulfils the conditions of Def. 4. In a sparse graph, the size of
the numeric datasets across each edge remain small in relation to the size of the
graph, so LOF’s O(n2 m) complexity is acceptable. This would not be the case
for very large or very dense graphs. This could be addressed by replacing LOF
with an approximation algorithm such as aLOCI [11] or PINN [13], which has
sub-quadratic complexity, O(mn log n).
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Our experiments tested graphs with up to 100 numeric attributes. As we
project into a very high dimensional space, the numeric feature vectors become
very sparsely distributed and LOF’s ability to discriminate between normal and
anomalous values is diminished. However, not all attributes are of equal importance to all clusters. For high-dimensional data, we could amend our approach
to detect numeric anomalies in subspaces rather than in full space by choosing
only locally-relevant attributes on which to calculate our outlier score [9].
A variant of Subdue allows inexact substructure matching. A match cost parameter specifies how many vertices or edges can be different before we consider
two substructures to be distinct. It would be possible to extend our approach to
inexact matching by increasing the tolerance for numeric outliers (for example,
only discarding outlier vertices or edges when their LOF score exceeds 2) or by
only pruning substructures when some percentage of its vertices or edges are
outliers.
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Abstract. The number and performance of machine learning techniques
dealing with complex, structured data has considerably increased in the
past decades. However, the performance of these systems is usually linked
to a transformation of the feature space (possibly including the outputs
as well) to a more convenient, flat, representation, which typically leads
to incomprehensible patterns in terms of the transformed (hyper-)space.
Alternatively, other approaches do stick to the original problem representation but rely on specialised systems with embedded operators dealing
with specific kinds of data. This specialisation makes it very difficult
to have general systems which are able to deal with different kinds of
complex data. In this paper we present and explore a general rule-based
learning setting where operators can be defined and customised for each
kind of problem. While one particular problem may require generalisation
operators, another problem may require operators which add recursive
transformations to explore the structure of the data. A right choice of
operators can embed transformations on the data but can also determine
the way in which rules are generated and transformed, so leading to (apparently) different learning systems. However, this generality requires an
adaptive and flexible rethinking of heuristics, with a model-based reinforcement learning approach, to tame the search space.
Keywords: machine learning operators, complex data, heuristics, inductive programming, reinforcement learning, Erlang.

1

Introduction

We know many machine learning systems which can deal with, e.g., the complex
structure of a network graph. Other machine learning systems can learn, e.g.,
to transform or parse sequences into other sequences. Similarly, other systems
can deal with time series, with multi-relational data and so on. Many of these
systems share some common underlying principles but usually differ on data representation, pattern representation, learning operators and heuristics. Despite all
?

This work was supported by the MEC projects CONSOLIDER-INGENIO 26706 and TIN 2010-21062-C02-02, GVA
project PROMETEO/2008/051, and the REFRAME project granted by the European Coordinated Research on
Long-term Challenges in Information and Communication Sciences & Technologies ERA-Net (CHIST-ERA), and
funded by the Ministerio de Economa y Competitividad in Spain. Also, F. Martnez-Plumed is supported by
FPI-ME grant BES-2011-045099.

36

these approaches, there is no general-purpose machine learning system which can
deal with all of these problems preserving the problem representation (although
[6] addresses the ambitious task of formulating a general framework for data
mining). There are of course several paradigms using, e.g., distances or kernel
methods for structured data [13][9] which can be applied to virtually any kind
of data, provided we can define similarity functions to compare the individuals.
However, this generality comes at the cost of losing the original problem representation and typically losing the recursive character of many data structures.
Other paradigms, such as inductive programming (ILP [22], IFP [16] or IFLP
[12]), are able to tackle any kind of data thanks to the expressive power of firstorder logic (or term rewriting systems). However, each system has a predefined
set of operators (e.g. lgg [23], inverse entailment [21], splitting conditions in
a decision tree, or others) and an embedded heuristic. Even with the help of
background knowledge it is still virtually impossible to deal with, e.g., an XML
document, if we do not have the appropriate operators to delve into its structure.
In this paper, we push forward the idea of machine learning systems for
which the operators can be modified and finetuned for each problem. Making
the user or the problem adapt its own operators is significantly different to the
use of feature transformations or specific background knowledge. In fact, it is
also significantly more difficult, since operators can be very complex things and
usually embed the essence of a machine learning system. A very simple operator,
such as lgg, requires several lines of code in almost any programming language,
if not more. Writing and adapting a system to a new operator is not always an
easy task. As a result, having a system which can work with different kinds of
operators at the same time is a challenging proposal beyond the frontiers of the
state of the art in machine learning.
In addition, machine learning operators are the tools to explore the hypothesis search space. Consequently, some operators are usually associated to some
heuristic strategies (e.g., generalisation operators and bottom-up strategies). By
giving more freedom to the kind of operators a system can use, we lose the capacity to analyse and define particular heuristics to tame the search space. This
means that heuristics must be overhauled, as decisions about the operator that
must be used at each particular state of the learning process.
We therefore propose a setting where operators can be written or modified by
the user. Since operators are defined as functions which transform patterns, we
clearly need a language for defining operators which can integrate the representation of the examples, the representation of the patterns and the representation
of the operators. We will argue that functional programming languages, with reflection and higher-order primitives, are appropriate for this, and we will choose
a powerful and relatively popular programming language in this family, Erlang
[1]. A not less important reason for using a functional language is that operators
can be understood by the users and properly linked with the data structures used
in the examples and background knowledge, so making the specification of new
operators easier. The language also sets the general representation of examples
as equations, patterns as rules and models as sets of rules.
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From here, we devise a flexible architecture which works with populations of
rules and programs, which evolve as in an evolutionary programming setting or
a learning classifier system [14]. Operators are applied to rules and generate new
rules, which are combined with existing or new programs. With appropriate operators and using some optimality criteria (based on coverage and simplicity) we
will eventually find some good solutions to the learning problem. However, without heuristics, the number of required iterations gets astronomically high. This
issue is addressed with a reinforcement learning approach, where the application
of an operator over a rule is seen as a decision problem, for which learning also
takes place, guided by the optimality criteria which feed a rewarding module.
All this configures an architecture where users can write (or adapt) their
operators, according to the problem, data representation and the way the information should be navigated. Data instances, background knowledge, rules,
programs and operators are all written in the same language, Erlang. Heuristics
are learnt as a result of a decision process where each action is defined as a choice
of operator and rule. Interestingly, different problems using the same operators
can reuse the heuristics. As a result, the architecture can be seen as a ‘system
for writing machine learning systems’ or to explore new operators.
The paper is organised as follows. Section 2 makes a short account of the
many approaches and ideas which are related to this proposal. Section 3 describes
the setting, with its main components and architecture, and how all the pieces
work together. Section 4 includes some examples which illustrate how operators
are defined and how solutions are reached. Section 5 closes the paper.

2

Previous work

The proposal we present in this paper is related to different areas of machine
learning: different appropaches to learning from complex data, reinforcement
learning, Learning Classifiers Systems, evolutionary techniques, meta-learning,
etc. In this section we summarise some of the previous work in these fields and
see what we re-use from them and what the differences are in case.
Inductive programming [16], inductive logic programming [22] and some of
the related areas such as relational data mining [8] are arguably the oldest attempts to handle complex data. They can be considered general machine learning
systems, because any problem can be represented, preserving its structure, with
the use of the Turing-complete languages underneath: logic, functional or logicfunctional. Apart from their expressiveness, the advantage of these approaches
is the capability of capturing complex problems in a comprehensible way. This
makes ILP especially appropriate for scientific theory formation tasks where the
data are structured, the model may be complex, and the comprehensibility of the
generated knowledge is essential. Learning systems using higher-order (see, e.g.,
[18]) were one of the first approaches to deal with complex structures, which were
usually flattened in ILP. Despite the power of higher-order function to explore
complex structure, this approach has been practically discontinued.
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All these systems are based on the use of generalisation operators. For instance, Plotkin’s lgg [23] operator works well with a specific-to-general search.
The ILP system Progol [21] combines the Inverse Entailment with general-tospecific search through a refinement graph. The Aleph system [24] is based on
Mode Direct Inverse Entailment (MDIE). In inductive functional logic programming, the FLIP system [12] includes two different operators: inverse narrowing
and a consistent restricted generalisation (CRG) generator. The set of operators configures and delimits the performance of the learning system. A hybrid
approach that combines Genetic Algorithms and ILP, which defines unification
and anti-unification operators as bitwise operations on binary strings, is presented in [26].
As an evolution of ILP into the fields of (statistical) (multi-)relational learning or related approaches, many systems have appeared to work with rich data
representations. In [4], for example, we can find an extensive description of the
current and emerging trends in this field where the authors propose to go beyond
supervised learning and inference, and consider decision-theoretic planning and
reinforcement learning in relational and first-order settings.
Structured Prediction (SP) is one example in this context, where not only
the input is complex but also the output. This has led to new and powerful
techniques, such as Conditional random fields (CRFs) [17], which use a loglinear probability function to model the conditional probability of an output y
given an input x where Markov assumptions are used in order to make inference tractable. Other well-known Global Model is SVM for Interdependent and
Structured Output spaces (SVM-ISO, also known as SV M struct ) [27].
There have been several approaches applying planning and reinforcement
learning to structured machine learning [25]. While the term Relational Reinforcement Learning (RRL) [7, 25] seems to come to mind, it offers state-space
representation that is much richer than that used in classical (or propositional)
methods, but its goal is not structured data. Other related approaches are, for
instance, incremental models [3, 19] which try to solve the combinatorial nature
of the very large input/output structured spaces since the structured output is
built incrementally. These methods can be applied to a wide variety of techniques
such parsing,machine translation,sequence labeling and tree mapping.
Some of these previous approaches use special functions explicitly defined on
the individual space, being these functions probabilistic distributions, metrics or
kernels. These methods either lack a model (they are instance-based methods)
or the model is defined in terms of the transformed space. A recent proposal
which has tried to re-integrate the distance-based approach with the patternbased approach is [11], which works with several structured domains (sets, lists,
trees, graphs). In fact, operators can be seen to be consistent with the metric
(but not derived from it). This makes it possible to make general systems (e..g,
decision trees) which can deal with all these kinds of data as the Newton trees
[20]. However, the operators had to be embedded in the system and could not
be changed or modified by the user, as we propose in this paper.
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Finally, there is an old but related approach, somehow in between genetic algorithms and reinforcement learning. Learning Classifier Systems or LCSs (rulebased systems) [15] employ two biological metaphors: evolution and learning
which are respectively embodied by the genetic algorithm, and a reinforcement
learning-like mechanism appropriate for the given problem. Both mechanisms
rely on what is referred to as the environment of the system (the source of input data). The architecture of our system will resemble in some ways the LCS
approach.
Learning to learn is one of the (required) features of our setting and is related
to the area of meta-learning [2]. Whereas learning at the base level focuses on
accumulating experience on a specific learning task (e.g., credit rating, medical
diagnosis, mine-rock discrimination, etc.), learning at the metalevel is concerned
with accumulating experience on the performance of multiple applications of
a learning system. This may reduce the efforts for designing domain-specific
learning algorithms, and lead to more robust and general learning architectures.

3

Setting

Given the inherent complexity of dealing with structured input/output data
both in their representation and in their use for inference or learning tasks, we
have adopted a functional language for representing the problem and its solution. The advantages of using the same representation language for examples,
hypotheses and background knowledge (in this case, rules expressed as unconditional/conditional equations) has been previously shown by the fields of ILP, IFP
and IFLP. For this reason, we use Erlang, a functional language with reflection
mechanisms which allow us to interact easily with the meta-level representation
of the problem to solve. Basically, the key element in our setting is the rule,
and the way in which the mechanism of induction is carried out is by applying
transformations on the rules to obtain new rules. These transformations are performed by operators, which are pieces of code that take a set of rules as input
and return a set of (probably new) rules.
As we have mentioned, one of the goals is to allow the user to configure the
operators that will be used to solve the problem. Depending on the operators
that the user provides to the system, it could well behave as a decision tree (if we
implement operators that apply some conditions on the rules), or as a bottomup concept covering algorithm (if we provide generalisation operators). That
is, a system may behave very differently by changing the operators. However,
how does a system decide which operator apply to which rule? We set that the
system must receive feedback in form of a numerical reward in a similar way as
reinforcement learning.
3.1

Notation

The evidence E of the problem to solve consists of the positive examples E +
and the (possibly empty) set of negative examples E − . An instance e is an
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unconditional equation of the way l → r where l is called the left-hand side (lhs)
of e, r is the right-hand side (rhs) of e and r is a term in normal form (it cannot
be reduced). A rule g ∈ R (where R denotes the space of all (conditional) rules)
is a conditional rule of the form l [when C] → r where C is the condition (a
sequence of guards), and l and r are the left-hand side and the right-hand side
of g, respectively. If C is empty, g is said to be an unconditional rule. Background
knowledge B is a set of rules, possibly empty.
The system works on two sets: a set of individuals R (rules in R) and a set
of communities P (programs in 2R ). Note that examples are also unconditional
rules. A program p is a set of rules. An operator o is a function that transforms a
rule into a new rule, that is o : R → R. Analogously, a combiner c is a function
c : 2R → 2R that transforms programs into new programs. A program p is a
solution to the learning problem if it covers all positive examples B ∪ p |= E +
(posterior sufficiency or completeness) and does not cover any negative examples
B ∪ p |= E − (posterior satisfactibility or consistency). Our system has the aim of
obtaining complete solutions, but their consistency is not a mandatory property,
so approximate solutions are possible. As usual, the coverage relation can also
be defined in terms of the operational mechanism of the functional language. An
example l → r is covered by a program p if the normal forms of l and r computed
with respect to p are equal. The function cover : 2R → N calculates the coverage
of a program p ∈ 2R and it is defined as cover(p) = card({e ∈ E + : B ∪ p |= e}),
where card(S) denotes the cardinality of a set S.
3.2

General Architecture

Figure 1 illustrates the proposed architecture. In this section we give a description of the main components of the system and their interaction.
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Fig. 1: Prototype System Architecture.

The inputs of our setting are: the positive and negative evidence (a set of equations or observations about the target function) and, if available, the background

41

knowledge. Additionally, the user can optionally provide the system with the following information: new learning operators that are added to the current set of
operators O, and new combiners that are added to the current set of combiners
C. This capability of adapting the set of learning operators as well as the set
of combiners is one of the characteristics of this setting. Both are part of the
meta-level facility that the system offers to the users.
Rule and Program Repositories Initially, the set of rules R is populated with
the positive evidence E + and the set of programs P is populated with as many
unitary programs as rules there are in R. In addition, for each initial program
p ∈ P , we assign an optimality value Opt(p) = cover(p). Both repositories are
updated at each step of the algorithm. First, the Rule Generator process builds
new rules (rnew ), which are added to R. By applying the combiners, (rnew ) is
mixed with the programs in P in order to generate a new program pnew , which
is added to P .
System Operators The definition of customised operators is one of the key
concepts of our proposal. The main idea is that, when the user wants to deal
with a new problem, she can define her/his own set of operators, especially
suited for the data structures of the problem. This feature allows our system
to adapt to the problem. More precisely, an operator is defined as a function
which is applied to a rule in order to generate new rules. For instance, imagine
that we want to define an operator to deal with lists. Given a rule f (X) → Y
where the input attribute X is a list, the operator can extract the head of X
and return it as the rhs of the new rule. So, the operator could be defined as:
takeHead(f (X) → Y ) [when X is a List] → (f (X) → head(X)).
System Combiners Combiners evolve the population of programs. Here, we
only show two simple combiners (although other possibilities are considered):
addition, which adds the program that results from joining the new rule rnew
generated by the Rule Generator with the best program (in terms of optimality);
and union which joins the two best programs (also in terms of optimality) in P .
Other processes The Reinforcement Module is used to guide the Rule Generator in each step of the algorithm. Following the reinforcement learning approach,
we define the system state S as the set composed by R and P . An action A is
a tuple < ri , oi > where ri is a rule and oi is an operator. Given an state S,
an action A is chosen by the Heuristic Model and sent to the Rule Generator.
This creates new rules (and programs), which causes the system to move to a
new state. Initially, the Heuristic Model does not have enough evidence and the
choice is random, but after a few iterations, the model is learnt by using a machine learning technique (for instance, a decision tree). This model is trained to
predict the reward after a given action A. With this model, we just choose the
action which maximises the estimated reward.
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Rewards are generated as follows. From the optimality Optnew of the new
program pnew generated by the combiner, the Reinforcement Module calculates
a reward Rew. Rew is used to update the optimality of the action A =< ri , oi >
what influences their subsequent selection by the heuristic model.

4

Examples

Following the setting described in the previous section, we developed a first
prototype, which included the overall architecture, the definition of operators
and a simplified version of the RL-based heuristics. In this section, we describe
three different examples where we illustrate how operators are defined and used
to iteratively approach the solution. We also use these examples to bring out
some difficulties that need to be addressed.
4.1

Sequence processing

Let us start with a toy example of the kind used in structured prediction, where
not only the input is structured but also the output. Consider the problem of
learning a transformation over the words formed by a given alphabet. More
precisely, suppose we have a set of instances where both the input and output
are lists (i.e., strings). Consider the very particular case where we have a small
alphabet of a non-empty finite set of symbols Σ = {a, t, c, g, u} and the transformation just replaces t with u. Instances would look like this: trans([t, c, g, a, t]) →
[u, c, g, a, u].
The first thing we need to define is the basic replacement functions for the
symbols in the alphabet. This is done in the background knowledge, with functions like: fat (a) → t; fcg (c) → g; ... Typically, all the combinations can be
defined or only some of them if some replacements are not possible.
According to the structure of the example, a string, we need a way to navigate the structure and apply local or global changes. In order to do this we need
to define appropriate operators. The first operator, applyM ap is a mechanism
to convert a rule into another rule which introduces the higher-order function
map, which applies a parametrised function to the whole list. The definition of
this operator is written in Erlang, but it can be informally defined as follows:
applyM ap(trans(X) → Y ) ⇒ trans(X) → map(VF , X), where X and Y stand
for any list and VF is a function variable (a higher-order variable). Notice that
→ represents the rewriting symbol of equations (rules), while ⇒ represents the
transformation performed by the operator from rule to rule. In order to introduce a replacement function, we need more operators, such as addBKf , which
fill the gap VF by introducing the function f from the BK. Note that at this
moment it seems a matter of taste whether we define one operator for each
replacement function or a single stochastic operator for all of them, but the difference is important for heuristics. An example of one of each of these operators
is: addBKf (trans(X) → map(VF , X)) ⇒ trans(X) → map(f, X). Finally, we
need a way of generalising input (and output) strings. This is performed by the
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genP at operator: genP at(trans(X) → Y ) ⇒ trans(VS ) → Y , where VS is a
string variable.
For this toy example there is a simple sequence of operator applications which
turns a simple example into a general solution. For instance, given the instance
trans([t, c, g, a, t]) → [u, c, g, a, u], we have this sequence.
genP at(trans([t, c, g, a, t]) → [u, c, g, a, u]) ⇒ trans(VS ) → [u, c, g, a, u]
applyM ap(trans(VS ) → [u, c, g, a, u]) ⇒ trans(VS ) → map(VF , VS )
addBKftu (trans(VS ) → map(VF , VS )) ⇒ trans(VS ) → map(ftu , VS )

This latter equation trans(VS ) → map(ftu , VS ) is the solution for this toy
example. Given the simplicity and the relatively small number of operators, the
effect of the coverage mechanisms and the heuristics is not critical, and the
prototype solves this problem in a few seconds.
4.2

Bunches of keys

We will continue with a more complex problem, a well-known multi-instance
classification problem. Consider the problem of determining whether a key in a
bunch of keys can open a door [18]. More precisely, for each bunch of keys either
no key opens the door or there is at least one key which opens the door. Each
instance is given by a bunch of keys, where each key has several features, so
there is a two-level structure (sets of lists). While this is a prototypical multipleinstance problem, it is similar to a number of important practical problems, e.g.
drug activity prediction [5].
We model a bunch of keys as a set of keys. Each key, in turn, is modeled as
a list capturing four of its properties: the company that makes it (Abloy, Chubb,
Rubo, Yale), its number of prongs (an integer), its length (Short, Medium, Long)
and its width (Narrow, Normal, Broad ). A training example (a bunch with two
keys which does open the door) may look like this: opens([[abloy, 3, medium,
narrow], [chubb, 6, medium, normal]]) = >.
Given a set of such examples, we want to learn the function opens : Bunch
→ Ω.. Ω = {>, ⊥}. For this, we need a function setExists(Key,Bunch) which
evaluates (> or ⊥) whether there exists a Key in a Bunch. This function will
belong to the background knowledge. We need also to provide the system with
a set of operators. We again need an operator which incorporates conditions
on the right hand side of a rule: addBK(opens(X) = >) ⇒ opens(X) →
setExists([], X).
This incorporates an empty list of conditions. Now we need operators to add
conditions. We will have one operator for each attribute value. For instance, the
operator for inserting a condition for keys with abloy is: KCond(opens(X) →
setExists(C, X)) ⇒ opens(X) → setExists([abloy|C], X)).
Finally, we need a generalisation operator which introduces a variable instead
of a list: genP at(opens(X) = Y ) ⇒ opens(VL ) → Y .
If the prototype and operators are provided, given the original evidence for
this example (five > instances and four ⊥ instances), it will return the following definition: opens(X) → setExists([abloy, medium], X), which means that a
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bunch of keys opens the door if and only if it contains an abloy key of medium
length, which is the proposed solution for this classical example.
4.3

Web categorisation

The last example corresponds to a web classification problem with a higher level
of difficulty. It was originally proposed in [10]. The evidence of the problem
is modelled with 3 parameters described as follows: Structure (the graph of
links between pages is represented as ordered pairs where each node encodes a
linked page), Content (the content of the web page is represented as a set of
attributes with the keywords, the title, etc.), and Use: (the information derived
from connections to a web server which is encoded by means of a numerical
attribute with the daily number of connections).
The goal of the problem is to categorise which web pages are about sports. A
training example looks like this: sportsW eb(Structure, Content, Connections) →
> where the Structure attribute may be for instance [{[olympics, games], [swim]},
{[swim], [win]}, {[win], [medal]}] and is interpreted in the following way: the first
component of the list stands for the current web page with keywords “olympics”
and “games”. This page links to another page which has “swim” as its only keyword. There are other two connections. The Content may be [{olympics, 30},
{held, 10}, {summer, 40}], which represents the frequency (number of occurrences) of the most relevant words in the web page. Finally the Connections,
which is just an integer attribute which represents the number of connections.
Given the structure of the data, we need to add functions to the background knowledge to navigate this structure. We define graphExists(Edge,Graph)
which checks whether an edge is in a graph, and setExists(Key,List) which
tests whether the keyword Key belongs to the list. Again, we also need to provide the system with a set of operators. As in previous cases, we can reuse
a generic operator to select some function from the background knowledge
(one for each function) in order to replace the right hand side of the rules:
addBKgraph (sportsW eb(S, C, U ) → >) ⇒ sportsW eb(S, C, U ) → graphExists({[], []}, S), which introduces an empty condition about a connection between pages. We can similarly define an operator for introducing a condition
over the sets.
Another useful operator takes some type constants and add it to the condition
of the setExists function (first attribute) and another operator which generate
a node and add it as a node to search in the graph attribute of the function
graphExists: linklf ootball (sportsW eb(S, C, U ) → graphExists({X, Y }, S)) ⇒
sportsW eb(S, C, U ) → graphExists({[f ootball|X], Y }, S). Note that this operator is parametrised for the different attribute values. Finally, we need a generalisation operator for each input pattern of the rules: genP at1 (sportsW eb(S, C, U )
→ >) ⇒ sportsW eb(VS , C, U ) → >. There are also some other operators to
generalise the second and third arguments.
From here, the prototype runs on the examples and when the stopping criterion is met, a list of the best programs sorted by optimality is returned. For
instance, our system found the following correct program which defines the
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sportsWeb function:
{sportsW eb(VS , VC , VU ) → graphExists({[f inal], [match]}, VS ).
sportsW eb(VS , VC , VU ) → setExists([{athens]}], VC ).
sportsW eb(VS , VC , VU ) → setExists([{europe]}], VC ). }

which means that if the word ‘athens’ or ‘europe‘ appears in Content, and
Structure contains the link {[f inal], [match]} then this is a sport web page.

5

Conclusions and future work

The increasing interest in learning from complex data has led to a more integrated view of this area, where the same (or similar) techniques are used for a
wide range of problems using different data and pattern representations. This
general view has not been accompanied by general systems, at least if the original data representation and structure is maintained. In fact, the most general
approach can still be found in ILP or the more general area of inductive programming, where no recent breakthrough has taken place in how these systems
can be further generalised.
In this paper, we have proposed that more general systems can be constructed
by not only giving power to data and background knowledge representation but
also to a flexible operator redefinition and the reuse of heuristics across problems
and systems. Generality clearly entails a computational cost. In order to address
this issue we rely on the definition of customised operators, depending on the
data structures and problem at hand. Since this has to be done by the user, we
need a language for expressing operators. A second component is heuristics, since
the use of different operators precludes the system to use specialised heuristics
for each of them. We have proposed this as a decision process, where operators
are actions to be taken, and this is also seen as a reinforcement learning problem.
We have included some illustrative examples with a first prototype implementing the general architecture, and we have seen where the flexibility stands
out but also where the (computational) problems arise. Our immediate future
work is focussed on transforming the prototype into a learning system, including
all the issues in the architecture we have presented in this paper. For instance,
we need to further develop and refine the heuristics module of the system, with a
better description of the state, better reinforcement learning models which could
eliminate many useless explorations of the search space.
Overall, we are conscious that our approach entails some risks, since a general
system which can be instantiated to behave virtually like any other system by
a proper choice of operators is an ambitious goal. We hope that, even in an
unsuccessful scenario, we can learn and discover some new properties, limitations
and principles that can be used in the future.
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Abstract. Traditional research into the arts has almost always been
based around the subjective judgment of human critics. We propose an
alternative approach based on the use of objective machine learning programs. To illustrate this approach we investigated the distribution of
music from around the world: geographical ethnomusicology. To ensure
that our understanding of geographical ethnomusicology is objective and
operational, we cast the problem as training a machine learning program
to predict the geographical origin of pieces of music. We collected 1,142
pieces of music from 73 countries, and described them using 2 different
sets of standard audio descriptors using MARSYAS. To predict the location of origin of the music we developed several methods designed to
deal with the spherical surface topology based upon a modified k-nearestneighbour. We investigate the utility of a priori geographical knowledge
in the predictions: a land and sea mask, and a population distribution
overlay. Our best-performing algorithm so far achieved a median land
distance error of 1,506km, with comparable random trials having mean
of medians 3,190km - this is significant at P < 0.001.

1
1.1

Introduction
An Objective Approach to Understanding Art

We hold the strong philosophical position that we do not fully understand a
phenomenon unless we can make a machine that reproduces it: “What I cannot
create, I do not understand” (written on Richard Feynman’s blackboard at the
time of his death). The advantage of this approach to understanding is that it is
wholly objective and fully operational. This type of approach to understanding a
phenomenon is taken by the AI community to be working towards understanding intelligence - they aim to develop intelligent machines. If they succeed in
doing so it will be possible to objectively determine their success. This approach
to understanding contrasts strikingly with that that of the traditional research
into understanding art, which has almost always been based around the subjective judgment of human critics. Often great insight is gained by this subjective
approach, but it also has to be granted that there are limitations to the results
relying upon the peculiarities of the listener. We propose to extend the objective
approach to understanding phenomena to art – in this case, music. Specifically
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we will use the success of predictive machine learning programs as a measure
of objective success in understanding a phenomenon. To illustrate and demonstrate our proposed objective approach to art we investigated the distribution of
music from around the world: geographical ethnomusicology. To ensure that any
understanding is objective the problem is cast as a machine learning one. This
removes personal opinions and expectations in the listener because all decisions
are made by machine.
1.2

Geographical Ethnomusicology

The world contains a vast variety of types of music. This music arose as the result
of complex geographical, historical, and prehistorical processes. One way to better understand these processes is to analyse the current geographical distribution
of music. The study of this distribution is termed Geographical Ethnomusicology. The problem of determining the geographical origin of a piece of music is
complicated. Musical forms are rarely pure. Over time they have influenced each
other, and many forms of music have travelled far from their point of origin.
Western music’s influence is nearly ubiquitous. The influence of other forms of
music are also widely distributed, for example: Arabic musical influence spread
all around the Indian Ocean, across North Africa, to Spain, to central Asia, etc.;
more recently reggae has spread from Jamaica, to the UK, Brazil, Mauritius,
etc. The question we wish to answer is given these complications, how well can a
computer predict the geographical origin of a piece of music? It could be argued
that unsupervised spatial clustering methods such as Kohonen nets [1] would be
best suited to such a task. However, the problem with such clustering methods
is that there is generally no objective measure of success. We could find groups
of similar music in terms of the audio, but it would not extract those features
most suited to predicting a location. This contrasts with supervised methods,
where the labels on known examples (classes or numbers) enable the objective
measuring of whether a method is working or not - does it predict well or badly?
As we know the geographical location of origin of the music (to some degree) in
our corpus we should exploit this information. We therefore cast the problem as
that of training a machine learning program to be able to predict the geographical origin of pieces of music, i.e. the computer learns a functional relationship
between the audio content and its geographic origin on the globe.This predictive
task is possible to some extent by human musicologists.
1.3

Related Work

A large amount of research has been recently done on the development of audio features (attributes) for the computational analysis of music, e.g. [2]. These
attributes have typically been used to perform automatic classification and clustering to identify similar pieces of music (for recommendation systems), e.g. to
identify mood, genre, emotive content, and various other purposes for which it
would be impossible to provide an exhaustive list [3]. In addition to audio attributes other meta-data have been utilised via, for example, web searches and
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social tags, but also MIDI, score reading and lyric mining [4–7]. Various machine
learning and statistical methods have been used upon these attributes: Support
Vector Machines, k-Nearest-Neigbour, Neural Nets etc. with good success for certain applications [8]. Despite these advances little computational work has been
done on computational ethnomusicology. Some few examples have been offered,
such as Liu et al. which demonstrated the applicability of music analysis techniques to non-western music [9]. Gomez et al. have applied these techniques to
classifying music as western or non-western with success, and also found some important features relating to the latitude and longitude of origin of a piece [10,11].
Tzanetakis’ work on computational ethnomusicology [12] seeks to illustrate the
potential application of music information retrieval (MIR) to ethnomusicology.
This allows the analysis of large corpuses of music to obtain automatically features that would take copious time to transcribe by hand. Though the features
are from signal processing they relate closely to how humans perceive music.
One example is the spectral centroid, which is mathematically simple (it is the
weighted mean of the frequencies in the signal) and yet is strongly correlated
with human perception of ‘brightness’ in sound [13, 14].
Spatial statistics [15] consider the topology of the data as part or all of
that which is to be measured, implying a connection between values and their
spatial location. The most common applications are in statistical geography but
its use in epidemiology is also well-known. One common example in statistics
textbooks is the early work of John Snow who in 1855 proved that cholera was
waterborne via statistical means and a geographical dot map showing the occurrences of cholera were clustered around a particular water pump. On a larger
scale, geographic information systems including global positioning systems in
recent years have created the discipline geospatial information studies wherein
large databases of geographic information are analysed using geospatial relationships such as adjacency, containment and distance. Our work can be considered
part of the latter category as a distance measure is the eventual output which
measures success. Recent work in Self Organising Maps refers to the formation of
geospatial shapes to avoid the edge problem, one example being GeoSOM [16].
Though we have already mentioned why clustering is unsuited to our prediction
task, the difference in topology between a flat map of latitude and longitude and
a spherical representation which wraps around is an important distinction.

2

Method

2.1

Music Collection

Our corpus was built from a personal collection of 1,142 tracks covering 73
countries.3 The music used is traditional, ethnic or ‘world’ only, as classified
by the publishers of the product on which it appears. We have not included
any Western music as is naturally hard to place since its influence is global
3

The music used is subject to copyright, but the processed data is not, and the data
is to be made publicly available.
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– what we seek are the aspects of music that most influence location. Thus,
being able to specify a location with strong influence to the music is paramount.
This will form the target function for the learning algorithm. To determine the
geographical location of origin we manually collected the information from the
CD sleeve notes, and when this information was inadequate we searched other
information sources. There are most certainly other options as demonstrated
by Govaerts et. al. but these have varying levels of accuracy and indeed their
ground truth for the experiment was ’personal knowledge’ or ’by looking up
the origin’ [17]. We did not wish to confound the ability of the predictor with
incorrect location information. The location data is limited in precision to the
country of origin - we did not have time to try to find out more about each
track. In many cases the level of detailed precision possible for musical origin is
arguably not much smaller than perhaps a region of a country, except in certain
cases where a community has been extremely isolated.
The country of origin was determined by the artist’s or artists’ main country
of residence. Of course, many artists live in different places throughout their
lives, but our aim was to determine the major influence. For example, if a Malian
writing Mali music lives in retirement in Paris, we consider the music Malian. We
recognise that some music is less linked to countries than cultures, but countries
at least have true geographical locations that are measurable - by virtue of
having defined borders - allowing our machine learning approach to give objective
output. We have taken the position of each country’s capital city by latitude
and longitude as the absolute point of origin in the beginning. The assumption
here is that the political capital is also the cultural capital of the country. This
assumption also utilises coarse a priori knowledge about population - most, but
not all, countries have a highly populous capital city. Using the capital takes into
account country-level population distribution in a simple way without resorting
to time-consuming investigations into the exact place each artist spent most time.
In the population distribution task we altered this to the centre of population,
or population centroid, of each country, which is a fairer measure that takes
into account skewed population distribution and capitals with low populations.
Countries are linked to artists, not tracks.
It is clear that the country of production may have no bearing on the origin, since many world music CDs are made in Germany or the US despite the
music coming from e.g. Kenya. The artist in question is usually the composer
where known, or else the performer where the music is traditional to their home
country. If several artists have made a contribution to the music, all substantial
(not merely ‘featuring’) contributions are taken into account when deciding if
it should be included. Any track that had ambiguous origin – whether because
the artist’s own origin was ambiguous, or many artists from different countries
collaborated, or the track is a deliberate fusion of styles – was removed from the
dataset. There are no “right answers” in such cases. For example, Bhangra music
is a fusion of Indian Punjab culture, UK culture and hip-hop. Therefore to try to
determine a single geographical location for a Bhangra track would be nonsensical as it has multiple sites. One could suggest that the geographical midpoint
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of all the influences is the right answer, but this does not fully encapsulate the
data and would result in a position for Bhangra music near Volgagrad!
Figure 1 shows the distribution of tracks per country, for the 20 best represented
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Fig. 1. Partial sample of music distribution by country.

countries. It can be seen that some countries are much better represented than
others, which will affect the performance - more examples from a country gives
more data about that country’s music and thus better predictions.

2.2

Audio Features

The program MARSYAS [18] was used to extract audio features from the wave
files. We first used the default MARSYAS settings in single vector format (68
features) to estimate the performance with basic timbral information covering
the entire length of each track. Each of the default features is an indicator
of timbre, which is one of the main ways (another being attack-decay-sustainrelease models) [13] to distinguish musical instruments. Since instrumentation is
also a major difference between cultural music traditions, these are appropriate
to the task. No feature weighting or pre-filtering was applied. All numerical
features (that is, all features) were transformed to have a mean of 0, and a
standard deviation of 1. We also investigated the utility of adding chromatic
attributes. These describe the notes of the scale being used. This is especially
important as a distinguishing feature in geographical ethnomusicology – unlike
Western music which largely conforms to one tuning system. The chromatic
features provided by MARSYAS are 12 per octave – Western tuning, but it
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may be possible to tell something from how similar to or different from Western
tuning the music is.
2.3

Geographic Representation

The problem of predicting a point on the surface of a sphere is made more complicated as the standard coordinate system (latitudes and longitudes), which
are the natural targets for regression, have a complicated relationship to surface area where the predicted point will be. This is illustrated in the standard
Mercator projection of the globe where countries near the poles are unnaturally
large. Area is not preserved equally on such projections. In general there is no
perfect flat projection - a compromise is made for some parameter or parameters in favour of some desired quality, perhaps straight lines of latitude and
longitude, perhaps equal area, even such complicated solutions as the butterfly
map by Cahill later re-imagined by Waterman. None of these addresses the true
mathematical problem fully - the Earth is not flat, and should therefore ideally
be treated as close as possible to its true topology. In considering the sparsity
of our data, we choose a sphere as an approximate representation for the globe,
though with more precision still it is an oblate spheroid with certain peaks and
troughs across the surface.
2.4

Spherical k-Nearest Neighbour Prediction Method

We decided to cast the problem as a regression problem (predicting a point)
rather than a classification problem (predicting a country) because the large
number of countries, and low number of examples per country, would complicate classification. Most regression methods assume either that either only one
real number is to be predicted, or if multiple real numbers are to be predicted
that they are independent. Perhaps the simplest approach to running regression with spherical coordinates is to side-step this difficulty and use a k-Nearest
Neighbour method to predict points [1]. A Euclidean (in attribute space) k-NN
algorithm was run using the musical features as axes. For each track the nearest
k neighbours were found, the geodesic mean of their locations was taken, and the
result compared to the true origin. To adopt this method to predict geographical location we used spherical geometry and took the average positions on an
idealised sphere of Earth radius, using standard geodesic distance calculations.
The results can be measured in terms of its great-circle distance from the true
location (capital city) of the piece under consideration.
Finding the geodesic midpoint: with λ as latitude and φ as longitude (both
in radians), convert to cartesian coordinates on a unit sphere:
x = cos(λ)cos(φ)

(1)

y = cos(λ)sin(φ)

(2)

z = sin(λ)

(3)
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Take means per dimension x̄,ȳ,z̄. Find the longitude φ̄ of the midpoint:
φ̄ = arctan(ȳ, x̄)

(4)

Find the latitude λ̄ of the midpoint
λ̄ = arctan(z̄,
2.5

p

x̄2 + ȳ 2 )

(5)

Utilising a priori Background Knowledge

We investigated the utility of using a priori knowledge to improve the predictions.
Land and Sea
The first piece of knowledge used is that music is produced on land. To utilise
this we applied the NASA LandMask projected onto the idealised sphere of the
Earth. This gives the terrain type for each square degree latitude by longitude.
This varies in true size from about 110km wide to exactly 0 at each pole for longitude, whereas the latitude separation at 1 degree remains roughly 69km apart,
excepting differences for the oblate spheroidal shape of the Earth. Because the
landmask is given in latitude-longitude squares, a line-drawing algorithm must
be employed to traverse a spherical distance across the earth, ensuring that the
great-circle calculation is performed between each step, so that the correct next
square is chosen. The total land contained in the path of error is weighted against
the total water coverage. Different weightings were investigated but we settled
with the simplest option: land 1:0 water such that only the land part counts.
The reasoning behind this is that though human migration is slow across land,
it is very fast across water, comparatively. For example, Brazilian music is close
musically to Portuguese music because of migration patterns despite the size of
the Atlantic Ocean. Different weightings will be tested in future.
Population Centroids and Population Density
The first change is to recenter each country to its population centroid, which were
collated from the GPWv3 per administrative area data [20] scaled up to per country via the method detailed by Greg Hamerly (http://cs.ecs.baylor.edu/h̃amerly/).
The same dataset also provides population density grids at several resolutions.
We chose to use the coarsest – per square degree – since it matches what we
have for the land mask and is thus more easily comparable. Population density
(as opposed to count) is chosen because it avoids the problem of varying size of
square degree on the earth’s surface owing to the diminishing distance between
longitudinal degrees as either pole is approached, as explained above.
The algorithm for applying this mask is as follows:
1. The k nearest neighbours are determined based upon musical features.
2. For the group of nearest neighbours, we find the geodesic midpoint
3. The geodesic distance to the furthest neighbour from that midpoint gives us
a radius of a geodesic circle which contains all the neighbours.
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4. We calculate a new midpoint for this circle which is weighted by the population density in each of the points, at a resolution of one square degree.
The weighted midpoint is found as in equations 1-5 but each
mean
P xdimensional
iρ
where
ρ
is
the
is calculated from weighted coordinates such that x̄ =
N
population density for the square degree at the point (λ, φ).

3
3.1

Results
kNN performance

Using the default MARSYAS features the best predictive performance we achieved
was a 2,827km median distance, and a 2,125km median land distance from the
true position. This was achieved with k=10. This like all above results has a
P-value < 0.001 since it was tested against a random distribution of 1,000 medians, and its value falls outside the entire distribution. We selected to use the
median rather than the mean as this is more robust to outliers, but the means
were also outside the relevant random distributions each time.
Table 1. Median distance from true location per k, featureset and algorithm
k
10
5
3
2
10
5
3
2
10
5
3
2
10
5
3
2

Feature
68
68
68
68
68
68
68
68
116
116
116
116
116
116
116
116

Mapping
Spherical
Spherical
Spherical
Spherical
Land
Land
Land
Land
Spherical
Spherical
Spherical
Spherical
Land
Land
Land
Land

Median
2827
2940
2987
3039
2125
2024
1966
1850
3013
3025
3048
3222
1506
1550
2087
1996

Table 1 shows the breakdown of results varying k (nearest neighbours), the
number of features (116 includes chromatic features where 68 is the default set
without them), mapping is whether the land measure is used to find the closest
landmass (spherical means a pure distance measure using spherical geometry)
and median is the median distance from the true answer for each combination.
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Whilst demonstrably better than random this result could be improved upon.
What we show here is that even with one of the simplest possible algorithms
the information contained in the features is enough to indicate some geographic
information. The land proportion is, of course always smaller than the total
distance, but we argued that this is a fairer measure of error. This indicates that
some measure of population distribution would be useful information to have
a priori. It is interesting that for land measures the k=2 method performed
best before addition of chromatic features, but the k=10 version performed best
with the extra features. We hypothesise that for very similar music the chromatic
features add no new information, yet when more dissimilar music is encountered,
these provide a coarser measure of similarity with the music of other countries.
Since some countries were underrepresented to the point of having fewer than
k member tracks, this follows. However, the simple spherical method medians
show no such inversion.
3.2

kNN with Population Distribution

Early indications are that this has not performed better than the above results.
One reason for this may be that the larger problem is the feature sets rather
than the prediction location, so taking population into consideration – which
matters more for larger countries – would only help if those larger countries
were being predicted well. The trend seems to be for smaller isolated countries
such as Taiwan to be better predicted.
3.3

Statistical Significance

The determination of whether a music geographical prediction method is performing better than random is difficult using traditional statistical methods,
because of the complicated, non-uniform geographical distribution of the music.
Therefore we initially used a computationally intensive statistical method based
on resampling. We programmed 1,000 random trials for each k and method combination, and measure our distance means against the distribution of random
means to ensure the statistical significance of our results.
3.4

Performance by Country

The algorithm performed much better on some countries than others – even
with the same number of tracks available, suggesting that some countries are
more musically diverse than others. An additional problem is the relative size
of countries – the level of precision required for e.g. Russian music is much less
strict than that for e.g. Croatian music. Figure 2 (courtesy of Google Maps)
shows half of the estimates (for clarity and to avoid overloading of positions) for
Greek music, taken evenly from the distribution for Greece. From this it is clear
that the prediction range for a country can be quite tightly distributed – the
furthest estimate is 3,652km but there is a close cluster central to the image that
reflects the more general skew in the distribution of estimates for all countries.
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Fig. 2. Greek music: predictions of location
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4

Discussion And Future Work

The work here is preliminary and there is much scope for further research and
improvement in prediction performance.
More data is required: With a larger corpus with both more tracks from
each country, and more countries represented, the prediction results will inevitably improve. If one is only interested in predicting location (as opposed to
understanding the historical/pre-historical reasons for musical distribution) the
problem is in many ways similar to statistical analysis of text, where organisations such as Google have now indexed so many pieces of text that they can
solve many problems that were once thought to require solving deep problems
in computational linguistics.
More geographical information could be utilised. It would be better to have
access to the exact location of the origin of the music, rather than just the
capital or population centroid, as most countries have strong regional variations
in style. Some cultures change drastically over small areas, some are unchanged
over large expanses, and this needs to be learnt by the prediction method.
Better representations. The music could be better represented for computational analysis. It is a truism within machine learning that the hard part is
getting the features correct, and with the correct features almost any learning
algorithm will work. For example, extra features such as the fine chromatic feature used by Gomez et al. could be applied. It would also be useful to explore
the possibility of filtering and pre-selection of descriptors.
Many other forms of machine learning could be applied: neural-networks,
support vector machines, decision trees, etc. It is also generally possible to improve the performance of individual methods by combining them together to
form consensus predictions [1].
It is difficult to know how good our prediction results are as there are no
previously published related comparisons. It would therefore be very interesting
to compare the results of the machine learning programs with that of human
performance in predicting musical origin.
The motivation for this work is to better understand the diversity of world
music. To do this we have to go beyond just the prediction of location, but to
analyse what features of the music are responsible for these predictions. This is
now the main focus of our research.
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Abstract. Random forests have been applied, with promising results, in
analyzing datasets with large dimensionality and are receiving increasing
attention for classification of microarray datasets. This paper examines random
forests from an experimental perspective. It first aims at confirming their
effectiveness in microarray data classification, but its main contribution is twofold: to evaluate the effects of a filtering process which precedes the actual
construction of the random forest and, in addition, to provide some insights
about the behavior of random forest critical parameters, i.e. the forest size and
the number of variable chosen at each split in growing trees. We experimented
tuning these critical parameters in a public microarray dataset within a filter
method. The paper gives suggestions on the optimal choice of these parameters
and presents results which compare well with state-of-art methods for microarray classification.
Keywords: Microarray classification, Random Forests, Gene selection.

1 Introduction
Microarray technology allows the collection of large-scale gene expression data and is
currently used in medical diagnosis for identifying genes that play an important role
in the pathogenesis of complex diseases. Such identification requires facing the
challenge of handling datasets where the number of genes, namely features, is much
larger than the number of samples. Even though thousands of genes are usually
investigated, only a very small number of them show a correlation with the disease in
question, which makes training and testing of general classification methods difficult.
Decision trees are among the popular machine learning methods. Being produced
by a greedy algorithm, a single tree may generate an unstable classification model
with poor generalization accuracy as a small change to the data can result in a very
different model. The proposal of random forests [1], a method for classification based
on the repeated growing of trees through the introduction of a random perturbation,
tries to counteract such instability averaging the outcome of a great number of models
fitted to the same dataset. At each node of the trees, a small subset of randomly
selected features, instead of all features, are considered to split the node. As a subproduct of this technique, the identification of variables that are important in a great
number of models provides suggestions in terms of variable selection.

60

Good generalization performance is critical for many learning algorithms, in
general, and for microarray data classification in particular as it remarks on the
performance of the algorithm on novel data. As demonstrated in [1], the
generalization error is influenced by two factors, the correlation between the random
trees and their individual strengths. Breiman [1] further derives that as the number of
random trees becomes large (tends to infinity), the generalization error converges to a
limit.
Random forests have been applied, with promising results, in analyzing datasets
with large dimensionality. Extending these studies to develop random forests for
microarray data analysis presents an interesting research goal as it has been observed
[2] that random forest performance tends to decline when the number of features is
huge and the proportion of truly informative features is small, such as with microarray
data. Thus, the effectiveness of a random forest classification process is largely
dependent on its capability in facing the curse of dimensionality of gene expression
data.
Pre-filtering features is a popular procedure that considerably reduces the dataset
dimensionality in building a classifier. The interest is to remove irrelevant variables
and to score individual features according to their discriminative power, i.e. their
capacity of separating the classes. Filtering results in a ranked list where features
appear in descending order of relevance. Within this approach, a first critical issue is
the choice of a threshold value denoting the cut-off point of the list of ranked features.
When applied before growing a random forest, this process has to face an additional
issue: asserting values for the two critical parameters of the random forest, i.e. the
number of variables randomly chosen at each split and the number of the trees in the
forest.
The aim of this paper is two-fold: to evaluate the effects of a filtering process
which precedes the actual construction of the random forest and, in addition, to
provide some insights about the behavior of random forest critical parameters.
To demonstrate the effectiveness of the random forest method, we first carried out
a classification process that grows random forests on a public microarray dataset
without pre-filtering features. We also experimented tuning the random forest critical
parameters on the whole dataset. As a next step, to evaluate the impact of a filter
approach, we conducted experiments on tuning critical parameters within different
choices of the cut-off point. Specifically, for each cut-off, the related subset of topranked features was considered to grow random forests. Experiments investigated a
trade-off between the number of trees and the number of variables randomly chosen at
each split.
Our studies indicate that growing few trees, with one variable randomly chosen at
each split, on small subsets of pre-filtered features presents results which compare
well with state-of-art methods that use random forest as basic procedure for microarray data classification.
The paper is organized as follows. Section 2 gives a short background about
random forests and related work in microarray data analysis. Section 3 presents the
experiments whose results are discussed in Section 4. Finally, Section 5 presents
conclusions.
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2 Background and Related Work
Given a training set with N cases and M features, a random tree is constructed as
follows:
1.

N cases are sampled at random (with replacement) from the original dataset;
they represent the new training set to construct the tree.

2.

A number mtry much smaller than M is specified and it is held constant
during the forest growing. Each node is split using the best split among a
randomly selected subset of mtry features.

3.

Each tree is grown fully (without pruning).

The random forest, in most cases, is more difficult for humans to interpret than a
decision tree [3] but this algorithm presents several interesting advantages, making it
suitable for analysis of microarray data. According to [1] [4] [5] [6], (i) it can be used
for both binary and multi-category classification, (ii) it can handle thousands of input
features (without feature deletion) even when there are a few cases, (iii) it runs
efficiently on high-dimensional datasets, (iv) it is relatively insensitive to irrelevant
features, (v) it provides an embedded measure of variable importance, (vi) it is robust
against overfitting.
In more detail, Svetnik et al. [4] found that for datasets with a large number of
features, a random forest can be trained in less time than a single decision tree
because the method tests effectively only mtry features (rather than M) and it does not
do any pruning at all.
As previous mentioned, the critical parameters of a random forest are the number
of trees, namely ntree, and number of random features to split each node of a tree,
namely mtry. The value of mtry can range from 1 to M and common default values
are √M or log(M) [7].
Breiman [1] asserts that the default parameterization of the random forest often
leads to excellent performance, but recent studies suggest a fine-tuning of the
parameters. Specifically, papers [5], [6] employed a large numbers of trees (500,
1000, 2000), but Zhang and Wang [8] demonstrated that is not necessary to use the
full forest for satisfying prediction performance. In their study the size of the optimal
sub-forest is in the range of tens and some sub-forests can even overcome the original
forest in terms of prediction accuracy on a breast cancer prognosis dataset. Our study
aims to validate this thesis using both a different dataset (a diagnostic dataset) and a
different approach.
Within high-dimensional classification problems, mtry is analyzed in [9] which
suggests that this parameter must be sufficiently large in order to have a high
probability to capture important variables, i.e. variables highly related to the class.
Liaw and Wiener [10] underlined that, if the number of genes is large and the
percentage of truly information is small, choosing large values of mtry may give
better performance. However mtry = 1 can give very good performance for some
datasets, even though, in this case, the trees are essentially making random splits.
Armaratunga et al. [2] proposed a filtering approach to reduce the contribution of
trees whose nodes are populated by non-informative features. Specifically, they
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choose the splitting subset at each node by weighted random sampling instead of
simple random sampling.

3 Experiments
The microarray dataset used in this paper is the public colon tumor dataset of Alon et
al. [11] which contains 2000 genes and 62 samples coming from colon cancer
patients. The samples belong to 40 tumor biopsies collected from tumor parts
(labelled as ‘negative’) and 22 normal biopsies collected from healthy tissues of the
same patients (labelled as ‘positive’). This dataset is recognized as one of the noisiest
microarray benchmarks.
The dataset was analyzed using the Weka data mining environment [12]. The
overall analysis was implemented using leave-one-out cross-validation (LOOCV) in
order to obtain a more thorough classification result even though expensive from a
computational point of view.
The experiments were divided into two classes:
1.

Tuning on the whole dataset. Here we used the whole dataset for growing
different random forests within the following initial parameters: (i) number
of trees = {10, 20, 30, 50, 100, 200, 300, 500, 1000}, (ii) mtry = {1, 2, 3, 5,
10}. The choice (ii) is motivated by the aim of exploring mtry values smaller
than the common default values.

2.

Tuning on filtered subsets. First, we ranked the features of the original
dataset. We chose as ranking method Information Gain [13], which is a
widely adopted ranking method in analyzing microarray data. It outputs a
ranking of the features, based on which we selected different subsets of highranked features. For the purpose of simplicity, henceforth we denote these
subsets as TOP10 (i.e. the first 10 top-ranked features), TOP30 (i.e. the first
30 top-ranked features) and so on. Then, we used these subsets for growing
random forests using different parameter configurations. The values
considered are as follows: (i) number of trees = {10, 20, 30, 50, 100, 200,
300), (ii) mtry = {1, 2, 3, 5, 10}.

The others parameters of the algorithm not mentioned above were used with their
default value [12]. The performance of the method was evaluated using the value of
area under the curve (AUC) of the receiver operating characteristic (ROC) curve in
order to synthesize the information of sensitivity and specificity. Furthermore, AUC
metric is not sensitive to unbalanced distributions and is more discriminative than the
accuracy metric [14].
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4 Results and Discussion
This section reports results for different settings of ntree and mtry and shows both the
random forest stability to changes in its parameters and the effectiveness of the prefiltering. For the sake of synthesis, the most significant results are summarized for
each class of experiments.
Tuning on the whole dataset. First, we analyzed the behavior of random forest
method on the whole dataset. For different values of mtry, Fig.1 shows the effects of
changes in the parameter ntree on the AUC. As asserted by [1], the behavior of AUC
is asymptotic: as the number of random trees becomes large (ntree >100), the AUC
value converges to a limit. Smaller ntree values lead to more unstable values of AUC
and ntree = 50 or ntree = 100 seem quite adequate, with further increases having
negligible effects.

Fig. 1. AUC versus ntree for mtry = {1, 2, 3, 5, 10}

As Fig.1 shows, for small values of ntree (i.e. ntree = {10-50}), the choice of high
values of mtry (mtry >= 5) results in higher values of AUC while the choice = 1 is
better suited for ntree > 50. This seems to suggest that, when we choose to grow a
forest with a small number of trees, we need to set higher values for mtry in order to
increase the probability of randomly selecting informative variables.
In conclusion, experiments seem to suggest that the values mtry = 1 and ntree =
100 are a good option on the whole dataset which consists of 2000 features. Results
confirm what asserted in [10]: mtry = 1 can give very good performance for some
datasets, even though, in this case, the trees are essentially making random splits.
Tuning on filtered subsets. Here, we compare previous results with results
obtained by growing random forests on some subsets of pre-filtered features. Based
on previous findings, we set mtry = 1. Fig. 2 shows the classification performance on
the whole dataset against the performance on the subsets TOP10, TOP100, TOP500.
Again, we notice the asymptotic behavior of AUC. Highest AUC values are obtained
with a few trees in TOP10 and TOP100. The effectiveness of the pre-filtering process
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is considerable as the random forests grown on the filtered subsets greatly outperform
the random forests built on the original dataset. As the whole dataset has a very large
number of variables but it is expected that only very few are important, filtering
increases the probability to capture informative variables. As a consequence, growing
a few trees on small sized subsets results in higher AUC values compared with the
forest grown on the original dataset.

Fig.2. AUC: the whole dataset against TOP10, TOP100, TOP500 (mtry = 1)

Fig.3 and Fig. 4 show in detail AUC values on each filtered subset (mtry =1). For
subsets in Fig. 3, we note that the smallest subset (i.e. TOP10) reaches the best AUC
value within small values of ntree (ntree = 30). As Fig. 4 illustrates, as the subset size
increases, the asymptotic behavior is more evident, but the AUC is lower and it is
necessary growing random forests which contain a number of trees more and more
greater.

Fig.3. AUC versus ntree for TOP10,TOP30,TOP50 (mtry = 1)
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Fig.4. AUC versus ntree for TOP100, TOP300, TOP500 (mtry = 1)

In conclusion, tuning on the filtered subsets seems to suggest that the values mtry =
1 and ntree = 30 are a good option for a random forest on TOP10 which results in
AUC values that considerably outperform the random forest on the whole dataset
(2000 features).
As Table 1 shows, results on TOP10 within mtry = 1 and ntree = 30 compare well
with results obtained in literature [5] by analogous experiments on random forests
(with a different parameter setting) and by state-of-art methods.

Table 1. Comparison with results in literature

AUC
Method
On the full set of genes

Using a filtered subset

This paper

0,911

0,939

RF [5]

0,867

0,917

SVM [5]

0,867

0,938

5 Conclusions
This paper has presented an approach to microarray data classification that builds
upon the known strengths of the random forests. Our method attempts to eliminate
irrelevant variables by pre-filtering. Results on a diagnostic microarray dataset
confirm what expected on the basis of similar studies on filtering methods when
applied to microarray data classification. Our analysis suggests that the random forest
method with pre-filtering allows the construction of a more parsimonious
classification model with predictive performance better than the model implemented
on the whole dataset. To our knowledge, this is the first work dedicated to the topic.
However, we have demonstrated the effectiveness of a pre-filtering process with just a
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single dataset and with only one filter method. In order to assert our first conclusions,
it is necessary to further conduct experiments on different datasets and with more
filter methods.
As such, our further research is currently exploring the pre-filtering advantages
deriving from the application of random forest methods to additional microarray
datasets.
Acknowledgments. This research was supported by RAS, Regione Autonoma della
Sardegna (Legge regionale 7 agosto 2007, n. 7 “Promozione della ricerca scientifica e
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Abstract. The probabilistic graphs framework models the uncertainty inherent
in real-world domains by means of probabilistic edges whose value quantifies the
likelihood of the edge existence or the strength of the link it represents. The goal
of this paper is to provide a learning method to compute the most likely relationship between two nodes in a framework based on probabilistic graphs. In particular, given a probabilistic graph we adopted the language-constrained reachability
method to compute the probability of possible interconnections that may exists
between two nodes. Each of these connections may be viewed as feature, or a factor, between the two nodes and the corresponding probability as its weight. Each
observed link is considered as a positive instance for its corresponding link label.
Given the training set of observed links a L2-regularized Logistic Regression has
been adopted to learn a model able to predict unobserved link labels.

1

Introduction

Over the last few years the extension of graph structures with uncertainty has
become an important research topic [1–4], leading to probabilistic graph model.
Probabilistic graphs model uncertainty by means of probabilistic edges whose
value quantifies the likelihood of the edge existence or the strength of the link
it represents. One of the main issues in probabilistic graphs is how to compute
the connectivity of the network. The network reliability problem [5] is a generalization of the pairwise reachability, in which the goal is to determine the
probability that all pairs of nodes are reachable from one another. Unlike a deterministic graph in which the reachability function is a binary value function
indicating whether or not there is a path connecting two nodes, in the case of
probabilistic graphs the function assumes probabilistic values.
The concept of reachability in probabilistic graphs is used, along with its
specialization, as a tool to compute how two nodes in the graph are likely to be
connected. Reachability plays an important role in wide range of applications,
such as in peer-to-peer networks, for probabilistic-routing problem, in road network, and in trust analysis in social networks. Reachability is quite similar to the
general concept of link prediction [6], whose task may be formalized as follows.
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Given a networked structure (V, E) made up of a set of data instances V and
set of observed links E among some nodes in V , the task corresponds to predict
how likely should exist an unobserved link between two nodes. The extension
to probabilistic graphs adds an important ingredient that should be adequately
exploited. The key difference with respect to classical link prediction is that here
the observed connections between two nodes cannot be considered always true,
and hence methods exploiting probabilistic links are needed.
The goal of this paper is to provide a learning method to compute the most
likely relationship between two nodes in probabilistic graphs. In particular, given
a probabilistic graph we adopted the reachability tool to compute the probability of some possible interconnections that may exists between two nodes. Each
of these connections may be viewed as a feature, or a pattern, between the two
nodes and the corresponding probability as its weight. Each observed labeled
link is considered as a positive instance for its corresponding link label. The link
label corresponds to the value of the output variable yi , and the features between
the two nodes, computed with the reachability tool, correspond to the components of the corresponding vector xi . Given the training set D = {(xi , yi )}ni=1 ,
obtained from n observed links, a L2-regularized Logistic Regression has been
adopted to learn a model to be used to predict unobserved link labels.
The proposed approach is quite similar to that of propositionalization proposed in the fields of Statistical Relational Learning [7], where the relational
data are flattened to a propositional representations using relational fetures in
order to have efficient learning results. Here the further problem that we have to
handle is that the relational representation is uncertain.
The application domain we chosen corresponds to the problem of recommender systems [8], where the aim is to predict the unknown rating between an
user and an item. The experiments on a real-world dataset prove that the proposed approach achieves better results than that obtained with models induced
by Singular Value Decomposition (SVD) [9] on the user-item ratings matrix,
representing one of the best recent methods for this kind of task [10].

2

Probabilistic Graphs

Let G = (V, E), be a graph where V is a collection of nodes and E ∈ V × V is
the set of edges, or relationships, between the nodes.
Definition 1 (Probabilistic graph). A probabilistic graph is a system G =
(V, E, Σ, lV , lE , s, t, pe ), where (V, E) is an directed graph, V is the set of
nodes, E is the set of ordered pairs of nodes where e=(s,t), Σ is a set of labels,
lV : V → Σ is a function assigning labels to nodes, lE : E → Σ is a function assigning labels to the edges, s : E → V is the source node of an edge,
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t : E → V is the target node of an edge, pe : E → [0, 1] is a function assigning
existence probability values to the edges.
The existence probability pe (a) of an edge a = (u, v) ∈ E is the probability
that the edge a, between u and v, can exist in the graph. A particular case of
probabilistic graph is the discrete graph1 , where binary edges between nodes
represent the presence or absence of a relationship between them, i.e., the existence probability value on all observed edges is 1. The possible world semantics
is usually used for probabilistic graphs. We can imagine a probabilistic graph G
as a sampler of worlds, where each world is an instance of G. A discrete graph
G0 is sampled from G according to the probability distribution Pe , denoted as
G0 v G, when each edge a ∈ E is selected to be an edge of G0 with probability pe (a). Edges labeled with probabilities are treated as mutually independent
random variables indicating whether or not the corresponding edge belongs to a
discrete graph.
Assuming independence among edges, the probability distribution over discrete graphs G0 = (V, E 0 ) v G = (V, E) is given by
Y
Y
P (G0 |G) =
pe (a)
(1 − pe (a)).
(1)
a∈E 0

a∈E\E 0

Definition 2 (Simple path). Given an uncertain graph G, a simple path of a
length k from u to v in G is an acyclic path denoted as a sequence of edges
pu,v = he1 , e2 , . . . ek i, such that e1 = (u, v1 ), ek = (vk1 , v), and ei = (vi−1 , vi )
for 1 < i < k.
Given an uncertain graph G, and pu,v a path in G from node u to node v,
`(pu,v ) = l(e1 )l(e2 ) · · · l(ek ) denotes the concatenation of labels of all the
edges in pu,v . We adopt a regular expression R to denote what is the exact sequence of labels that the path must contain.
Definition 3 (Language-constrained simple path). Given a probabilistic graph
G and a regular expression R, a language constrained simple path is a simple
path p such that `(p) ∈ L(R).
2.1

Inference

Given a probabilistic graph G a main task corresponds to compute the probability that there exists a simple path between two nodes u and v, that is, querying
for the probability that a randomly sampled discrete graph contains a simple
path between u and v. More formally, the existence probability Pe (q|G) of a
1

Sometimes called certain graph.
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simple path q in a probabilistic graph G corresponds to the marginal P ((q, G0 )|G)
with respect to q:
X
Pe (q|G) =
P (q|G0 ) · P (G0 |G)
(2)
G0 vG

where P (q|G0 ) = 1 if there exits the simple path q in G0 , and P (q|G0 ) = 0
otherwise. In other words, the existence probability of the simple path q is the
probability that the simple path q exists in a randomly sampled discrete graph.
Definition 4 (Language-constrained simple path probability). Given a probabilistic graph G and a regular expression R, the language-constrained simple
path probability of L(R) is
X
Pe (q|L(R), G) =
P (q|G0 , L(R)) · P (G0 |G)
(3)
G0 vG

where P (q|G0 , L(R) = 1 if there exists a simple path q in G0 such that `(q) ∈
L(R), and P (q|G0 , L(R)) = 0 otherwise.
The previous definition give us the possibility to compute the probability of a set
of simple path queries, or patterns, fulfilling the structure imposed by a regular
expression. In this way we are interested in discrete graphs that contain at least
one simple path belonging to the language denoted by the regular expression.
Computing the existence probability directly using (2) or (3) is intensive and
intractable for large graphs since the number of discrete graphs to be checked
is exponential in the number of probabilistic edges. It involves computing the
existence of the simple path in every discrete graph and accumulating their probability. A natural way to overcome the intractability of computing the existence
probability of a simple path is to approximate it using a Monte Carlo sampling
approach [11]: 1) we sample n possible discrete graphs, G1 , G2 , . . . Gn from
G by sampling edges uniformly at random according to their edge probabilities;
and 2) we check if the simple path exists in each sampled graph Gi . This process
provides the following basic sampling estimator for Pe (q|G):
Pn
0
i=1 P (q|G )
Pe (q|G) ≈ P\
(4)
e (q|G) =
n
Note that is not necessary to sample all edges to check whether the graph
contains the path. For instance, assuming to use an iterative depth first search
(DFS) procedure to check the path existence. When a node is just visited, we
will sample all its adjacent edges and pushing them into the stack used by the
iterative procedure. We will stop the procedure either when the target node is
reached or when the stack is empty (non existence).
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3

Link Classification

After having defined the probabilistic graph, now we can adopt language-constrained
simple paths in order to extract probabilistic features (patterns) to describe the
link between two nodes in the graph.
Given a probabilistic graph G, with the set V of nodes and the set E of
edges, and Y ⊆ Σ a set of edge labels, we have a set of edges D ⊆ E such
that for each element e ∈ D: lE (e) ∈ Y . In particular D represents the set of
observed links whose label belongs to the set Y . Given the set of training links
D and the set of labels Y we want to learn a model able to correctly classify
unobserved links. A way to solve the classification task can be that of using a
language based classification approach. Given an unobserved edge ei = (ui , vi ),
in order to predict its class ybi ∈ Y we can solve the following maximization
problem:
ybi = arg max P (qj (ui , vi )|G),
(5)
j

where qj (ui , vi ) is the unknown link with label qj ∈ Y between the nodes ui
and vi . In particular, the maximization problem corresponds to compute the link
prediction for each qj ∈ Y and then choosing that label with maximum likelihood. The previous link prediction task is based on querying the probability of
some language-constrained simple path. In particular, predicting the probability
of the label qj as P (qj (ui , vi )|G) in (5) corresponds to compute the probability
P (q|G) for a query path in a language Lj , i.e., computing P (Lj |G) as in (3):
ybj = arg max P (qj (ui , vi )|G) ≈ arg max P (q|Lj , G).
j

j

(6)

The previous query based approach consider the languages used to compute
the (6) as independent form each other without considering any correlation between them. A more interesting approach that we want investigate in this paper
is to learn from the probabilistic graph a linear model of classification combining the prediction of each language constrained simple path. In particular,
given an edge e and a set of k languages L = {L1 , . . . , Lk }, we can generate
k real valued features xi where xi = P (q|Li , G), 1 ≤ i ≤ k. The original
training set of observed links D can hence be transformed into the set of instances D = {(xi , yi )}i=1,...,n , where xi is a k-component vector of features
xij ∈ [0, 1], and yi is the class label of the corresponding example xi .
Linear classification represents one of the most promising learning technique for problems with a huge number of instances and features aiming at
learning a weight vector w as a model. L2-regularized Logistic Regression belongs to the class of linear classifier and solves the following unconstrained
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optimization problem:
min f (w) =
w

!
n
X
wT w
+C
log(1 + exp(−yi wT xi )) ,
2

(7)

i=1

where log(1 + exp(−yi wT xi )) = ξ(w; xi , yi ) denotes the specific loss function, 12 wT w is the regularized term, and C > 0 is a penalty parameter. The
decision function corresponds to sgn(wt xi ). In case of binary classification
yi ∈ {−1, +1}, while for multi class problems the one vs the rest strategy
can be used. Among many methods for training logistic regression models,
such as iterative scaling, nonlinear conjugate gradient, quasi Newton, a new
efficient and robust truncated Newton, called trust region Newton method, has
been proposed [12]. In order to find the parameters w minimizing f (w) it is
necessary to set the derivative of f (w) to zero. Denoting with σ(yi wT xi ) =
(1 + exp(−yi wT xi ))−1 , we have:
n
X

∂f (w)
=w+C
σ(yi wT xi ) − 1 yi xi = 0.
∂w
i=1

To solve the previous score equation, the Newton method requires the Hessian
matrix:
∂ 2 f (w)
= I + CXT DX,
∂w∂wT
where X is the matrix of the xi values, D is a diagonal matrix of weights with
ith diagonal element σ(yi wT xi )(1 − σ(yi wT xi )), and I is the identity matrix.
The Newton step is wnew ← wold + sold , where sold is the solution of the
following linear system:
∂ 2 f (wold) old
∂f (wold )
s
=
−
.
∂w∂wT
∂w
Instead of using this update rule, [12] propose a robust and efficient trust
region Newton method, using new rules for updating the trust region, whose
corresponding algorithm has been implemented in the LIBLINEAR2 system.

4

EXPERIMENTAL EVALUATION

The application domain we chosen to validate the proposed approach is that of
recommender systems. In some domains both data and probabilistic relationships between them are observable, while in other domain, like in this used in
this paper, it is necessary to elicit the uncertain relationships among the given
evidence.
2

http://www.csie.ntu.edu.tw/~cjlin/liblinear.
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4.1

Probabilistic graph creation

A common approach to elicit probabilistic hidden relationships between data is
based on using similarity measures. To model the data with a graph we can adopt
different similarity measures for each type of node involved in the relationships.
In a recommender system we have two types of entities: the users and the
items, and the only observed relationship corresponds to the ratings that a user
has assigned to a set of items. The goal is to predict the rating a user could
assign to an object that he never rated in the past. In the collaborative filtering approach there are two methods to predict unknown rating exploiting users
or items similarity. User-oriented methods estimate unknown ratings based on
previous ratings of similar users, while in item-oriented approaches ratings are
estimated using previous ratings given by the same user on similar items.
Let U be a set of n users and I a set of m items. A rating rui indicates the
preference degree the user u expressed for the item i, where high values mean
stronger preference. Let Su be the set of items rated from user u. A user-based
approach predicts an unobserved rating rc
ui as follows:
P
v∈U |i∈Su σu (u, v) · (rvi − rv )
P
rc
(8)
ui = ru +
v∈U |i∈Su |σu (u, v)|
where ru represents the mean rating of user u, and σu (u, v) stands for the similarity between users u and
P v, computed, for instance, using the Pearson correa∈Su ∩Sv (rua −ru )·(rva −rv )
P
.
lation: σu (u, v) = √P
2
2
a∈Su ∩Sv (rua −ru )

a∈Su ∩Sv (rva −rv )

On the other side, item-based approaches predict the rating of a given item
using the following formula:
P
j∈S |j6=i σi (i, j) · ruj
P u
rc
,
(9)
ui =
j∈Su |j6=i |σi (i, j)|
where σi (i, j) is the similarity between the item i and j.
These neighbourhood approaches see each user connected to other users or
consider each item related to other items as in a network structure. In particular
they rely on the direct connections among the entities involved in the domain.
However, as recently proved, techniques able to consider complex relationships
among the entities, leveraging the information already present in the network,
involves an improvement in the processes of querying and mining [13, 14].
Recommender Probabilistic Graph Given the set of observed ratings K =
{(u, i, rui )|rui is known}, we add a node with label user for each user in
K, and a node with label item for each item in K. The next step is to add
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the edges among the nodes. Each edge is characterized by a label and a probability value, which should indicate the degree of similarity between the two
nodes. Two kind of connections between nodes are added. For each user u, we
added an edge, labeled as simU, between u and the k most similar users to
u. The similarity between two users u and v is computed adopting a weighted
Pearson correlation between the items rated by both u and v. In particular, the
probability of the edge simU connecting two users u and v is computed as:
P (simU(u, v)) = σu (u, v) · wu (u, v), where σu (u, v) is the Pearson correlation between the vectors of ratings corresponding to the set of items rated by
both user u and user v, and wu (u, v) = |Su ∩ Sv |/|Su ∪ Sv |.
For each item i, we added an edge, with label simI, between i and the most
k similar items to i. In particular, the probability of the edge simI connecting the item i to the item j has been computed as: P (simI(i, j)) = σi (i, j) ·
wi (i, j), where σi (i, j) is the Pearson correlation between the vectors corresponding to the histogram of the set of ratings for the item i and the item j, and
wi (i, j) = |S i ∩ S j |/|S i ∪ S j |, where S i is the set of users rating the item i.
Finally, edges with probability equal to 1, and with label rk between the
user u and the item i, denoting the user u has rated the item i with a score equal
to k, are added for each element (u, i, rk ) belonging to K.
4.2

Feature construction

Let us assume that the values of rui are discrete and belonging to a set R.
Given the recommender probabilistic graph G, the query based classification approach try to solve the problem rc
ui = arg maxj P (rj (u, i)|G), where rj (u, i)
is the unknown link with label rj between the user u and the item i. This
link prediction task is based on querying the probability of some language
constrained simple path. For instance, a user-based collaborative filtering approach may be obtained by querying the probability of the edges, starting from
a user node and ending to an item node, denoted by the regular expression
Li = {simU1 r1i }. In particular, predicting the probability of the rating j as
P (rj (u, i)) corresponds to compute the probability P (q|G) for a query path
in Lj , i.e., rc
ui = arg maxj P (rj (u, i)|G) ≈ arg maxj P (Lj |G). In the same
way, item-based approach could be obtained by computing the probability of
the paths constrained by the language Li = {r1i simI1 }.
The power of the proposed framework gives us the possibility to construct
more complex queries such as that constrained by the language Li = {ri simIn :
1 ≤ n ≤ 2}, that gives us the possibility to explore the graph by considering
not only direct connections. Hybrid queries, such as those constrained by the
language Li = {ri simIn : 1 ≤ n ≤ 2} ∪ {simUm r1i : 1 ≤ m ≤ 2}, give us
the possibility to combine the user information with item information.
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In order to use the feature based classification approach proposed in this
paper we can define a set of regular expression L and then computing for each
language Li ∈ L the probability P (Li |G) between a given user and all the items
the user rated. In particular, the set of observed ratings K = {(u, i, rui )|rui is
known} is mapped to the training set D = {(xi , yi )}i=1,...,n , where xij is the
probability P (Lj |G) between the nodes u and i, and yi is equal to rui .
The proposed link classification method has been implemented in the Eagle
system 3 that provides a set of tools to deal with probabilistic graphs.
4.3

Dataset

In order to validate the proposed approach we used the MovieLens dataset4 ,
made available by the GroupLens research group at University of Minnesota
for the 2nd International Workshop on Information Heterogeneity and Fusion
in Recommender Systems. We used the MovieLens 100K version consisting
of 100000 ratings (ranging from 1 to 5) regarding 943 users and 1682 movies.
Each user has rated at least 20 movies and there are simple demographic info
for the users (such as age, gender, occupation, and zip code).In this paper we
used the ratings only without considering the demographic information. MovieLens 100K dataset is divided in 5 fold, where each fold present a training data
(consisting of 80000 ratings) and a test data (with 20000 ratings).
For each training/testing fold the validation procedure followed the steps:
1. creating the probabilistic graph from the training ratings data set as reported
in Section 4.1;
2. defining a set L of regular expressions to be used to construct a specific set
of features as described in Section 4.2;
3. learning the L2-regularized Logistic Regression model; and
4. testing the ratings reported in the testing data set T by computing, for each
pair (u, i) ∈ T the predicted rating adopting the learned classification model
and comparing the result with the true prediction reported in T .
For the graph construction, edges are added using the procedure presented
in Section 4.1, where we set the parameter n = 30, indicating that an user or a
film is connected, respectively, to 30 most similar users, resp. films. The value
of each feature have been obtained with the Monte Carlo inference procedure
by sampling M discrete graphs.
In order to construct the set of features, we proposed to query the paths
belonging to the set of languages L reported in Table 1. The first languageconstrained simple paths L1 corresponds to adopt a user-based approach, while
3
4

http://www.di.uniba.it/~claudiotaranto/eagle.html
http://ir.ii.uam.es/hetrec2011/datasets.html
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the second language L2 gives us the possibility to simulate an item-based approach. Then, we propose to extend the basic languages L1 and L2 in order
to construct features that consider a neighbourhood with many nested levels.
Finally, we constructed hybrid features by combining both the user-based and
item-based methods and the large neighbourhood explored with paths whose
length is greater than one (L5 , L8 and L9 ).
We defined two sets of features F1 = {L1 , L2 , L3 , L4 , L5 }, based on simple languages, and F2 = {L3 , L4 , L5 , L6 , L7 , L8 , L9 }, exploiting more complex queries. In order to learn the classification model as reported in Section 3,
we used the L2-regularized Logistic Regression implementation included in the
LIBLINEAR system [12].
Table 1. Language constrained simple paths used for the MovieLens dataset.
L1
L2
L3
L4
L5
L6
L7
L8
L9

=
=
=
=
=
=
=
=
=

{simU1 r1k }
{r1k simF1 }
{r1k simFn : 1 ≤ n ≤ 2}
{simUn r1k : 1 ≤ n ≤ 2}
{simUn r1k : 1 ≤ n ≤ 2} ∪ {r1k simFn : 1 ≤ n ≤ 2}
{r1k simFn : 1 ≤ n ≤ 3}
{simUn r1k : 1 ≤ n ≤ 3}
{simUn r1k : 1 ≤ n ≤ 3} ∪ {r1k simFn : 1 ≤ n ≤ 3}
{simUn r1k : 1 ≤ n ≤ 4} ∪ {r1k simFn : 1 ≤ n ≤ 4}

Given a set T of testing instances, the accuracy of the proposed framework
has been evaluated according
to the
macroaveraging mean absolute error [15]:
1 Pk
1 P
M AE M (rc
,
T
)
=
ui
ui − rui |, where Tj ⊂ T denotes the
xi ∈Tj |rc
j=1 |Tj |
k
set of test rating whose true class is j.
4.4

Results

Table 2 shows the results obtained adopting the proposed approach implemented
in the Eagle system when compared to those obtained with the RecSys SVD
approach based implementation5 . The first row reports the mean value of the
MAEM averaged on the five folds obtained with an SVD approach and with the
proposed classification method as implemented in the Eagle system. As we
can see the error achieved by our method is lower than that obtained by the SVD
method. The results improve when we use the set F2 of features. The difference
of the results obtained with the two methods is statistically significant, with a
p-value for the t-test equal to 0.0000023 when using the set F1 of features, and
5

https://github.com/ocelma/python-recsys
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equal to 0.000000509 for the other set of features. The last two columns report
the results of two baseline methods. The second last column reports the results
obtained with a system that predicts a rating adopting a uniform distribution,
while the last column reports the results of a system that uses a categorical
distribution that predicts the value k of a rating with probability pk = |Dk |/N ,
where Dk is the number of ratings belonging to the dataset having value k, and
N is the total number of ratings.
Table 2. MAEM values obtained with Eagle and SVD on MovieLens dataset.
Fold
SVD
Eagle@F1 Eagle@F2 U C
1
0.9021
0.8424
0.8255
2
0.9034
0.8332
0.8279
3
0.9111
0.8464
0.8362
4
0.9081
0.8527
0.8372
5
0.9159
0.8596
0.8502
Mean 0.908±0.006 0.847±0.01 0.835±0.01 1.6 1.51
p-value
2.3E-6
5.09E-7

In Table 3 we can see the errors committed by each method for each rating.
The rows for the methods U and C report the mean of the MAEM value for each
fold using a system adopting a uniform or a categorical distribution. The dataset
is not balanced as and both the SVD and the proposed method adhere more to the
categorical distribution proving that they are able to recognize the unbalanced
distribution of the dataset
Table 3. MAEM values for each class obtained with Eagle and SVD on MovieLens dataset.
Method
U
C
SVD
Eagle@F1
Eagle@F2

5

r1
2.0
2.53
1.62
1.16
1.11

r2
1.4
1.65
1.03
0.76
0.75

r3
1.2
1.00
0.55
0.67
0.68

r4
1.4
0.89
0.44
0.60
0.62

r5
2.0
1.47
0.88
1.02
1.00

CONCLUSIONS

In this paper we adopt the probabilistic graphs framework to deal with uncertain
problems exploiting both edges probabilistic values and edges labels denoting
the type of relationships between two nodes. In this paper the Eagle system
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integrating a framework based on probabilistic graphs able to deal with link
prediction problems adopting reachability has been presented. We proposed a
learning method to compute the most likely relationship between two nodes in
probabilistic graphs. Given the training set of observed links a L2-regularized
Logistic Regression has been adopted to learn a model able to predict the label of unobserved links. The experimental evaluation proved that the proposed
approach achieves better results when compared to that obtained with models
induced by Singular Value Decomposition on the user-item ratings matrix, representing one of the best recent method for this kind of problem.
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Abstract. More and more ubiquitous and mobile computer networks are becoming available, which leads to a massive growth in the amount of traffic and according log messages. For handling and managing networks efficiently, sophisticated
approaches for network management and analysis are necessary. In this paper, we
show how to use temporal data mining in a declarative framework for analysing
log files for computer networks. From a sequence of network management protocol messages, we derive temporal association rules, which state frequent dependencies between events. We also present methods for extendable and modular
parsing of text messages and their analysis in log files based on X ML.

1

Introduction

With the advent of mobile, dynamic, and more and more ubiquitous devices, computer
networks providing the technical infrastructure, that is, the links between the individual
computational nodes, are becoming more widespread at a rapid pace. In such contexts,
e.g., in TCP/IP–based environments, network management is a critical issue for providing continuous quality of service and stability of the network. With the growing adoption and size of the networks, there is an increasing amount of alarm events and error
messages indicating exceptional situations. Usually, the detection of those is based on
log analysis, searching for faults and other exceptional events. For an appropriate management, sophisticated approaches need to be applied for handling both the amount of
data and for determining patterns at the appropriate level of abstraction.
In this paper, we consider a declarative framework for analysing events in networks.
More specifically, we focus on the analysis of network events using temporal data mining techniques. The main contribution are the integrated analysis as well as the preprocessing and postprocessing options of the mined patterns. The presented techniques
allow for the detection of relations between different events in order to identify complex event patterns. From a log file, e.g., we could automatically extract the rule: Every
“link down” event is preceded by a “lineprotocol down” event in less than 10 seconds.
Thus, complex patterns consisting of sequences of events are identified and can then be
applied, e.g., for managing and optimizing the system.
The rest of the paper is structured as follows: Section 2 briefly discusses related
work. After that, Section 3 summarizes steps for preprocessing the log files. Section 4
describes the framework for temporal data mining including a case study of the presented approach. Finally, Section 5 concludes with a summary and discusses possible
future extensions.
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2

Related Work

Temporal analysis of event sequences and temporal data mining are increasinly prominent research approaches in recent years. Especially, mining alarm patterns has attracted
significant attention, e.g., [5, 2, 4]: Most similarly to our setting, de Aguiar et al. [4]
present an approach for alarm pattern mining. However, in contrast to their approach,
the presented method and case study focuses more on the message and sequence analysis. It considers grouping equivalences, resolving word–based most specific event types,
and filtering rules using background knowledge, e.g., already known relations.
Laxman et al. [6] provide a general overview of the field of temporal data mining.
They discuss the problem setting and introduce several algorithms. Furthermore, Achar
et al. [1] provide a unified view on apriori–based algorithms for frequent episode discovery. Mannila et al. [7, 5] provide classic instantiations of the problem and propose
the W INEPI and M INEPI algorithms for mining frequent sequences and episodes; these
algorithms are among the core ingredients of our presented approach. However, we extend these approaches by flexible filtering, mainly concerning overlapping sequences
and repetitions, and additional message and sequence analysis.
Wu et al. [13] as well as Tatti and Cule [9] consider extensions of episode mining
algorithms, focusing on complete or strictly closed episodes. As discussed below, this
remains as one of the possible future extensions of this work.
For the analysis of event logs, the Simple Logfile Clustering Tool (SLCT) [12], for
example, analyses text messages and determines frequent line patterns. The patterns
can be reused for defining event types by the analyst. The approach is iterative and
requires human interaction; an automatic approach is not mentioned. It is also important
to note, that SLCT does not consider temporal relations, but only absolute frequencies
of patterns. In contrast, our approach combines sequence and message analysis. Instead
of a simple event type, we assign each event several key/value pairs as described below.

3

Log File Processing

A common source of log information are facilities, such as syslog under Unix–like operating systems and Windows Event Logs under Microsoft Windows. Several log facilities
collect events with a text field, which is used in many ways and not further standardised.
This section is concerned with analysing this unstructured text field. The other fields,
like the timestamp, sender, log facility, and priority, of the events will be ignored for
now. Below, we give examples from a syslog file, which has 20.000 lines and occupies
6 MB of space; it is an Excel file in CSV format (values separated by “:”) covering the
events of about 2 days. A small selection of text messages shows the diversity of the
events in the file:
07.430: %SYS-5-CONFIG_I:
Configured from console by mdoess.k5 onvty0 (23.80.40.147)
%CRYPTO-6-AUTOGEN: Generated new 768 bit key pair
%SSH-5-ENABLED: SSH 1.99 has been enabled
%LINEPROTO-5-UPDOWN: Line protocol on Interface
FastEthernet0/26, changed state to down
%LINK-3-UPDOWN:
Interface FastEthernet0/26, changed state to down
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14.272: %OSPF-5-ADJCHG:
Process 1, Nbr 23.80.248.135 on Serial0/2/1
from FULL to DOWN, Neighbor Down: Interface down or detached
13.522: %IPPHONE-6-REGISTER_NEW:
ephone-1:SEP00146A62D078 IP:23.80.250.62
Socket:1 DeviceType:Phone has registered.
13.743: %IPPHONE-6-UNREGISTER_NORMAL:
ephone-1:SEP00146A62D078 IP:23.80.250.62
Socket:1 DeviceType:Phone has unregistered normally.
System: SNMP configuration change.
SNMP access control 2 access type. 0x0003
Control Manager: 7035: Y068DPK1\a0681634:
The control statement "start" was sent successfully
to the service "Eventlog to Syslog".
Control Manager: 7036: Service "McAfee McShield"
now is in the status "stopped".
Control Manager: 7036: Service "McAfee McShield"
now is in the status "executed".

3.1

Removing Digits from Event Messages

The simplest analysis method involves manual reviewing of the file with a standard
file viewer and searching for a message pattern. We will now present a method, which
improves the overview of the file considerably without much effort: The central step
is to replace all consecutive occurrences of digits by a single placeholder character,
e.g., ’9’, because in most cases numbers identify values (like a time or address). The
reduced messages can then be sorted and duplicates can be dropped. This reduces the
20.000 lines to 1.048 different lines (patterns). For example, we find the patterns:
%LINK-9-UPDOWN: Interface FastEthernet9/9, changed state to up
%SSH-9-ENABLED: SSH 9.9 has been enabled

3.2

A Modular Event Format

Text messages are intended for human readers, and only a few formatting standards
exist. Over time, many formats evolved, all of which need special processing. So we
cannot expect a parser to handle all of them. Instead, parser elements for new types of
messages have to be created, and the parser has to be easily extendable. The following
message, for example, taken from the mentioned log file, is expressed by the X ML
element below:
’1215009055419000’,’31087: Jul 2 16:30:54:’,’unknown’,
’%LINEPROTO-5-UPDOWN: Line protocol on Interface
FastEthernet0/26, changed state to up’,’23’,’5’,...

<event source="syslog" timestamp="1215009055419000"
message="%LINEPROTO-5-UPDOWN: Line pro..."
sl_facility="23" sl_priority="5" ... />
<content type="cisco" severity="5" mnemonic="UPDOWN"
facility="LINEPROTO" text="Line protocol on Interf..."/>
<content type="updown" new_state="down"
iface="FastEthernet0/26"/>
</event>
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The attributes of the event element describe general values provided by the logging facility. Each parsing step creates an additional content subelement storing the
extracted information. Here, the first content element of type cisco contains the fields
common for all cisco events. The second content element provides the special values
of this kind of line protocol message. This modular format allows the parsing of general templates. Furthermore, we can refine these patterns by defining additional parsing
rules. Such general templates are defined, e.g., by hardware or software vendors like
Cisco or Microsoft.
3.3

Parsing and Grouping

In order to build an extendable parser, we formulate each parser element using transformation rules in the P ROLOG–based X ML transformation language F N T RANSFORM [11].
The rules will be applied repeatedly, until no more rules match. This permits transformations to refine the result of previous transformations. We have also developed more
refined parsing techniques based on extended definite clause grammars, which can be
used for elegantly specifying and parsing more complex structures. Such grammar rules
have been applied, for example, to electronic dictionaries [10].
We apply the following incremental approach for grouping event messages: The log
file itself is the initial group. In each step we take a large group, identify a frequent
pattern, write a new parser rule and split the group accordingly. The splitting can be
done automatically according to the type, which we store in each event. Repeating
this step, creates a tree structure of patterns. The nodes near the root represent rather
general patterns, whereas the leafs represent the most specific ones. In the case of the
example log file, we can obtain the tree in Figure 1. The nodes cisco and cisco/updown
correspond to the previously mentioned templates. The first numbers of an inner node,
describes the number of events matched by this node and none of its children, the second
one is the number of events matched by the whole subtree. Leafs are marked only with
a single number accordingly.

Fig. 1: Hierarchy of Parser Modules

At this stage, reviewing the groups reveals, that the win group with 2.388 matching
events and 847 patterns is the most inhomogeneous one. All others are homogeneous
already. The used file clearly has a strong dominance of Windows events. In log files
with more diverse events, we would find more formats of different vendors and logging
facilities at the top layer.
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While creating the parsers for this example, we also noticed patterns of syntax elements like lists of key/value pairs or the dotted–decimal notation of IP addresses. These
patterns can be handled by parser modules, which are used orthogonally to the tree
structure. For example, we find a list pattern in many Windows messages. In the two
patterns below, the lists follow the word SYSTEM :.
Security: 9: ...SYSTEM: login attempt from: ME
account: lock workstation: Y9 error code: 9xC9A
Security: 9: ...SYSTEM: user logout:
user name: Y9 domain: Y9 login type: 9

The list pattern has the form “a1 : v1 a2 : v2 ...”, where ai and vi are key/value pairs.
After defining a parser for this format, we have implemented a very generic transformation rule for extracting all such lists from Windows event messages.

4

Temporal Data Mining Workflow

Association
Rules

Syslog Messages
SNMP Traps

In this section, we will describe our declarative framework for temporal data mining.
For the data reduction phase (preprocessing), declarative programming in P ROLOG was
very suitable, since the methods can be flexibly adapted and extended. Our approach
also allows flexible options for analysis, considering, e.g., the inclusion of background
knowledge. In a prototypical implementation, we have also formulated the central temporal data mining algorithms in P ROLOG; since the performance was no problem, we
have postponed a possible reimplementation in a standard procedural language. In Section 4.4 we also apply text mining approaches for reducing the number of words.

Fig. 2: Temporal Data Mining Workflow
We chose to store the events uniformly in X ML. In the case of parsed events, several
properties are available. Unparsed events reveal only the basic values like the timestamp, the text message, and the sender address.
4.1

Combining Sequence Analysis and Message Analysis

The event sequence analysis of [5, 7] requires to assign an event type to each event. The
event types could be identified by integers, and in the case of text messages, each type
would describe a set of messages, i.e. the type describes a pattern. So, defining event
types, requires approximately as much work as implementing the parser functions. The
presented approach combines sequence and message analysis. Instead of a simple event
type, we assign each event several key/value pairs. The set of these pairs is called event
data, and in the case of a single pair or value we also call it event type in the following.
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For unparsed text messages, we follow the approach of SLCT [12] and split the
message into words. Every word is a value and the key is the word’s position in the
message. For parsed messages more meaningful data, like the event types of [5, 7], can
be added instead. We define a selection predicate using only the words of each text
message. It selects the required attributes timestamp and message with expressions of
the P ROLOG–based X ML query language F N Q UERY [11], and then splits the message
into words. At last, the words are enumerated in their order. Then we consider each
position/word pair as an event on its own by inheriting the timestamp of the event; we
call these events subevents. Because every original event had a unique timestamp, we
can still reconstruct the event from its subevents. Subevents will show similarly strong
correlations in a temporal analysis as were found in the non–temporal analysis of SLCT.
Since words describe the attributes of a message, temporal relations between attributes of events correspond to relations between subevents. Applying temporal analysis on the subevents will reveal these relations, although at no step manual classifiction
of events was necessary. We create the event sequence with unique timestamps as a list
of pairs. Each pair (T, E) consists of the event’s timestamp T and the event data E; for
convenience, we call such pairs event pairs. Moreover, an episode α = (P1 , . . . , Pn ) is
a sequence of event pairs Pi .
4.2

Sliding Windows

The W INEPI algorithm is based on sliding a window over the event sequence. At each
position of the window, it considers the set (or multiset) of visible events; the order
of the events is irrelevant. For our analysis, we are only interested in the content of
each window and not in its time bounds. A call window (Win) providing all possible
instances of the sliding window in the variable Win as a list of events by backtracking
would be nice, but has some deficiencies. Firstly, we are not interested in empty windows. These are unneeded for frequency analysis, and the total number of windows can
be computed from the sequence’s bounds. Secondly, depending on the distribution of
the events, many consecutive windows share the same content. Furthermore, the number of windows – but not the number of different contents – depends heavily on the
timestamps’ resolution. To avoid these issues, we have implemented a slightly different call window (Win, Rep), which provides all windows in the variable Win. Several
identical successive windows are bound only once to Win. Rep specifies the repetition
of the window Win. The rest of the algorithm, i.e. the candidate generation and the
controlling loop, is equivalent to the standard apriori algorithm. Per option injective,
one can decide between injective and not injective episodes, i.e. an episode may contain
the same event type several times.
Using these definitions, we can already apply the frequent episodes analysis on
events. For a first analysis, a rather small window size of 10 seconds should be appropriate. After having filtered (cf. Section 4.6) the most frequent episodes with a small
temporal extent, we can select larger window sizes. The minimum frequency is difficult
to preselect, because a single episode can occur in several windows. For example, a
single occurrence of an event is counted in 100 windows, if the timestamps are given in
10–ths of a second and the window size is 10 seconds. But an episode spanning 10 sec-
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onds occurs in exactly one window. We decided to use a minimum frequency of 0.01
and selected appropriate settings in the following sections to obtain comparable results.
Using the words of the original text messages as event types, only three frequent
injective and parallel episodes are found in the log file with 20.000 messages:
1-episodes: [ __ "stopped". ]-0.03799, [ __ "executed". ]-0.038002
2-episodes: [ __ "stopped". , __ "executed". ]-0.0376735

Here, __ stands for the text Control Manager: 7036: Service "McAfee
McShield" now is in the status. Inspecting the frequencies of the 1– (single events) and 2–episodes (combinations of events) reveals, that the two start/stop messages of the antivirus software almost always occur nearby each other.
4.3

Episode Rules

Such temporal relations are described by episode rules, which are similar to association
rules. We can apply the algorithm for association rules without modification.
Given the list of frequent itemsets (or frequent episodes), we search for an itemset
A and a subset B of A, such that the confidence conf = f (A)/f (B) is larger than a
given minimum confidence threshold; here, f (I) is the frequency of an itemset I. The
result is an association rule B → A \ B. If we apply the filtering on the set of frequent
episodes, which we found above, then the following episode rules with a confidence
above 0.99 are found. For brevity, we replaced some text passages with an underscore.
( __ "stopped". -> __ "executed". ):[0.99167, 0.0376735]
( __ "executed". -> __ "stopped". ):[0.99136, 0.0376735]

In the sequence of subevents we find too many and a lot of redundant episode rules.
From a set of rules, all rules subsumed by other rules can be dropped. A rule r : A → B
subsumes a rule s : C → D, if A ⊆ C and D ⊆ B; the frequency is not important
here. In this case, rule s can be deduced from r, because of the trivial rules C → A and
B → D; this means, that s provides no additional information except the confidence,
which is not already provided by r. We ignore the confidence here, because we are
interested in the compliance with the rather high confidence threshold and not the exact
value. Of course, other variations are thinkable.
4.4

Data Reduction based on Most Specific or Equivalent Words

Searching for frequent episodes in the sequence of subevents, i.e. on the words of the
messages, produces a huge number of frequent episodes. Many of these episodes have
no temporal extent, but occur in a single message, because the subevents of a message
show a strong correlation. All subsets of a frequent message’s words will be identified as
frequent episodes. That is just too much to calculate and provides no new information.
The main cause of this problem is the number of words per message: the 20.000 messages of the example file produce 259.735 words.
Therefore, in this section, we will present two methods for reducing the number of
words or event data in general, before we apply frequent episode mining. Prior to any
other reduction or analysis, we can drop all infrequent words, as they appear neither
in frequent itemsets nor in frequent episodes. Dropping words with a frequency below
0.05 lowers the number of words from 259.735 down to 222.026.
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Most Specific Words. Text messages are highly redundant, especially if they contain
regular sentences. All redundant words can be dropped and the remaining words will
suffice to identify the type of the message. Such relations are described by association
rules treating the messages as transactions and the words as items. The interpretation of
a rule a → b is that in a message containing the word a, we will also find the word b. If
this rule has a high confidence, then we can drop the word b. Afterwards, b can also be
reconstructed in all messages containing a.
The effect of this reduction is, that each message is described by as few words
as possible. These words are the most specific ones, and unspecific words occuring in
different types of messages are removed. For example, the following message is reduced
to the three words/position pairs (1,’%LINK’), (5,’FastEthernet0/26’)
and (9, up). From the first pair all remaining words can be derived.
%LINK-3-UPDOWN: Interface FastEthernet0/26, changed state to up

Applying this reduction on the log file lowers the word count from 222,026 to
20,793. Afterwards, a temporal analysis on remaining words can only discover relations between such very specific types of messages and more general patterns are lost.
Equivalent Words. Another approach is to find equivalent words in the messages. Of
two equivalent words, only one has to be kept, the other does not carry any more information and can be dropped, or the two words can be merged into one compound word.
Two words are equivalent, if they always occur together. In data mining, we can only
determine such relations with a certain frequency, of course.
At first, we search for frequent wordsets in the messages, i.e. itemsets in transactions. We only consider frequent 1– and 2–itemsets. Similar to finding association
rules, the next step is finding association equivalences with a high confidence. From
a frequent 2–itemset {a, b} we deduce the association equivalence a ↔ b with the
confidence given by: conf (a ↔ b) = min{f (a)/f (b), f (b)/f (a)}; here, f (i) is the
frequency of an item i.
According to [12], applying the apriori algorithm for finding frequent sets of words
in messages results in exponentially (i.e., for 2–itemsets: quadratically) many candidates, nearly all of which are infrequent. It is more appriopriate to deduce candidates
from each message and check these candidates’ frequency, which occur at least once.
We can compute all k–itemsets with k ≤ MaxIt by applying the apriori algorithm only
after the MinIt–th iteration. In order to calculate only the 1– and 2–itemsets without
utilising the apriori algorithm, we set MinIt = MaxIt = 2 . From the frequent 1– and
2–itemsets, we calculate all equivalences with high confidence by backtracking.
The 20.000 messages reveal about 480 word equivalences with a confidence of at
least 0.95. Using these equivalences, the 222.026 frequent words can be reduced to
48.318 words. For example, the words of the antivirus message from above are combined into two groups. The first group describes, that the service “McAfee McShield”
changed its state, and the second indicates the new state, the service changed to. The
listing below shows the groups in detail. This example shows, that the grouping by
association equivalences can be as accurate as a manual type definition.
[ (1, Control), (2, Manager), (3, 7036), (4, Service), (5, "McAfee),
(6, McShield"), (7, now), (8, is), (9, in), (10, the), (11, status) ]
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[ (12, "stopped") ]
[ (12, "executed") ]

In contrast to the reduction to the most specific words, which removed the words
describing general message types, the reduction based on equivalent words keeps keywords for different degrees of abstraction, and more general relations can be discovered.
Frequent Episode Mining. With the number of words reduced to a more feasible number, we can apply the frequent episode algorithm and the rule discovery on the sequence
of words or word groups. With the same settings as before (window size of 10 seconds,
minimum frequency of 0.01 and injective episodes), we find three rules, which provide
exactly the same information as the rules discovered before from the sequence of messages. For clarity we omit some words of the groups, which are already listed above:
( (12, "stopped") -> (12, "executed"), [(1, Control) __] ):0.99
( (12, "executed") -> (12, "stopped"), [(1, Control) __] ):0.99
( [(1, Control) __] -> (12, "stopped"), (12, "executed") ):0.98

We notice a deficiency of using parallel episodes to find relations of subevents. The
rules do not describe the temporal extent of the affected events, and accordingly, the
reference to a relation between occurrences of whole text messages is unclear.
Let {A} → {B, C} be the third rule with the actual words replaced by the variables A, B and C. Then we cannot tell, if this rule describes primarily three different
occurrences of messages or only two, because the events may coincide with each other.
A single message is not covered by this rule, because B and C exclude each other. In
the case of two messages it is unclear, if A and B belong to a single message or instead
A and C. These rules do not comprise any temporal extent, and especially, do not describe any ordering because we used parallel episodes. It is important to keep in mind,
that the episodes discovered by the sliding window approach only identify frequent occurrences of events in a time span given by the window size. Actually, there can be
several occurrences in a single window.
4.5

Minimal Occurrences of Episodes

For comparison, we discuss another approach using minimal occurrences and serial
episodes based on the M INEPI algorithm in this section. Every episode α is now additionally augmented with the set µα of its minimal occurrences, i.e. the minimal intervals
containing the episode.
1–Episodes. In analogy to the apriori algorithm, we begin by determinining all 1–
episodes. The minimal occurrences of a 1–episode (A) are given by the occurrences of
the event A. If A occurs at time S, then a minimal occurrence of (A) is the interval
[S, S]. We can group all minimal occurrences of all 1–episodes.
Candidate Generation. From a set of frequent serial episodes, larger episodes can be
created analogously to the apriori algorithm. Two serial episodes α and β can be concatenated to an episode γ, if the suffix δ of α is also a prefix of β: if α = α0 · δ and
β = δ · β 0 , then γ = α0 · δ · β 0 . According to [7], the minimal occurrences µγ of γ can
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be calculated from µα and µβ by merging pairs of intervals: Let [SA , EA ] ∈ µα and
[SB , EB ] ∈ µβ be minimal occurrences of α and β respectively, such that SA <
0
0
SB and EA < EB . If there is no other, later minimal occurrence [SA
, EA
] ∈ µα ,
0
where SA < SA , with the same property, then [SA , EB ] is a minimal occurrence of γ.
For example, for the sequence h(1, a), (2, b), (3, a), (4, c), (5, b), (6, c), (7, d)i and the
episodes α = (a, b, c) and β = (b, c, d), we get µα = {[1, 4], [3, 6]}, µβ = {[5, 7]},
γ = (a, b, c, d), and µγ = {[3, 7]}.
We enforce the intervals [SA , EA ] and [SB , EB ] to be different, because we allow
non–injective episodes. This can be seen in the following simple example. In the case
of injective episodes, this restriction can be left out. E.g., in the sequence h(1, a), (2, a)i
the episode α = β = (a) has the set µα = {[1, 2], [2, 3]} of minimal occurrences, and
the combination γ = (a, a) has only a single minimal occurrence: µγ = {[1, 3]}.
Beginning with the 1–episodes, we iteratively combine k–episodes to get candidate
(k + 1)–episodes. From these candidates only the frequent ones are selected. In this
process we find all frequent episodes.
Rules. As we use serial episodes and minimal occurrences in this section, we have to
adapt the previous rule algorithm, which used parallel episodes and relative frequencies
(based on windows). Different kinds of rules can be derived from serial episodes; we
describe only the two most understandable kinds.
Forward rules have the form α → β, where α and β are serial episodes. Their interpretation is that if α has a minimal occurrence [S, E], then the concatenation γ = α · β
has a minimal occurrence [S, F ] (with E ≤ F ). Less formally spoken, an occurrence
of α is followed by an occurrence of β. The maximal extent of all occurrences is given
by the same upper bound. That is, we do not use two different time bounds for each
rule, but only one upper bound for the whole rule. This reduces the parameters for the
algorithm, and nonetheless, rules with a smaller temporal extent are still found. Backward rules β ← α mean: if α has a minimal occurrence [S, E], then the concatentation
γ = β · α has a minimal occurrence [R, E] (with R ≤ S). In other words, an occurrence
of α is preceded by an occurrence of β. In both cases, the confidence of such rules r is
easily calculated as conf (r) = f (γ)/f (α), as in the case of association rules.
Results. In the 20.000 lines of the example log file, we discover the same relation as
before. The upper bound was set to 10 seconds, the minimum support to a 1/10 of the
word count (20,793), and the minimum confidence was set to 0.90.
(12, "stopped") -> (12, "executed")
(12, "stopped") -> (1, Control) __ (11, Status)

But this time, the rules are more expressive. We can interpret both rules together,
because their left hand sides are identical. They describe that a message including the
word stopped is usually followed by a message including the words of the right hand
sides (Control
executed) within 10 seconds. Again, we have omitted some
words of the word groups described in Section 4.4.
Analysing the Minimal Occurrences. The minimal occurrences of the concatenation
(i.e., γ from above) of a rule’s left and right hand side indicate the rule’s temporal
expansion, which can actually be much smaller than the given upper bound.
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Therefore, we analyse the lengths of the minimal occurrences. Several thousands
of values can be visualised as a histogram. But a histogram does not necessarily reveal
dense regions, if the values differ slightly as is the case with distances between events.
It seems more appriopriate to apply a clustering algorithm on the length values. We
selected the common hierarchical clustering method. Beginning with a cluster for each
value, clusters too close to each other are merged repeatedly. For our experiments, we
used the distance between the arithmetic means of two clusters to decide their proximity.
In the case of the above rule, the results are trivial. The two events occur in immediate succession, i.e. all minimal occurrences have a length of two 10–ths of a second.
More interesting results have been found in a comprehensive case study, which we cannot present here due to the limited space; this will be part of an extended version of the
paper.
4.6

Filter Rules for Event Messages

In order to discover additional correlations, it is reasonable to filter already known relations, which would clutter up the results unnecessarily. A first filter would replace
the previously shown two messages of the antivirus software with a single stop/start
message. Analysing the reduced event sequence will then reveal, that these messages
repeat approximately every 5 minutes. Therefore, we need other filter rules, which are
the combination of repeating events and the deletion of a rule’s consequent.
For a replacement rule replace(Episode, Replace, WinSize) the events matching
the serial episode Episode are removed from the sequence, and the replacement Replace
is inserted at the time of the first event. WinSize determines the time span in which the
episode has to occur. Moreover, each event type in the episode can match a more specific type. For example, the event type or event data X matches the data Y , where
X = [(1,’Service’), (2,’McAfee’)],
Y = [(1,’Service’), (2,’McAfee’), (3,’stops’)].

5

Conclusions

We have presented two selected algorithms for the discovery of episode rules and gave
insights into the possible results, providing the basis for future research about these
rules. As a next step, we are planning to integrate the presented solution into the network management solution StableNet, which covers fault, performance and configuration management in one product. StableNet has been used by large enterprise and telco
customers for several years. The integration gives us the possibility to verify the results
in large data networks. We are expecting that the discovery of rules will simplify the
setup of fault management in StableNet dramatically. At the moment, rules have to be
defined by an experienced user and refined later. We are expecting to simplify and speed
up this process with the presented approach, such that we can react earlier to changes
in the network.
The algorithms can be further extended to also support the discovery of serial
episodes using window–based frequency and parallel episodes using minimal occurrences. Furthermore, we can consider complete or strictly closed episodes [13, 9]. The
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combination of non–injective serial episodes and subevents is still an issue, because
several subevents share the same timestamp. At the moment, we have solved this by
enforcing the minimal occurrences to contain only one event per timestamp and accordingly only one event per message, but some interesting rules require message patterns
consisting of several words.
While applying the filter rules, the event filter could at the same time determine
the confidence and the outliers of each filter rule. The confidence would then indicate
the quality of the filter rules and the incorporated knowledge with respect to the latest
events. The outliers indicate particularly interesting events. Furthermore, causal analysis of event sequences, e.g., [3] complementing the association and correlation analysis,
would be interesting as well, since it could directly provide more actionable knowledge.
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Abstract. The spread and abundance of electronic documents requires
automatic techniques for extracting useful information from the text they
contain. The availability of conceptual taxonomies can be of great help,
but manually building them is a complex and costly task. Building on
previous work, we propose a technique to automatically extract conceptual graphs from text and reason with them. Since automated learning of
taxonomies needs to be robust with respect to missing or partial knowledge and flexible with respect to noise, this work proposes a way to deal
with these problems. The case of poor data/sparse concepts is tackled
by finding generalizations among disjoint pieces of knowledge. Noise is
handled by introducing soft relationships among concepts rather than
hard ones, and applying a probabilistic inferential setting. In particular,
we propose to reason on the extracted graph using different kinds of relationships among concepts, where each arc/relationship is associated to
a number that represents its likelihood among all possible worlds, and
to face the problem of sparse knowledge by using generalizations among
distant concepts as bridges between disjoint portions of knowledge.

1

Introduction

The spread and abundance of electronic documents requires automatic techniques for extracting useful information from the text they contain. The availability of conceptual taxonomies can be of great help, but manually building
them is a complex and costly task. Obtaining automatically Full Text Understanding is not trivial, due to the intrinsic ambiguity of natural language and to
the huge amount of common sense and linguistic/conceptual background knowledge needed to switch from a purely syntactic representation to the underlying
semantics. Nevertheless, even small portions of such knowledge may significantly
improve understanding performance, at least in limited domains. Although standard tools, techniques and representation formalisms are still missing, lexical
and/or conceptual taxonomies can provide a useful support to many NLP tasks,
allowing automatic systems to exploit different kinds of relationships that are
implicit in the text but required to correctly understand it. Building on previous
work, we propose a technique to automatically extract conceptual graphs from

92

text and reason with them. Since automated learning of taxonomies needs to be
robust with respect to missing or partial knowledge and flexible with respect to
noise and to the need of shifting the representation, this work proposes a way
to deal with these problems. Data poorness, concept sparsity and representation
shift are tackled by finding generalizations among disjoint pieces of knowledge
in order to build a bridge between them. Noise is handled by introducing soft
relationships among concepts rather than hard ones, and applying a probabilistic inferential setting to reason on the extracted graph using different kinds of
relationships, where each arc/relationship is associated to its likelihood of being
true in all possible worlds.
This work is organized as follows: the next section describes related works;
Section 3 outlines the proposed approach; then we present an evaluation of our
solution; lastly we conclude with some considerations and future works.

2

Related Work

Many approaches have been attempted to build taxonomies and ontologies from
text. [1] builds concept hierarchies using Formal Concept Analysis by grouping
objects with their attributes, which are determined from text linking terms with
verbs. A few examples of other approaches: [10, 9] build ontologies by labelling
taxonomical relations only, while we label also non-taxonomical ones with actions
(verbs); [12] builds a taxonomy considering only concepts that are present in a
domain but do not appear in others, while we are interested in all recognized
concepts independently of their being generic or domain-specific; [11] defines a
language to build formal ontologies, while we are interested in the lexical level.
As regards our proposal, for the syntactic analysis of the input text we exploit the Stanford Parser and Stanford Dependencies [8, 2], two very effective
tools that can identify the most likely syntactic structure of sentences (including
active/passive and positive/negative forms), and specifically ‘subject’ or ‘(direct/indirect) object’ components. They also normalize the words in the input
text using lemmatization instead of stemming, which allows to distinguish their
grammatical role and is more comfortable to read by humans.
We also apply probabilistic reasoning on the extracted knownledge using
ProbLog [13]. It is essentially Prolog where all clauses are labelled with the probability that they are true, that in turn can be extracted from large databases
by various techniques. A ProbLog program T = {p1 : c1, ..., pn : cn} specifies
a probability distribution over all its possible non-probabilistic subprograms according to the theoretical basis in [14]. The semantics of ProbLog is then defined
by the success probability of a query, which corresponds to the probability that
the query succeeds in a randomly sampled program. Indeed, the program can be
split into a set of labelled facts pi :: fi , meaning that fi is a fact with probability
of occurrence pi , and a Prolog program using those facts, which encodes the background knowledge (BK ). Probabilistic facts correspond to mutually independent
random variables (RV s), which together define a probability distribution over
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all ground logic programs L ⊆ LT (where LT is the set of all fi ’s):
Y
Y
P (L|T ) =
pi
(1 − pi )
fi ∈L

fi ∈LT \L

In this setting we will use the term possible world to denote the least Herbrand
model of a subprogram L together with BK, and we will denote by L both the
set of sampled facts and the corresponding world.
Lastly, we need in some steps of our technique to assess the similarity among
concepts in a given conceptual taxonomy. A classical, general measure, is the
Hamming distance [6], that works on pairs of equal-lenght vectorial descriptions
and counts the number of changes required to turn one into the other. Other
measures, specific for conceptual taxonomies, are mathrmsf F a [4] (that adopts
a global approach based on the whole set of hypernyms) and sf W P [15] (that
focuses on a particular path between the nodes to be compared).

3

Proposed Approach

This proposal relies on a previous work [5], in which we assume that each noun
in the text corresponds to an underlying concept (phrases can be preliminarily
extracted using suitable techniques, and handled as single terms). A concept
is described by a set of characterizing attributes and/or by the concepts that
interact with it in the world described by the corpus. The outcome is a graph,
where nodes are the concepts/nouns recognized in the text, and edges represent
the relationships among these nodes, expressed by verbs in the text (whose
direction denotes their role in the relationship). In this work, we handle noise
by weighting the relationships among concepts, this way obtaining a semantic
network with soft links between nodes.
3.1

Graph Construction

Natural language texts are processed by the Stanford Parser in order to extract
triples hsubject, verb, complementi that will represent the concepts (the subjects
and complements) and attributes (verbs) for the graph. We have adopted some
representational tricks: indirect complements are treated as direct ones by embedding the corresponding preposition into the verb; sentences involving verb
‘to be’ or nouns with adjectives contributed in building the sub-class structure
of the taxonomy (e.g., “the penguin is a bird” yields is a(penguin,bird )). In this
way we have two kind of edges among nodes in the graph: verbal ones, labelled
with the verb linking the two concepts, and taxonomic (is a) ones. In order to
enrich the representation formalism previously defined, we analyzed the syntatic
tree to seize the sentence positive or negative form based on the absence or presence (respectively) of a negation modifer for the verb. Moreover we decided to
take into account separately the frequency of each arc between the concepts in
positive and negative sentences.
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This setting allowed us to give robusteness to our solution through a statistical approach. In fact, the obtained taxonomy could be inspected and used by
filtering out all portions that do not pass a given level of reliability. This could
be useful for the identification of relevant concept, as shown in [5], or for other
applications that will be explained in the next two subsections.
3.2

Probabilistic Reasoning ‘by association’

Reasoning ‘by association’ means finding a path of pairwise related concepts that
establishes an indirect interaction between two concepts c0 and c00 in the semantic network. However, since real world data are typically noisy and uncertain,
there is a need for strategies that soften the classical rigid logical reasoning.
In particular, when knowledge is learned from text, as in our case, we might
run into the above problems, which require an inference engine that allows to
perform several kinds of probabilistic queries, like getting the minimal path, or
choosing the best (i.e., the most likely) path, rather than computing the exact
probability of all possibile ones.
In this work we propose two reasoning stategies: the former aims at obtaining
the minimal path between concepts together with all involved relations, the latter
relies on ProbLog in order to allow probabilistic queries on the conceptual graph.
In the former strategy, we look for a minimal path using a Breadth-First
Search (BFS) technique, applied to both concepts under consideration. The expansion steps of the two processes are interleaved, checking at each step whether
the new set of concepts just introduced has a non-empty intersection with the
set of concepts of the other process. When this happens, all the concepts in such
an intersection identify one or more shortest paths connecting c0 and c00 , that
can be retrieved by tracing back the parent nodes at each level in both directions
up to the roots c0 and c00 . Since this path is made up of concepts only, to obtain
a more sensible ‘reasoning’ it must be filled with the specific kind of interaction
represented by the labels of edges (verbs) that connect adjacent concepts in the
chain. We also provide the number of positive/negative instances, and the corresponding ratios over the total, to help understanding different gradations (such
as permitted, prohibited, typical, rare, etc.) of actions between two objects.
The latter strategy requires the definition of a formalism based on ProbLog
language. We used pi :: fi where fi is a ground literal of the form link (subject,
verb, complement) and pi is ratio between the sum of all examples for which
fi holds and the sum of all possibile links between subject and complement.
Figure 1 shows an example where many links are present between farmer and
plant, expressing different kinds of interactions between these two concepts on
which the above kinds of reasoning can be applied. One might be interested in
getting minimal paths, regardless of their probability, from farmer to trasporter,
reporting all traversed concepts and verbs. Or, one might want to compute the
explanation probability among all possibile path in the SLD-tree between these
two nodes, obtained as the product of all traversed links together with the proof
of the query (most likely explanation). One of the problems of these approaches
is the tight connection between the quality of the reasoning results and that
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0.1::own
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0.25::cultivate

0.3::eat

0.6::trample

plant

0.3::grow on

ground

Fig. 1. Example of ProbLog Network

of the network, in turn depending on the processed texts. Indeed, if two nodes
belong to disjoint regions of the graph, reasoning cannot succeed. We tackle this
problem by defining a generalization operator as follows.
3.3

Generalization operator

Let us first provide a more precise account of our generalization.
Definition. (Generalization)
Given two concepts G and C, G generalizes C if anything that can be labelled
as C can be labelled as G as well, but not vice-versa.
The use of generalizations provides many opportunities of enrichment and/or
manipulations on the graph:
1. building taxonomic structures by (repeatedly) applying this operator, also
after the addition of new text (possibly causing the presence of new nodes
in the graph);
2. shifting the representation, by removing the generalized nodes from the
graph and leaving just their generalization (that inherits all their relationships to other concepts);
3. extending the amount of relationships between concepts belonging to the
same connected component of the graph, or building bridges between disjoint
components that open new (previously impossible) reasoning paths.
In particular, as regards the third case, it can be viewed as a tool that aids
reasoning ‘by association’ to reach its objectives, and hence as a multi-strategy
setting in which induction and deduction cooperate.
More formally, we provide the following definition.
Definition. (Bridge)
Given a piece of knowledge K represented as a concept graph made up of different
connected components, a bridge in K is a modification of the graph that connects
some of such components, allowing to reach any node of either from any node of
another. A bridge that unifies n isolated sub-graphs is named n-way bridge.
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Regardless of the task, three steps can be outlined to describe the general
procedure:
1. Concept Grouping, in which all concepts are grossly partitioned to obtain
subsets of concepts: we group similar concepts if the aim is to enrich the
relationships, or dissimilar ones in the bridging perspective (Algorithm 1);
2. Word Sense Disambiguation, that associates a single meaning to each term
by solving possible ambiguities using the domain of discourse;
3. Computation of taxonomic similarity, in which WordNet [3] is exploited in
order to further filter with an external source the groups found in step 1,
and to choose an appropriate subsumer (Algorithm 2).
To generalize two or more concepts, we use as their description their direct
neighbor concepts and the verbs (in positive or negative form) used to connect
them. Thus, considering the set Attributes of all verbs in their positive and
negative forms, we build a Concepts × (Concepts ∪ Attributes) matrix C where:
Ci,j = 1 if j denotes a concept column and there is at least a relationship between
concepts i and j; Ci,j = 1 if j denotes an attribute column and there is at least
a relationship between concept i and verb j; Ci,j = 0 otherwise. Each row is a
feature vector describing the concept, and hence two vectors can be compared
according to the Hamming distance. Pairwise clustering under the complete link
assumption is applied to these descriptions: initially, each non-null row becomes a
singleton cluster; then, clusters are merged while a merging condition is fulfilled.
In its standard view, complete link states that the distance of the farthest items
of the involved clusters must be less than a given threshold.
As stated earlier, generalizations can be carried out for different objectives,
affecting the way complete link is applied. In particular, if the objective is the
enrichment of relationships within connected components, it is applied in the
standard way, otherwise, if the objective is to build bridges, the distance of
the closer items of the involved clusters must be greater than a given threshold.
When the condition is satisfied, the average score between all pairs of items
in the two clusters is saved, and only the pair of clusters corresponding to the
smallest (respectively, greatest) average is merged. We define more formally the
clustering of dissimilar objects as follows.
Definition. (Inverse clustering)
Given a set of objects and a distance measure, the Inverse clustering is obtained
grouping iteratively most dissimilar objects until a given threshold of distance
is satisfied.
Now, the clusters contain similar (resp., dissimilar) concepts that can be
generalized in order to create new relationships (resp, to merge nodes) for the
enrichment (resp., bridging), but this procedure alone might not be reliable, because terms that occur seldom in the corpus have few connections (which would
affect their cluster assignment due to underspecification) and because the expressive power of this formalism is too low to represent complex contexts (which
would affect even more important concepts). Note that the bridging setting is
less affected by the underspecification problem, because it tends to group dissimilar concepts. Since underspecification corresponds to almost zero vectors, taking
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dissimilar vectors we tend to group the most specified distant vectors. Indeed,
since there cannot be any 1 in the same positions in both descriptions (because
this would mean that there exists a path between them), the more 1’s overall in
the two descriptions, the larger their distance, which means that the bridge is
merging two hub (i.e., highly connected) nodes. This clearly improves the quality
of the bridge. This solution allows to limit the shortest medium length among all
possible paths built between the sub-graphs that the bridge connects. However,
the support of an external resource might be desirable. We consider WordNet
as a sensible candidate for this, and try to map each concept in the network to
the corresponding synset (a non trivial problem due to the typical polysemy of
many words) using the one domain per discourse assumption as a simple criterion for Word Sense Disambiguation, whose algorithm is described in [5]. Thus,
WordNet allows to check and confirm/reject the similarity of concepts belonging
to the same cluster, by considering all possible pairs of concepts whose similarity
is above a given threshold. Let us state this more formally.
Definition. (Star)
Given a set of unordered pairs of items S and another unordered pair P = {A, B}
s.t. P ∈ S, its Star is a set of pairs S 0 s.t. ∀P 0 ∈ S 0 , (A ⊂ P 0 ∨ B ⊂ P 0 ) ∧ P 0 6= P
(i.e., the set of pairs of items that contain A or B).
Definition. (Generalization set)
Given a cluster of concepts C, a similarity function sf (), a similarity threshold T ,
and a pair P = {A, B} s.t. P ∈ C, P is a Generalization set if it can be covered by
a most specific common subsumer G, sf (P ) > T , and ∀P 0 ∈ C, sf (P ) > sf (P 0 )
(i.e., has the largest similarity value among all possible pairs). Moreover, each
pair P 00 in the Star of P s.t. P 00 > T that can be covered from G, is used to
extend the Generalization set.
Where most specific common subsumer is the first common node found exploring the hypernym relations in WordNet. Similarity is determined using a mix
of the measures proposed in [4] and in [15], to consider both a global perspective
which avoids the choice of a single path and the actual generalizing path:
sf (A, B) = sfF a (A, B) · sfW P (A, B)
The underlying idea is that the former general measure can be weighted with
the latter real measure that represent the single path from which the subsumer
is taken, and vice-versa.

4

Evaluation

The proposed approach was evaluated using ad-hoc tests that may indicate its
strengths and weaknesses. Due to lack of space, only a few selected outcomes
will be reported here. Although preliminary, these results seem enough to suggest
that the approach is promising. We exploited a dataset made up of documents
concerning social networks on socio-political and economic topic. It was chosen
deliberately small in order to tackle problems as noise and poor knowledge.
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Algorithm 1 Pair-wise clustering of all concepts in the network.
Input: matrix C × C+A

(where C is the set of objects/concepts, and A is the set of positive
and negative verbs), that for each cell has the value 1 if at least one link exist, 0 otherwise;
THRESHOLD for Hamming distance.
Output: set of clusters.

pairs ← empty
averages ← empty
for all Oi | Oi 6= zero vector ∧ i ∈ C do
newCluster ← Oi
clusters.add(newCluster)
end for
for all pair(Ck , Cz ) | C ∈ clusters ∧ k, z ∈ [0, clusters.size] do
if completeLink(Ck , Cz ) then
pairs.add(Ck , Cz )
averages.add(getScoreAverage(Ck , Cz ))
end if
end for
pair ← getP airW ithM axM in(pairs, averages)
merge(pair)
completeLink → check the complete link assumption for the passed clusters.
getPairWithMaxMin → get the pair with the maximum or minimum average depending on task.

4.1

Probabilistic Reasoning ‘by association’

Table 1 shows a sample of outcomes of reasoning ‘by association’. In this experiment we want to investigate the minimum path (if any) between two nodes
in the graph. In order to show the strength of this kind of reasoning, each verb
is labelled with the frequency with which it occurs in the paths subject, verb,
complement. Looking at case 1, we wanted to explore the relationship between
young and schoolwork. This chain includes verb look, that occurs only in positive sentences with probability 1.0; this means that our knowledge is coherently
indicating that young “always” look television. In the same case there is the relationship between facebook and schoolwork, in fact the verb help appears with
probability 0.25 in positive and 0.75 in negative sentences. We can interpret this
behaviour as facebook “may” help schoolwork, or with the specific associated
probability. We need to point out that this reasoning strategy shows all possibile
verbs between each pair of adjacent nodes in the path.
On the other hand, Table 2 shows a sample of probabilistic queries executed
on the same paths. We have computed the exact success probability, the most
likely explanation probability and an approximate probability according to the
MonteCarlo method implemented in [7] keeping a 95% of confidence interval.
The last type of query has been provided because exact inference can be intractable even for small networks, and so sometimes it can be reasonable to
make approximate inference. The probability of each sentence was computed
according to the criteria in section 3.2. For instance, in case 2, the explanation
proof entails the set {(young, look, television), (television, talk about, facebook),
(facebook, not help, schoolwork)}, respectively with probability {1.0, 0.75, 0.5},
whose product is 0.375.
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Algorithm 2 Effective generalization research.
Input:

the set of C clusters returned by pair-wise clustering;
max number of generalizations to try to extract from a cluster.
Output: set of candidate generalizations.

T

similarity threshold;

max

the

generalizations ← empty set
for all c ∈ C do
good pairs ← empty set
for all pair(Oi , Oj ) | i, j ∈ c do
if similarity score(pair(Oi , Oj )) > T then
good pairs.add(pair(Oi , Oj ), wordnet hypernym(pair(Oi , Oj )))
end if
end for
for all i ∈ [0, max] do
if good pairs 6= empty set then
new set ← {good pairs.getBestP air, good pairs.getStar}
generalizations.add(new set)
good pairs.remove(new set)
end if
end for
end for
good pairs → contains a list of pairs that satisfy T , with their relative subsumer.
good pairs.getBestPair → get the pair that has the best similarity score.
good pairs.getStar → get the Star of the pair
good pairs.remove → remove all pairs in the passed set.
wordnet hypernym → get the subsumer discovered in WordNet for the passed pair.

4.2

Evaluation of generalization operator

Two toy experiments are reported for concept generalization, the former aimed
to the enrichment of relationships, the latter with the bridging perspective. The
maximum threshold for the Hamming distance was set to 0.001, while the minimum threshold for taxonomic similarity was fixed at 0.45 in both. The exploited
dataset included 669 objects (subjects and/or complements) and 727 verbs.
In Table 3 we can see that, coherently with the enrichment-only perspective,
no bridges are built. Conversely, applying Inverse clustering we obtain as expected also bridges among two or more disjoint graph regions. Analyzing the
two conceptual similarity measures in both experimental settings, they both return very high values for almost all pairs, leading to final scores that neatly pass
Table 1. Examples of smooth reasoning ‘by association’ throught BFS (start and
target nodes in emphasis).
#

Subject
Verb
young
look [Pos: 3/3]
1 television
talk about [Pos: 3/3], critic [Pos: 1/1]
facebook help [Pos: 1/4, Neg: 3/4], distract [Pos: 1/1]
people
be in [Pos: 1/1]
2
group
invite [Pos: 2/2]
facebook
help [Pos: 1/1]
everyone
want [Pos: 5/5]
3 occupation
maintain [Pos: 1/1]
lifestyle
see in [Pos: 1/1], change in [Pos: 1/1],
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Complement
television
facebook
schoolwork
group
facebook
individual
occupation
lifestyle
media

Table 2. Examples of probabilistic reasoning ‘by association’ throught ProbLog.
#
1
2
3
4
5
6
7
8
9

problog
problog
problog
problog
problog
problog
problog
problog
problog

Query
Probability
exact(path(young - schoolwork ))
0.530
max(path(young - schoolwork ))
0.375
approx(path(young - schoolwork ))
0.555
exact(path(people - individual))
0.167
max(path(people - individual))
0.167
approx(path(people - individual))
0.162
exact(path(occupation - media))
0.750
max(path(occupation - media))
0.500
approx(path(occupation - media))
0.744

Table 3. Generalizations for pairwise clustering of similar concepts, and corresponding
conceptual similarity scores (bottom).
# Bridge Subsumer
1

No

2

No

3

No

4

No

5

No

Subs. Domain Concepts
variable [105857459]
variable [105857459] mathematics
factor [105858317]
type [109909060]
person [100007846] biology, person
collegian [109937056]
type [109909060]
person [100007846] biology, person
model [110324851]
nineteen [113747989]
integer [113728499] mathematics
forty [113749527]
scholar [110251779]
person [100007846] biology, person job [110222949]
name [110344443]
#
Pairs
F a score W P score Score
1 variable, factor
0.7
0.857
0.6
2 type, collegian 0.659
0.737
0.486
3 type, model
0.692
0.778
0.538
4 nineteen, forty
0.75
0.75
0.562
scholar, job
0.711
0.823
0.585
5
scholar, name
0.678
0.778
0.528

Conc. Domain
mathematics
mathematics
person
factotum
person
person
number
number
school
person
person

the 0.45 threshold. Another very interesting result is that sf W P is always greater
than sf F a when the generalizations are enrichments. Since the former is more
related to a specific path, and hence to the goodness of the chosen subsumer, this
confirms the previous outcomes (suggesting that the chosen subsumer is close
to the generalized concepts). This regularity is lost in Table 4, when Inverse
clustering was used to build bridges, validating the motivations for which sf F a
is used: the identification of similar concepts when this is not so evident based
only on the single subsuming path. Observing the outcome, three aspects can
be emphasized: the effectiveness of the searching for bridges in case 5, in which
a three-way bridge has been built; the overall quality of the generalizations obtained; and the opportunity to perform not only representation shifts, but also
an alignment as in case 1 of Table 3. Note that, after enriching the network, we
are now able to reason ‘by association’ also between the new paths opened by
generalization. We have decided to assign probability 1.0 to each generalization
because an oracle, in our case WordNet, has suggested the common subsumer.
For example, if we search for a path between serenity and food, we have to pass
through verbs {find [Pos: 2/2], want [Pos: 3/3] } for reaching type and then fol-
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Table 4. Generalizations for pairwise Inverse clustering, and corresponding conceptual
similarity scores (bottom).
# Bridge Subsumer
teaching
1 Yes
[100887081]
person
2 Yes
[100007846]
music
3 Yes
[107020895]
figure
4 Yes
[113741022]
5

Yes

6

No

7

No

8

No

9

No

10

No

Subs. Domain

Concepts
talk [100893243]
lecture [100892861]
scientist [110560637]
biology, person
youth [110804406]
introduction [106396930]
music
end [106398401]
two [113743269]
number
pair [113743605]
viewer [110633450]
person
biology, person model [110324851]
[100007846]
volunteer [110759151]
theory
basis [105793554]
factotum
[105888929]
theory [105888929]
administration, hometown [108671644]
municipality
geography,
[108626283]
city [108524735]
town planning
territorial dominion administration, state [108544813]
[108552138]
town planning department [108548733]
structure
wall [104546855]
factotum
[104341686]
level [103365991]

Conc. Domain
pedagogy
pedagogy
person
person
literature, music
literature, music
number
number
person
person
person
factotum
factotum
geography
literature, administration,
geography, town planning
geography
geography
buildings
buildings
photography, racing,
scene [106614729]
factotum
sociology, telecommunication
photo [103925226]
photography
Pairs
F a score W P score Score
talk , lecture
0.739
0.869
0.643
scientist, youth
0.724
0.727
0.526
introduction, end
0.75
0.714
0.536
two, pair
0.72
0.823
0.593
viewer, model
0.71
0.666
0.474
viewer, volunteer
0.71
0.666
0.474
basis, theory
0.694
0.842
0.584
hometown, city
0.738
0.842
0.621
state, department
0.75
0.75
0.562
wall, level
0.733
0.8
0.586
scene, photo
0.735
0.823
0.605
pedagogy

representation
[104076846]
#
1
2
3
4
5
6
7
8
9
10

low the new arc to reach model ; then, through the verbs {eat [Pos: 1/4 Neg:3/4],
buy [Pos: 2/2] } we finally reach food.

5

Conclusions

This work proposes a technique to automatically extract conceptual graphs from
text and reason with them. In particular a way to deal with missing or partial
knowledge, noise and to the need of shifting the representation is presented,
facing these problems through reasoning ‘by association’ and the generalization
operator. Preliminary experiments confirm the results of previous works and
show that this approach can be viable. Further extensions and refinements are
needed to improve the effectiveness of this approach, as the definition of an
Anaphora Resolution strategy including also handling the Named Entities, or a
study on how to set automatically suitable thresholds for searching generalizations, or lastly a way for freeing from WordNet in the choise of the appropiate
subsumer.
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Abstract. Action rules [6] have been applied so far in various domains,
including banking, music, and medicine. In this paper, medical data are
also taken into account, but we propose extraction of rules for data representing changes of medical parameters over time. The extracted rules are
called object-driven action rules. The database used in experiments describes observations of hypernasality treatment in children, and our goal
is to search for actions which can be taken to move current diagnostic
state of the patients to less severe one. The algorithm of rules extraction
is presented, and the obtained results are discussed in this paper.
Keywords: action rules, temporal data, hypernasality

1

Introduction and Background

Starting from the introduction of action rules in [6], they have been applied to a
variety of data [5, 7, 9, 11]. The goal of extracting action rules is to obtain hints
how to reclassify data from one category to another, more desirable, through
performing changes of attribute values according to action rules. This way action rules can help to increase the profit of a company, through certain actions
triggering reclassification of clients from less to more profitable category, or they
can help to improve the health of the treated patients, through certain actions
triggering their reclassification to less severe disease categories [6, 9]. Strategies
for discovering action rules can be divided into two types: rule-based and objectbased. Rule-based approach to action rules discovery consists of two main steps:
(1) a standard learning method is used to detect interesting patterns in the form
of classification rules, association rules, or clusters; (2) the second step is to
use an automatic or semi-automatic strategy to inspect such results and derive
possible action strategies. Object-based approach assumes that action rules are
extracted directly from a database [4, 10, 12].
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In this paper, we deal with complex medical data representing short time series, i.e. several observations of various medical parameters, changing over time,
for numerous patients. The data describe medical tests collected through years
1999–2010 in the Childrens Memorial Health Institute in Warsaw, Poland, for
patients diagnosed with various cases of nasality [2]. This dataset shows how
the condition of the patients has changed during treatment, and the examination of each patient was done at least twice, up to 11 times. In our proposed
methodology, a short time series for each patient is treated as a sequence of
ordered pairs, where each pair represents changes between 2 examinations, the
second one any time later after the first one (not necessarily directly after - there
can be any number of examinations between these observations). Therefore, this
methodology can be applied to series of any length.
The strategy presented in this paper, called object-driven approach to action
rules discovery, is introduced for the purpose of handling temporal data more
efficiently and it is a modification of the object-based approach.

2

Object-driven Action Rules

In this section, we introduce the notion of object-driven action rules, which are
extracted from temporal series of object’s properties. The proposed theory is
then applied to hypernasality data, where objects represent patients (Section 3).
2.1

Action Rules

Action rules are rules extracted from an information system that describe the
required change of values for a particular attribute(s), which will cause one
feature (attribute), called the decision attribute, to change from one state to
another. Let S = (X, A, V ) denotes an information system [3], where:
1. X is a nonempty, finite set of instances x,
2. A is a nonempty, finite set of attributes a;
a : XS→ Va is a function for any a ∈ A, where Va is called the domain of a,
3. V = {Va : a ∈ A}.
Furthermore, we assume that A = ASt ∪ AF l , where ASt is the set of stable
attributes, and AF l is the set of flexible attributes. By stable attributes, we refer
to the attributes that we have no control over; their values cannot be changed by
the user of our system. An example of a stable attribute is the age of the patient.
On the other hand, values of flexible attributes can be influenced and changed;
an example of a flexible attribute is the patient’s prescribed medications.
An atomic action set is an expression that defines a change of state for
a distinct attribute. For example, (a, a1 → a2 ) is an atomic action set which
defines a change of the value of the attribute a from a1 to a2 , where a1 , a2 ∈ Va .
In the case when there is no change, we omit the right arrow sign, so for example,
(b, b1 ) means that the value of attribute b remained b1 , where b1 ∈ Vb .
Action sets are defined as the smallest collection of sets such that:
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1. If t is an atomic action set, then t is an action set.
2. If t1 , t2 are action sets and ” ∧ ” is a 2-argument functor called composition,
then t1 ∧ t2 is a candidate action set.
3. If t is a candidate action set and for any two atomic action sets (a, a1 →
a2 ), (b, b1 → b2 ) contained in t we have a 6= b, then t is an action set.
The domain of an action set t is the set of attributes of all the atomic action
sets contained in t. For example, t = (a, a1 → a2 ) ∧ (b, b1 ) is an action set that
consists of two atomic action sets, namely (a, a1 → a2 ) and (b, b1 ). Therefore,
the domain of t is {a, b}.
Action rules are expressions that take the following form: r = [t1 ⇒ t2 ], where
t1 , t2 are action sets. The interpretation of the action rule r is that by applying
the action set t1 , we would get, as a result, the changes of states in action set
t2 . We also assume that Dom(t1 ) ∪ Dom(t2 ) ⊆ A, and Dom(t1 ) ∩ Dom(t2 ) = φ.
For example, r = [[(a, a1 → a2 ) ∧ (b, b2 )] ⇒ (d, d1 → d2 )] means that by
changing the state of attribute a from a1 to a2 , and by keeping the state of
attribute b as b2 , we would observe a change in attribute d from the state d1 to
d2 , where d is commonly referred to as the decision attribute.
Standard interpretation Ns of action sets in S is defined as follows:
1. If (a, a1 → a2 ) is an atomic action set, then
Ns ((a, a1 → a2 )) = [{x ∈ X : a(x) = a1 }, {x ∈ X : a(x) = a2 }].
2. If t1 = (a, a1 → a2 ) ∧ t and Ns (t) = [Y1 , Y2 ], then
Ns (t1 ) = [Y1 ∩ {x ∈ X : a(x) = a1 }, Y2 ∩ {x ∈ X : a(x) = a2 }].
Let us define [Y1 , Y2 ] ∩ [Z1 , Z2 ] as [Y1 ∩ Z1 , Y2 ∩ Z2 ] and assume that Ns (t1 ) =
[Y1 , Y2 ] and Ns (t2 ) = [Z1 , Z2 ]. Then, Ns (t1 ∧ t2 ) = Ns (t1 ) ∩ Ns (t2 ).
If t is an action set and Ns (t) = [Y1 , Y2 ], then the support of t in S is defined
as supp(t) = min{card(Y1 ), card(Y2 )}.
Let r = [t1 ⇒ t2 ] be an action rule, supp(t1 ) > 0, Ns (t1 ) = [Y1 , Y2 ], and
Ns (t2 ) = [Z1 , Z2 ]. Support supp(r) and confidence conf(r) of r are defined as:
supp(r) = min{card(Y1 ∩ Z1 ), card(Y2 ∩ Z2 )} ,
 


card(Y2 ∩ Z2 )
card(Y1 ∩ Z1 )
∗
.
conf (r) =
card(Y1 )
card(Y2 )
2.2

Action Rules Extraction

To extract action rules, we use the algorithm described in [4]. The algorithm
starts with constructing all possible action sets that have occurred more than
a pre-defined number, called the minimum support. Then, in accordance to our
desired change in value of the decision attribute, action rules are formed.
Let ta be an action set, where Ns (ta ) = [Y1 , Y2 ] and a ∈ A. We say that ta
is a frequent action set [4] if card(Y1 ) ≥ λ1 and card(Y2 ) ≥ λ1 , where λ1 is the
minimum support. Another way of interpreting the frequent action sets would be
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that all frequent action sets have support greater than or equal to the minimum
support λ1 . By specifying λ1 , we make sure that the extracted action rules have
support greater than or equal to the minimum support λ1 .
Starting from the atomic action set, we generate all frequent atomic action
sets, which we will call k-element frequent action sets, where k = 1 in the case
of atomic action sets. Then we iteratively undertake the following two steps:
1. Merging Step: Merge pairs (t1 , t2 ) of k-element action sets into all (k + 1)element candidate action sets.
2. Pruning Step: Delete all candidate action sets that are either not action
sets, or that have support less than the minimum support λ1 .
We keep iterating these steps until no new frequent action sets are generated.
From the final set of frequent action sets, we can construct action rules that
are guaranteed to have support greater than or equal to λ1 .
For example, from the frequent action set t1 = (a, a1 → a2 ) ∧ (d, d1 → d2 ),
we can generate the two following action rules:
1. r1 = [(a, a1 → a2 ) ⇒ (d, d1 → d2 )].
2. r2 = [(d, d1 → d2 ) ⇒ (a, a1 → a2 )].
where both r1 and r2 have support greater than or equal to the minimum support λ1 . However, we will only be interested in specific changes in the decision
attribute, e.g. in changing the decision attribute d from state d1 to d2 . Therefore,
we will only consider r2 .
Last step is to further filter the desired action rules based on their confidence,
where we only consider action rules with confidence greater than or equal to a
pre-defined minimum confidence λ2 .
2.3

Temporal Constraint

In this section, we will start with a brief description of our medical dataset,
then we will illustrate the modifications applied to our action rules extraction
algorithm, while communicating the rationale behind it.
Our dataset is of temporal type and it contains information about patients’
visits to the Children’s Memorial Health Institute in Warsaw, Poland. The number of visits for each patient is ranging from 2 to 11. Patients are seen as objects
represented in our dataset by minimum two and maximum eleven instances.
In a typical scenario of action rules extraction, we have no additional information about instances in a dataset besides values of their attributes. However,
in the case of our medical dataset, we also assume that:
1. For each instance, we have a unique patient ID, which is utilized to extract
object-driven action rules, a term we will define in Subsection 2.4.
2. We also know that the visits are ordered for each patient, so for example,
the (y)th visit for a specific patient, where y > 1, has occurred immediately
after the (y − 1)th visit; this information will allow us to add an ordered
pairing restriction which we will call the temporal constraint.
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The strategy of action rules construction, presented in the previous section,
will be slightly modified to take into account the temporal nature of our dataset.
This way, we believe, more refined action rules will be built leading to their higher
accuracy and better generalization property.
Temporal Constraint: Here, we make the assumption that the only valid
change of attribute value, is the change that happens between two instances of
the same object. Accordingly, the standard interpretation NsT C that complies
with the temporal constraint of an action set in S = (X, A, V ) is redefined as
follows:
1. If (a, a1 → a2 ) is an atomic action set, then
NsT C ((a, a1 → a2 )) = [{x1 ∈ X : a(x1 ) = a1 }, {x2 ∈ X : a(x2 ) = a2 }] ,
where ∀ x1 ∃ x2 such that instance x2 is after x1 .
2. If t1 = (a, a1 → a2 ) ∧ t and NsT C (t) = [Y1 , Y2 ], then
NsT C (t1 ) = [Y1 ∩ {x1 ∈ X : a(x1 ) = a1 }, Y2 ∩ {x2 ∈ X : a(x2 ) = a2 }] ,
where ∀ x1 ∃ x2 such that instance x2 is after x1 .
The definition of support of an action set and the definitions of support and
confidence of an action rule are all the same as in the previous subsection.
2.4

Object-driven Action Rules

Let O be the set of object ID’s which instances belong to X. We define objectdriven action rules to be rules that are extracted from a subsystem Sp =
(Xp , A, V ) of S, where Xp contains all instances in X of the object p, p ∈ O.
Table 1. Information System S. Each one of the two employees was observed four
different times

x0
x1
x2
x3
x4
x5
x6
x7

ObjectID
1
1
1
1
2
2
2
2

Observation
1
2
3
4
1
2
3
4

Loyalty
High
High
Low
Low
High
High
Low
Low

Income
High
High
Medium
Medium
Medium
Medium
Low
Low

Children
More than 3
More than 3
More than 3
More than 3
Less than or
Less than or
Less than or
Less than or

equal
equal
equal
equal

to
to
to
to

3
3
3
3

Here we provide an example to demonstrate the advantages of object-driven
action rules extraction, using the information system S shown in Table 1. As a
company, we are interested in extracting action rules that change the state of
attribute Loyalty from Low to High. We have two objects with 4 instances each.
Two action rules will be extracted from the system:
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1. r1 = [[(Income, Low → M edium) ∧ (Children, ≤ 3)] ⇒ (Loyalty, Low →
High)]; conf (r1 ) = 100%.
2. r2 = [[(Income, M edium → High) ∧ (Children, > 3)] ⇒ (Loyalty, Low →
High)]; conf (r2 ) = 100%.
Now let us assume that the attribute Children is missing in S. The following
action rules will be extracted:
1. ℘1 = [(Income, Low → M edium) ⇒ (Loyalty, Low → High)];
conf (℘1 ) = 50%.
2. ℘2 = [(Income, Low → High) ⇒ (Loyalty, Low → High)];
conf (℘2 ) = 100%.
3. ℘3 = (Income, M edium) ⇒ (Loyalty, Low → High);
conf (℘3 ) = 25%.
4. ℘4 = [(Income, M edium → High) ⇒ (Loyalty, Low → High)];
conf (℘4 ) = 50%.
We can observe that the rules ℘1 , ℘4 are weaker than r1 , r2 and also the
condition and decision part in both rules ℘2 and ℘3 are referring to different
objects, so we should not consider them valid. By using object-driven action
rules extraction, we would not get ℘2 and ℘3 .
Coming back to the action sets, we define the pth standard interpretation
Ns(p) , where p is the object’s unique ID, of action sets in S = (X, A, V ) as
follows:
1. If (a, a1 → a2 ) is an atomic action set, then
Ns(p) ((a, a1 → a2 )) = [{x ∈ Xp : a(x) = a1 }, {x ∈ Xp : a(x) = a2 }] ,
where Xp is the set of all instances of the pth object.
2. If t1 = (a, a1 → a2 ) ∧ t and Ns(p) (t) = [Y1 , Y2 ], then
Ns(p) (t1 ) = [Y1 ∩ {x ∈ Xp : a(x) = a1 }, Y2 ∩ {x ∈ Xp : a(x) = a2 }] ,
where Xp is the set of all instances of the pth object.
Following both the definition of the Temporal Constraint standard interpretation NsT C and the pth standard interpretation Ns(p) , it becomes apparent
that the definition of the pth standard interpretation that complies with the
TC
Temporal Constraint, Ns(p)
, where p is the object’s unique ID, of action sets in
S = (X, A, V ) can be defined as follows:
1. If (a, a1 → a2 ) is an atomic action set, then
TC
((a, a1 → a2 )) = [{x1 ∈ Xp : a(x1 ) = a1 }, {x2 ∈ Xp : a(x2 ) = a2 }] ,
Ns(p)

where ∀ x1 ∃ x2 such that x2 is after x1 , and Xp is the set of all instances for
the pth object.

109

Object-driven Action Rules for Hypernasality Treatment
TC
2. If t1 = (a, a1 → a2 ) ∧ t and Ns(p)
(t) = [Y1 , Y2 ], then
TC
Ns(p)
(t1 ) = [Y1 ∩ {x1 ∈ Xp : a(x1 ) = aa }, Y2 ∩ {x2 ∈ Xp : a(x2 ) = a2 }] ,

where ∀ x1 ∃ x2 such that x2 is after x1 , and Xp is the set of all instances for
the pth object.
TC
If t is an action set and Ns(p)
(t) = {Y1 , Y2 }, then the support of t in S is
TC
defined as: suppp (t) = min{card(Y1 ), card(Y2 )}.
TC
TC
Let r = [t1 ⇒ t2 ] be an action rule, where Ns(p)
(t1 ) = [Y1 , Y2 ], Ns(p)
(t2 ) =

[Z1 , Z2 ]. The pth support suppTp C (r) and the pth confidence conf Tp C (r) of r are
defined as follows:
suppTp C (r)=min{card(Y1 ∩ Z1 ), card(Y2 ∩ Z2 )},
 


card(Y2 ∩ Z2 )
card(Y1 ∩ Z1 )
·
.
conf Tp C (r) =
card(Y1 )
card(Y2 )
Now, after all objects-driven action rules are extracted and their pth support
and pth confidence are computed for each p ∈ O, we then calculate their total support suppTOC (r) (called support) and total confidence conf TOC (r) (called
confidence) following the definitions below:
X
suppTOC (r) =
suppTp C (r),
p∈0

conf

TC
O (r)

=

X
p∈0

3

!
suppTp C (r) · conf Tp C (r)
.
suppTOC (r)

Experimental Data: Hypernasality Data Set

Distortions of the velopharyngeal closure, resulting in speech hypernasality or
hyponasality, may cause speech disorders in children [2]. The patient’s nasopharynx disorders have been examined in the Children’s Memorial Health Institute in
Warsaw for many years. The gathered data also include general information on
the patient’s condition if it can be of importance, e.g. cerebral palsy, neurology,
or myopathy. This way a reach collection of complex data describing hypernasality was gathered, in close cooperation with one of the co-authors, Prof. Ryszard
Gubrynowicz, who is a speech scientist and expert in this area; the data were
collected when he was working in the Children’s Memorial Health Institute.
3.1

Velum Malfunction in Children

Hypernasality can be examined by means of Czermak’s mirror test of nasal
air escape, see Figure 1. The child is asked to repeat several times a syllable
composed of a plosive consonant and an open vowel, e.g. /pa/-/pa/-/pa/, and
the sizes of the fogging circles appearing on the mirror are rated on 4–point
scale, from 0 (no hypernasality) to 3 (most severe hypernasality). Therefore,
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Czermak 0 s mirror test was used as a decision attribute in the nasality data set.
All attributes, representing various medical conditions in the examined children,
are listed in Table 2. More explanations about these attributes are given below.

Fig. 1. Czermak’s mirror fogging test, rating the degree of the patient’s nasal air escape
on a 4-point scale: none = 0; small = 1, medium = 2, large = 3 [2].

Each patient was examined several times. Personal data were recorded (first
name and last name, sex), and for each examination the age of the child was
marked. Personal data were removed before further processing, so they are not
present in our table. During each visit, the articulation of selected vowels and
consonants was recorded, and the recording date was marked (recording date
attribute). The data stored in columns marked as diagnosis and diagnosis2
describe patient’s condition related to nasality; only one diagnosis is stored in
each of these columns, so diagnosis2 represents additional diagnosis, if there is
more than one. The following diagnoses are described in these columns: R - cleft,
RP - cleft palate, OR - after cleft palate surgery, WKP - congenital short velum,
NO - hypernasality, NZ - hyponasality, BR - no diagnosis, PRP - submucous
cleft palate, AT - after tonsillectomy, DKP - quite short palate, RJ - cleft uvula,
III - hypertrophy of adenoids and possibly palatine tonsils, MP - hypertrophy
of palatine tonsils, MPDz - cerebral palsy, AD - after adenotomy, ADT - after
adenotonsillectomy, UK - larynx after injury/trauma, NS - hypoacusis, ORM retarded speech development, NEU - neurology, ONR - after neurological surgery.
If NO (hypernasality) is diagnosed and marked in the column diagnosis, it
represents the most severe case of hypernasality. The numbers 0–3 in diagnosis2
refer to sleep apnoea, i.e. temporary cessation of respiration during sleep. 0 means
no apnoea, 3 - very often. Sleep apnoea is also represented as a separate attribute,
but the values assessed for the same patient may differ significantly, so they were
kept in both columns. Generally, physicians may differ in their opinions, this is
why we must be prepared to deal with some inconsistencies in the data. More of
diagnostic details are given in the column comments, but these comments are
not taken into account in the current version of our action rule software.
Other physical conditions recorded in the database include hypertrophy of
adenoids and possibly palatine tonsils, and motility of the soft palate, represented
as tonsils and motility attributes. The assessment of the patient’s recorded
speech is represented in the following attributes: yeaoui (vowels /I, e, a, o, u, i/
- a sequence of short vowel sounds spoken in isolation), i − long (long vowel /i/
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Table 2. Attributes in the Hypernasality Data Set. Expansions of acronyms are given
in the text, see Section 3.1.
Attribute
age
sex
recording date
diagnosis
comments
diagnosis2
sleep apnoea
tonsils

Description
Age [years, months]
Sex {M, F}
Recording Date [yyyy.mm.dd]
Diagnosis {AD, ADT, AT, BR, III, myopathy, MPDz,
NEU, NO, ONR, OR, ORM, RJ, RP, UK, WKP}
Comments, details of the diagnosis
Diagnosis {0, 1, 2, 3, DKP, RJ, WKP}
Sleep apnoea {0, 1, 2, 3}
Hypertrophy of adenoids and possibly palatine tonsils
{0, 1, 2, 3}

Czermak0 s mirror test
- decision attribute
Mirror-fogging test {0, 1, 2, 3}
yeaoui
Measure of nasalization for vowels /I, e, a, o, u, i/
[0, 100]
i − long
Measure of nasalization for vowel /i/-long [0, 100]
bdg
Measure of nasalization for high pressure consonants
/b, d, g/ [0, 100]
motility
Motility of the soft palate [0, 12]
difference level F 1 − F 2 The difference level of 1st & 2nd formant measured
for /i/-long [-14, 26]

- vowel of sustained phonation), and bdg (high pressure consonants /b, d, g/);
SAMPA coding of phonetic alphabet is used [8]. These attributes describe the
measure of nasalization (coefficient of nasalization), calculated from the analysis
of mouth and nose signals (separately recorded), as the ratio of the nose signal
level to the sum of the level of the nose and mouth signals for the phonemes
indicated in each attribute. difference level F 1 − F 2 describes the vocal tract’s
first 2 resonances as the difference level of the 1st and the 2nd formant, measured
for /i/-long.
The best diagnosis we are interested in is when the parameters’ values are in
normal ranges. Our decision attribute is Czermak’s mirror test, so its values are
most important in our research. The most desired value of our decision attribute
is when it is equal to 0. The diagnosis is worse when Czermak’s test value
equals 2, next worse case is when Czermak’s test value equals 3, and this is the
most severe case. The lower the Czermak’s test value, the better the diagnosis
is. Therefore, we are interested in action rules indicating how to decrease the
Czermak’s test value. The goal of our system if to find actions rules suggesting
how to move the diagnosis to less severe category of hypernasality.
The purpose of action rules is to provide hints referring to doctor’s intervention, by showing how values of certain attributes need to be changed (through
various medical procedures, according to the physician’s order), so the patient’s
condition will get improved.
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4

Application of Object-driven Action Rules to
Hypernasality Data

In addition to the stored attributes shown in Table 2, eight new attributes were
derived. For each two visits of a given patient, we calculated the difference and
rate of change for yeaoui, i - long, bdg, and motility as follows:
1. The difference of values of these attributes for these 2 visits is calculated,
thus constituting the following new attributes: yeaoui1 , i1 − long, bdg1 , and
motility1 . For example, the value of bdg1 can be equal to the value of bdg
for the (k + 1)th visit minus the value for the k th visit (but the visits do not
have to be consecutive).
2. The rate of change a2 for these 2 visits is defined as:


a1
a2 = arctan
age difference in months
where a1 is the difference of values of the attribute a for these 2 visits.
After calculating the derived attributes, we used the Rough Set Exploration
System [1] to discretize our real attributes wrt. our decision attribute. Next, our
object-driven action rule discovery system was applied to the discretized data.
Our decision attribute Czermak 0 s mirror test was not discretized. Moreover,
when a physician could not decide between two neighboring Czermak’s test values, then intermediate value was assigned. Therefore, the decision values are {0,
0.5, 1, 1.5, 2, 2.5, 3}.

5

Results and Discussion

Using the attributes described in Table 2, along with 8 new attributes described
above, our object-driven action rules extraction system found a number of rules.
Few samples are given below.
Rule 1. r1 = [(tonsils, 0) ∧ (i – long, ≥ 9.5) ∧ (i2 – long, ≥ 5.5 → < 5.5)] ⇒
(Czermak’s mirror test, 2 → 1.5); supp(r1 ) = 2, conf (r1 ) = 66.7%.
Rule 1 means that if our patient has no hypertrophied adenoids nor palatine
tonsils (value 0), and i – long (nasalization for /i/-long) is more than 9.5, then
decreasing the rate of change of i – long (i2 – long) from more than or equal to
5.5, to less than 5.5, would improve patient’s Czermak’s mirror test from 2 to
1.5.
Rule 2. r2 = [(tonsils, 1) ∧ (i – long, ≥ 9.5) ∧ (i2 – long, ≥ 5.5 → < 5.5)] ⇒
(Czermak’s mirror test, 2 → 1.5); supp(r2 ) = 2, conf (r2 ) = 66.7%.
Rule 2 means that if our patient has a bit hypertrophied adenoids and possibly palatine tonsils (value 1), and i – long is more than 9.5, then decreasing
the rate of change of i – long (i2 – long) from more than or equal to 5.5, to less
than 5.5, would improve patients Czermak’s mirror test from 2 to 1.5.
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Rule 3. r3 = (i – long, ≥ 9.5 → [2.5, 7.5)) ⇒ (Czermak’s mirror test, 1 →
.5); supp(r3 ) = 2, conf (r3 ) = 66.7%.
Rule 3 means that if we decrease the value of i – long from greater than 9.5 to
[2.5, 7.5), we would improve the patient’s Czermak’s mirror test from 1 to .5. Decreasing of i – long, i.e. the decrease of nasalization for /i/-long can be achieved,
to some extend, through speech therapy, or (eventually) surgically through a
nasopharynx surgery, moving posterior pharyngeal wall forward, towards soft
palate. However, none of the examined patients underwent this surgery.
These rules suggest decreasing adenoids and possibly palatine tonsils, and
decreasing the nasalization coefficient for /i/-long. This confirms the importance
of these attributes, which was expected, but not so obvious in the case of i – long.
However, decreasing adenoids and possibly palatine tonsils causes only slight
change of the Czermak’s test, and this is also a confirmation for physicians that
surgery might not be particularly beneficiary for patients. Adenoids and tonsils
tend to regrow after surgery; at the same time, hypernasality can be treated,
to some extent, through speech therapy aiming at decreasing nasalization for
/i/-long.
Another interesting observation in our resulted action rules is that we may
desire different transitions for the same attribute, depending on the current value
of the Czermak’s mirror test. For example, if our patient’s Czermak’s mirror test
is 2, we would want for i – long to stay greater than 9.5 while changing i2 – long.
However, if our patient’s Czermak’s mirror test is 1, we would want to decrease
the value of i – long from greater than 9.5 to [2.5 7.5).
Rule 4. r4 = [(tonsils, < 2) ∧ (i2 – long, < 5.5) ∧ (motility, [4.5, 5.5)) ∧
(i – long, [1.5, 2.5) → < 1.5)] ⇒ (Czermak’s mirror test, 0.5 → 0); supp(r4 ) =
3, conf (r4 ) = 60%.
Rule 5. r5 = [(tonsils, < 2) ∧ (bdg1 , < 6.5) ∧ (motility, [4.5, 5.5)) ∧ (i – long,
[1.5, 2.5) → < 1.5)] ⇒ (Czermak’s mirror test, 0.5 → 0); supp(r5 ) = 3, conf (r5 )
= 60%.
The above rules mean that very slight hypernasality might be completely
removed by decreasing the nasalization coefficient for /i/-long, provided the indicated accompanying conditions are fulfilled.
Rule 6. r6 = [(sleep apnoea, < 2 → > 2) ∧ (bdg, > 8.5 → [6.5, 8.5)] ⇒
(Czermak’s mirror test, 1.5 → 0); supp(r6 ) = 2, conf (r6 ) = 100%.
This rule is interesting because it shows that worsening of sleep apnoea (along
with decreasing the nasality of /bdg/) suppresses light-medium hypernasality.
Rule 7. r7 = [(tonsils, < 2) ∧ (motility, < 3.5 → [4.5, 5.5)) ∧ (difference level
F 1 − F 2, [5.5, 6.5) → < 4.5)] ⇒ (Czermak’s mirror test, 1.5 → 0); supp(r7 ) =
2, conf (r7 ) = 100%.
Rules 6 and 7 are remarkable because their confidence is 100%, and they
both induce a significant shift in Czermak’s test, from 1.5 to 0, i.e. curing lightmedium hypernasality completely, through procedures increasing the motility of
the soft palate, and decreasing the difference for the first two formants of the
vocal tract for /i/-long.

114

Hajja, Wieczorkowska, Raś, and Gubrynowicz

6

Summary and Conclusions

We presented a new object-driven action rules extraction strategy for temporal
datasets based on extraction of rules for each object separately and then summing the obtained results. Its application to hypernasality along with a number
of action rules generated by our system is presented. Our ultimate goal is to
build a recommender system for treatment of nasality-related speech disorders
in children with a collection of object-driven action rules as its kernel.
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Abstract. Sequential pattern mining is an approach to extract correlations among temporal data. Many different methods were proposed to
either enumerate sequences of set valued data (i.e., itemsets) or sequences
containing multidimensional items. However, in many real-world scenarios, data sequences are described as events of both multi-dimensional
and set valued informations. These rich heterogeneous descriptions cannot be exploited by traditional approaches. For example, in healthcare
domain, hospitalizations are defined as sequences of multi-dimensional
attributes (e.g. Hospital or Diagnosis) associated with sets of medical
procedures (e.g. { Radiography, Appendectomy }). In this paper we propose a new approach called MMISP (Mining Multi-dimensional-Itemset
Sequential Patterns) to extract patterns from sequences including both
multi-dimensional and set valued data. The novelties of the proposal
lies in: (i) the way in which the data can be efficiently compressed; (ii)
the ability to reuse a state-of-the-art sequential pattern mining algorithm and (iii) the extraction of new kind of patterns. We introduce as a
case-study, experiments on real data aggregated from a regional healthcare system and we point out the usefulness of the extracted patterns.
Additional experiments on synthetic data highlights the efficiency and
scalability of our approach.
Keywords: Sequential Patterns, Multi-dimensional Sequential Patterns,
Data Mining

1

Introduction

Data warehouses are constituting a large source of informations that are used
and exploited to extract useful knowledge for expert analysis and decision makers [3]. In temporal data warehouses, every bit of information is associated with
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a timeline describing a total order over events. This particular ordering introduces more complexity to the extraction process and more precisely to mining
processes that enumerate patterns that encompass interesting transient events.
Many efficient approaches were developed to mine these patterns (i.e., sequential
patterns) like PrefixSpan [5], SPADE [12], SPAM [1], PSP [4], DISC [2], PAID
[10], FAST [8]. However, all these techniques and algorithms, without any exception, focus solely on sequences of set valued data (i.e., itemsets) and contrast
with real-world data that have multiple dimensions. To overcome this problem,
Pinto et al. [6] introduced the notion of multi-dimensionality in sequences and
proposed an efficient algorithm. Later works, like Zhang et al. [13] or Yu et al.
[11] extended the initial Pinto’s approach for different scenarios and use-cases.
While in set valued approaches the events are represented by itemsets, in multidimensional temporal databases the events are defined over a fixed schema in
which all the attributes are mandatory in the extracted patterns. Furthermore,
and this is particularly true in the data warehouse environment, background
knowledge is usually available and can be represented as a hierarchy over the
values of the attributes. Following this logic, Plantevit et al. introduced M3SP
[7], an efficient algorithm that is able to incorporate different dimensions and
their ordering (organization) in the sequential pattern mining process. The benefit of this approach is to extract patterns with the most appropriate level of
granularity. Still, this idyllic representation of uniform data is very uncommon in
real-world applications where heterogeneity is usually elevated to a foundational
concept. In this study, we focus on extracting knowledge from medical data
warehouse representing information about patients in different hospitals. The
successive hospitalizations of a patient can be expressed as a sequence of multidimensional attributes associated with a set of medical procedures. Our goal is
to be able to extract patterns that express patients stays along with combinations of procedures over time. This type of pattern is very useful to healthcare
professionals to better understand the global behavior of patients over time.
Unfortunately this full richness and complexity of the data cannot be exploited
by any of the traditional sequential pattern mining techniques. In this paper,
we propose a new approach to extract patterns from sequences which include
multi-dimensional and set valued data at the same time. In addition, the proposed approach incorporates background knowledge in the form of hierarchies
over attributes.
The remainder of this paper is organized as follows, Section 2 introduces the
problem statement as well as a running example. The method for extracting
multi-dimensional-itemset frequent patterns is described in Section 3. Section
4 presents experimental results from both quantitative and qualitative point of
views and Section 5 concludes the paper.

2

Problem Statement

In this section we list some preliminary definitions needed to formalize and
present our problem. First of all, we introduce a motivating example from a
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real data set related to the PMSI (Program of medical information systems).
This French nationwide information system describes hospital activities from
both economical and medical points of view. In this system, each hospitalization
is related to the recording of administrative, demographical and medical data.
Patients
Trajectories
P1
h((U HP aris , C1 ), {p1 , p2 }), ((U HP aris , C1 ), {p1 }), ((GHLyon , R1 ), {p2 })i
P2
h((U HP aris , C1 ), {p1 }), ((U HP aris , C1 ), {p1 , p2 }), ((GHLyon , R1 ), {p2 })i
P3
h((U HP aris , C1 ), {p1 , p2 }), ((GHLyon , R1 ), {p2 })i
P4
h((U HP aris , C1 ), {p2 }), ((U HP aris , R2 ), {p3 }), ((GHLyon , R2 ), {p2 })i

Table 1. An example of a database of patient trajectories

Let SDB be a database of multi-dimensional-itemset data sequences. Table 1
illustrates such a database.
Definition 1. (Dimensions and specialization down(d)) A dimension (D, 6) is
a partially ordered set. For a given d in D, down(d) (resp. up(d)) denotes the
set of all specializations {x ∈ D|x 6 d} (resp. generalizations {x ∈ D|d 6 x}) of
d.
Example 1. Figure 1 shows two hierarchical taxonomies characterizing both the
hospital and diagnosis dimensions. For hospital dimension, U HP aris ∈ down(U H)
as U HP aris is a direct descendant of U H.
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Fig. 1. Hospital and diagnoses taxonomies

By taking into account taxonomies, we define a multi-dimensional component
as follows:
Definition 2. (Multi-dimensional component) Given a dimension (D, 6), a multidimensional component over D, denoted (mdc, 6mdc ), is a tuple (d1 , ..., dm )
where di ∈ D, i = 1, · · · , m. For two given multidimensional components mdc =
(d1 , ..., dm ) and mdc0 = (d01 , ..., d0m ), mdc0 6mdc mdc denotes that mdc0 is more
specific than mdc, if for every i = 1, ..., m, d0i ∈ down(di ).
Example 2. Let (U HP aris , Lung Cancer) and (U H, Cancer) be two multidimensional components. (U HP aris , Lung Cancer) 6mdc (UH, Cancer) because
U HP aris ∈ down(U H) and Lung Cancer ∈down( Cancer).
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Definition 3. (Event) An event e = ((d1 , ..., dm ), {p1 , ..., pn }) is a pair including a multidimensional component and an associated itemset. Given two events
0
0
0
0
e = ((d1 , ..., dm ), {p1 , ..., pn }) and e0 = ((d1 , ..., dm ), {p1 , ..., pn0 }), e is included
0
0
in e0 , denoted by e ⊆e e0 , if and only if (d1 , ..., dm ) 6mdc (d1 , ..., dm ) and
0
0
{p1 , ..., pn } ⊆ {p1 , ..., pn0 }.
Example 3. e = ((U H, Tdisease ), {p1 , p2 , p3 }) is an event, where (U H, Tdisease ) is
a multidimensional component with two dimensions representing hospital and
diagnosis. {p1 , p2 , p3 } denotes the set of medical procedures. An event e0 =
((U HP aris , C1 ), {p1 , p2 }) is included in e, e0 ⊆e e, because (U HP aris , C1 ) 6mdc
(U H, Tdisease ) and {p1 , p2 } ⊆ {p1 , p2 , p3 }.
A multi-dimensional-itemset data sequence is composed of events.
Definition 4. (Multi-dimensional-itemset Sequence) A multi-dimensional-itemset
sequence s =< e1 , e2 , ..., el > is an ordered list of events ei . Given two Multidimensional-itemset Sequences s =< e1 , e2 , ..., el > and s0 =< e01 , e02 , ..., e0l0 >, s
is included in s0 , denoted by s ⊆s s0 , if there exist indices 1 ≤ i1 < i2 < ... <
il ≤ l0 such that ej ⊆e e0ij for all j = 1 . . . l and l 6 l0 .
Example 4. The sequence s = h((U HP aris , Cancer), {p1 , p2 }), ((GHLyon , R1 ),
{p2 })i is a sequence of two events. It expresses the fact that a patient was admitted to the University Hospital of Paris U HP aris for a cancer disease Cancer
and underwent procedures p1 and p2 , then he went to the General Hospital of
Lyon GHLyon for pneumonitis R1 and underwent procedure p2 . A sequence s =
h((U HP aris , C1 ), {p1 })i is included in s, s0 ⊆s s, because ((U HP aris , C1 ), {p1 }) ⊆e
((U HP aris , Cancer), {p1 , p2 }).
Definition 5. (Patient Trajectory) A patient trajectory is defined as a multidimensional-itemset sequence.
Example 5. In Table 1, the sequence s = h((U HP aris , C1 ), {p1 , p2 }), ((U HP aris , C1 ),
{p1 }), ((GHLyon , R1 ), {p2 })i represents the trajectory for the patient P1 .
Let supp(s) be the number of sequences that includes s in SDB . Furthermore
σ be a minimum support threshold specified by the end-user.
Definition 6. (Most Specific Frequent Sequence) Let s be multi-dimensionalitemset sequences, we can say that, s is the most specific frequent sequences in
SDB , if and onl if: supp(s) ≥ σ and @s0 ∈ SDB , where supp(s) = supp(s0 ) and
s0 ⊆s s.
Problem 1. The problem of mining multi-dimensional-itemset sequences is to
extract the set of all most specific frequent sequences in SDB such as supp(s) ≥ σ.
By using the taxonomies we can extract more or less general or specific patterns
and overcome problems of excessive granularity and low support.
Example 6. Let σ = 0.75 (i.e. a sequence is frequent if it appears at least three
times in SDB ). The sequence s1 = h(U HP aris , C1 ), {p1 , p2 }), ((GHLyon , R1 ), {p2 }i
is frequent. s2 = h(U H, Cancer), {p1 , p2 }), ((GH, Respiratory), {p2 }}i is also
frequent. Nevertheless, s2 is not kept since it is too general compared to s1 .
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3

Mining Multi-dimensional-Itemset Sequential Patterns

In this section, we present the MMISP (Mining Multi-dimensional-Itemset Sequential Patterns) algorithm for extracting multi-dimensional-Itemset sequential
patterns with different levels of granularity over each dimension. MMISP follows
a bottom-up approach by first focusing on extracting mdc that can exist at different level of granularity, then it considers the itemset part of the events and
compute the support of every item is SDB . After these two steps, frequent multidimensional components and frequent items are combined to generate events. In
the final step, the frequent events are mapped to a new representation and a
standard sequential mining algorithm is applied to enumerate multi-dimensional
itemset sequential patterns.
In the next subections, we provide the details of each step of our work and
discuss the different challenges.
3.1

Generating Multi-dimensional Components

MMISP starts by processing the multi-dimensional components of the sequences.
Basically it considers three types of dimensions: a temporal dimension Dt , a set
of analysis dimensions DA and a set of reference dimensions DR . MMISP splits
SDB into blocks according to reference dimension DR . Then, MMISP sorts each
block according to the temporal dimension Dt . The tuples of multi-dimensional
component appearing in an event are defined w.r.t. analysis dimensions DA .
The support of the multi-dimensional component is computed according to dimensions of DR . It is the ratio of the number of blocks supporting the multidimensional component over the total number of blocks. This a classic way of
partitioning the database and was introduced in [7].

Date
1
2
3

Date
1
2
3

Hospital Diagnosis
U HP aris
C1
U HP aris
C1
GHLyon
R1
Block: P atient1

Hospital Diagnosis
U HP aris
C1
U HP aris
C1
GHLyon
R1

Block: P atient2
Date Hospital Diagnosis
1 U HP aris
C1
2 U HP aris
R2
3 GHLyon
R2

Date Hospital Diagnosis
1 U HP aris
C1
2 GHLyon
R1
Block: P atient3

Block: P atient4

Fig. 2. Block partition of the database according to DR ={Patient}

Example 7. In our example, H (hospitals) and D (diseases) are the analysis
dimensions, Date is the temporal dimension, and P (patients) is the reference
dimension. By using P (patients) to split the dataset, we obtain four blocks
defined by P atient1 , P atient2 , P atient3 and P atient4 as shown in Figure 2.
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Following this partitioning step, MMISP generates all the frequent multidimensional components. Firstly, we generate the most general multi-dimensional
component, that is (T1 , ..., Tm ). In our running example, we have two dimensions (hospital and disease), so the most general multi-dimensional component
is (Thospital , Tdisease ). Then, our approach generates all multi-dimensional components of the form (T1 , ...Ti−1 , di , Ti+1 , ..., Tm ) where di ∈ down(Ti ). We
take only the frequent multi-dimensional component which has support greater
than σ. In our running example and for σ = 75% (3 blocks from 4), we have
four new frequent multidimensional components: (U H, Tdisease ), (GH, Tdisease ),
(Thospital , Respiratory) and (Thospital , Cancer).
We continue the recursive generation of the new multidimensional components by using each previously generated frequent multidimensional component (a). This is done with a pivot method that identifies an integer z which
is the position of the last dimension in a and is not top T . For example if
a=(U H, TDisease ), z is the first dimension (hospital) because the value for the
hospital dimension (UH) and the second dimension (disease) has the value
Tdisease .
For each dimension dk in a, where k ∈ [z, m], we replace dk with one of its
specialization from the set down(dk ). For example, if a=(U H, TDisease ), we have
z =1 and we can generate four new mdcs : {(U HP aris , TDisease ), (U HN ancy , TDisease ),
(U H, Respiratory), (U H, Cancer)}. The first and the second multidimensional
components are generated by replacing U H by down(U H) = {U HP aris , U HN ancy },
the third and the forth multidimensional components are generated by replacing
TDisease by down(TDisease ) = {Respiratory, Cancer}.
We select only the frequent multidimensional components. For our previously example with σ = 75%, {(U HP aris , TDisease ), (U H, Cancer)} are the new
frequent multidimensional components generated by (U H, TDisease ).
Finally, from all frequent multi-dimensional components generated, we select
only the most specific multi-dimensional component.
Definition 7. (Most Specific Multi-dimensional Component) Let a be multidimensional component, we can say that, a is the most specific multi-dimensional
component, if and only if @ a0 multi-dimensional component, where supp(a) =
supp(a0 ) and a0 6mdc a.
Frequent multi-dimensional component
(U HP aris ,C1 )
(GHLyon ,R1 )

Table 2. The most specific frequent multi-dimensional components

Example 8. Fiqure 3 illustrates the mechanism work of generation all frequent
multi-dimensional components on our running example with σ = 0.75. We can
notice that the most specific components are (U HP aris ,C1 ) and (GHLyon ,R1 ).
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Fig. 3. Frequent multi-dimensional components generation

3.2

Generating Frequent Itemset

In this step, MMISP focuses on the itemset part of the sequences. Basically, this
step aims at extracting the set of all items that are frequent in a sequence of
length 1. Let us remind that usually, in level-wise approaches, either itemsetextension or sequence-extension can be considered. For example, if we have a
sequence s1 = h{1, 2, 3}i, then s2 = h{1, 2, 3}{4}i is a sequence-extended sequence of s1 and s3 = h{1, 2, 3, 4}i is an itemset-extended sequence of s1 . In our
context focusing on sequence of length 1 we will only consider itemset-extension.
Such an operation can be easily done by using any standard sequential pattern
algorithm.
Patients Sequences of procedures
P1
h{p1 , p2 }{p1 }{p2 }i
P2
h{p1 }{p1 , p2 }{p2 }i
P3
h{p1 , p2 }{p2 }i
P4
h{p2 }{p3 }{p2 }i

Frequent Itemset Candidates
{p1 }
{p2 }
{p1 , p2 }
The frequent itemset

Sequences of procedures

Fig. 4. The frequent itemset generated

Example 9. Figure 4 shows the sequence of medical procedures for patients and
the frequent itemset candidates for σ = 0.75.
3.3

Generating Frequent Events

Generating frequent events is achieved by combining frequent multi-dimensional
components with frequent itemsets. This task is achieved by building a prefix
tree such that the first level in this tree is composed of the frequent multidimensional components and the second level is composed the frequent itemsets. More
precisely, each branch in the tree represents an event. Then a scan is performed
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over the database to prune irrelevant events from the tree. For example, Figure
5 illustrates the tree before and after pruning infrequent events for σ = 0.75.
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Fig. 5. An example of the tree for generating frequent events before and after the
pruning

3.4

Extracting Frequent Multi-dimensional Itemset Patterns

Frequent sequences can then be mined by using any standard sequential pattern
mining algorithm. As these algorithms require that the dataset to be mined is
composed of pairs in the form (id, seq), where id is a sequence identifier and seq
is a sequence of itemsets, we transform the initial dataset as follows:
– Each branch in the combination tree after pruning is assigned a unique id
which will be used during the mining operation. This is illustrated in Table
3.
– Each block (patient) is assigned a unique id of the form Pi .
– Every block b is transformed into a pair (Pi , S(pi )), where S(Pi ) is built according to the date and the content of the blocks. The final result is reported
in Table 4.
A standard sequence mining algorithm can be applied on the transformed database.

event-id
Frequent Event
e1
(U HP aris ,C1 ), {p1 }
e2
(U HP aris ,C1 ), {p2}
e3
(U HP aris ,C1 ), {p1 , p2 }
e4
(GHLyon ,R1 ), {p2}

id
Sequence data
P1 h{e1 , e2 , e3 }{e1 }{e4 }i
P2 h{e1 }{e1 , e2 , e3 }{e4 }i
P3
h{e1 , e2 , e3 }{e4 }i
P4
h{e2 }i

Table 3. Identification each branch (Event) in T

Table 4. Transformed database

Then, the extraction of frequent sequences can be carried out. With σ = 0.75,
the pattern h{e3 }{e2 }i is frequent. This sequence transforms to h((U HP aris , C1 ),
{p1 , p2 }), ((GHLyon , R1 ), {p2 })i by using the identification in Table 3.
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4

Experiments

We conduct experiments on both real and synthetic datasets. The algorithms
is implemented in Java and the experiments are carried out on a MacBook
Pro with a 2.5GHz Intel Core i5, 4GB of RAM Memory running OS X 10.6.8.
The extraction of sequential patterns is based on the public implementation of
CloSpan algorithm [9]. We use the implementation supplied by the IlliMine6
toolkit.
In order to assess the effectiveness of our approach, we run several experiments on the PMSI dataset. This database includes the following informations:
Patients (id, gender . . . ), Stays (id, hospital, principal diagnosis, . . . ) and Medical Procedures (id, date,. . . ). Our dataset contains 486 patients suffering from
lung cancer and living in the eastern region of France. The average length of data
sequences is 27. The data is encoded using controlled vocabularies. In particular,
diagnoses are encoded with the International Classification of Diseases (ICD10)7 .
This classification is used as an input taxonomy for MMISP. The ICD10 can be
seen as a tree with two levels. As illustrated in Figure 6, 3-characters codes such
as C34 (Lung cancer) have specializations: C340 is cancer of the main bronchus,
C341 is cancer of upper lobe etc.
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K214	
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Z451	
   Z452	
  

ICD	
  10	
  

Fig. 6. Examples of taxonomies used in multilevel sequential pattern mining

Patients
Trajectories
P1
h((C341, 750712184), {ZBQK002}), ((Z452, 580780138), {ZZQK002}), . . .i
P2
h((C770, 100000017), {ZBQK002}), ((C770, 210780581), {ZZQK002, Y Y Y Y 030}), . . .i
P3
h((H259, 210780110), {Y Y Y Y 030}), ((H259, 210780110), {ZZQK002}), . . .i
P4
h((R91, 210780136), {Y Y Y Y 030}), ((C07, 210780136), {ZBQK002}), . . .i

Table 5. Care trajectories of 4 patients

Table 5 is an example of care trajectories described over two dimensions
(diagnosis, hospital ID) coupled with a set of medical procedures. For example
(C341, 750712184), {ZBQK002} represents the stay of a patient in the Univer6
7

http://illimine.cs.uiuc.edu/
http://apps.who.int/classifications/apps/icd/icd10online/
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sity Hospital of Dijon (coded as 210780581) treated for a lung cancer (C341),
where the patient underwent chest radiography (coded as ZBQK002).
The experiments are designed to extract some multi-dimensional sequential
patterns for helping the medical experts to describe some healthcare patients
trajectories. For this experiment the support value is set to 15 (i.e. σ = 0.03).
MMISP generates 121 different patients trajectories. Table 6 shows some patients
trajectories obtained by our approach. Pattern 2 can be interpreted as follows:
42% of patients have a hospitalization in the University Hospital of Dijon for
a lung cancer (210780581,C341), where they underwent supplement procedures
(coded as YYYY030) for passing the chest radiography (coded as ZBQK002).
Then, the same patients go to any university hospital for doing chemotherapy
(CHU/CHR,Z511), where they underwent only the chest radiography (coded as
ZBQK002).

id Support
Trajectory Patterns
1
70%
h((CH, Z515), {ZBQK002, Y Y Y Y 030})i
2
42%
h((210780581, C341), {ZBQK002, Y Y Y Y 030}), ((CHU/CHR, Z511), {ZBQK002})i
3
38% h((210780581, Z511), {ZBQK002, Y Y Y Y 030}), ((210780581, Z511), {ZBQK002, Y Y Y Y 030})i

Table 6. Some healthcare patients trajectories obtained by MMISP
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Fig. 7. Running Time (left) and Number of extracted pattern (right) obtained by
MMISP with varying in the number of dimension

In the second experiments, we study the scalability of our approach. We
consider the number of extracted patterns and the running time with respect to
two different parameters, the number of the dimension in the multidimensional
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components and the average length of the itemsets in the data sequences. The
first batch of synthetic data generated contains 10 000 sequences defined over (2,
3, 4 and 5) analysis’ dimensions. Each sequence contains 30 events and each event
is described, in average, by 15 items in the itemset. Hierarchical relations are
defined over 5 levels of granularity between elements of each analysis dimension.
Figure 7 reports the results according to different values of support threshold for
different number of analysis dimension in multidimensional component. We can
notice that the running time increases for each newly added analysis dimension.
The second batch of synthetic data generated contains 10 000 sequences with
varying number of items 5, 10, 15 and 20. The sequences in the four generated
data sets have an average cardinality of 30 events,by 3 analysis dimensions.
Hierarchical relations are defined over 5 levels of granularity between elements
of each analysis dimension. Figure 8 reports the results according to different
values of support threshold for different lengths of itemsets.
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Fig. 8. Running Time (left) and Number of extracted pattern (right) obtained by
MMISP with varying itemsets’ cardinalities

5

Conclusion

In this paper, we propose a new approach to mine multi-dimensional itemset
sequential patterns. Our approach is able to capture knowledge from dataset
represented over both multi-dimensional component and itemsets. We provide
formal definitions and propose a new algorithm MMISP to mine this new kind
of pattern. We conduct experiments on both real and synthetic datasets. The
method was applied on real-world data where the problem was to mine healthcare
patients trajectories. According to medical experts, new patterns are easier to
understand.
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Abstract. Link discovery is a task of Data Mining aiming at discovering
hidden and/or indirect relationships among objects. The task seems to
be attractive when applied to network structures due to the characteristic of the networks to model complex and heterogeneous relationships
among objects. Even more challenging is the time-varying nature exhibited by several real world networks which anyway seems to not be taken
into account in the existing works, where nodes and relationships among
nodes are considered unchangeable. In this paper, we consider dynamic
networks in order to determine links which can relate nodes across time
and which therefore can have been developed during the evolution of the
network. The approach is grounded on the main topological changes exhibited by the network over time and proceeds in two steps: identification
of the main changes with a technique to discover emerging patterns and
determination of the links with a technique to join emerging patterns.
Experiments on real data prove the viability of the proposal.

1

Introduction

Link mining (or discovery) is a Data Mining task which enables the discovery
of knowledge on the existence of relationships among objects [4]. Link mining is
motivated by the spread of data sources storing interrelated objects which are
naturally represented in the form of networks. Networks have become ubiquitous
in several social, economical and scientific fields ranging from the Internet to
social sciences, biology, epidemiology, geography and many others.
In the link mining problem, relationships can be either described or predicted,
for this reason, link mining comprises either descriptive or predictive data mining
approaches. Solutions to this task have been designed mainly through the integration of graph-based techniques which boil down the problem of link mining
into the problem of describing/determining edges or sequences of edges (paths)
which link nodes of interest. For instance, in [5], the problem is explored in
the specific fields of genomics and proteomics and the purpose is to generate
significant hypotheses of biological relationships from biological static networks.
However, these approaches traditionally assume that the networks are static
and unchangeable, namely the structures and properties of a network do not vary
over time. This assumption seems to be too restrictive in real world scenarios
where networks can be actually dynamic and exhibit changes especially when
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modeling real-world phenomena which evolve over time. For example, in social
networks user profiles may appear and disappear or may be involved over time
in different relations with other users. So, nodes and edges of the networks may
appear and disappear over time and also assume different values or labels.
Most of algorithms proposed in the literature for the analysis of dynamic
networks converges basically on three research lines: detection of communities
over time, characterization of the evolution of the networks, and prediction of
nodes/edges of the networks. Sun et al. [6] propose a technique to discover communities and detect changes in dynamic graphs that is represented as matrix
and encoding schemes. The evolution of time-varying graphs is investigated in
[1] with a frequent graph-based pattern approach. The representation of the
time-evolving graphs as a sequence of cumulative graphs enables the discovery
of rules able to characterize the evolution of the network considering the topological changes. In the problem of prediction, techniques for the determination
of links are quite recent. For instance, in [7] the authors present a probabilistic
method able to rank nodes of the network on the basis of their probability to
be involved in future links. However, the solutions of link prediction address the
problem of discovering information on the links only at a specific time point of
its evolution of the network (typically the time point next to the last observed).
In this paper, we tackle a different task whose goal is to identify the links
which can be created during the evolution of the network over time. This task
is purely descriptive and allows the user to discover evolution chains, that is,
sequences of patterns which slightly change from one time period to another
time period. Patterns represent frequent topological regularities of the network.
The task studied in this work is different from studies reported in the literature since it origins from three reasonable assumptions. The first assumption is
that analyzing the network at the level of single time-points can turn out to be
not very significant and not very interesting with respect to the overall dynamics of the network, while the most interesting aspects to be analyzed should be
identified at the level of periods of time where significant changes are expected
and statistically more significant conclusions can be drawn. The second assumption lies in the possibility that nodes and edges of the network, observed in a
time-period, can be somehow related to nodes and edges observed in previous
time-periods. The third assumption concerns the possibility that the network exhibits the alternation between conservative periods, where we can observe mild
changes, and periods with strong variability, where changes can be sudden.
Methodologically, in our approach, links are discovered through a process
which explores the network over consecutive time-periods. For each time-period,
it extracts frequent patterns which express regularities topological of the network. Indeed, not all the frequent patterns are taken, but only those which
are considered to be “emerging”, that is, patterns whose frequency significantly
changes between the considered time-period and the previous one. As a timeperiod is analyzed, the extracted patterns from that period are joined incrementally with the sequence of patterns generated in the previous time-periods in
order to discover evolution chains. Each evolution chain is a sequence of pat-
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terns, where each pattern is associated with a time-period and the “similarity”
between a pattern and the pattern associated with the previous time period is
maximized. This is addressed to characterize the evolution of the networks and
mine links which connect nodes of the network during its evolution.
The paper is organized as follows. In the section 2 we define formally the
problem of link mining. The proposed computational solution is reported in the
section 3. Experiments on real data and evaluation of the discovered evolution
chains are reported in 4 Finally, conclusions in the section 5 close the work.

2

Problem Formulation

Before formally defining the link mining problem we intend to solve, some definitions are necessary. Let D : {D1 , D2 . . . Di . . . Dn } be a sequence of time-ordered
observations of the network. At each time-point ti , the network is described by
means of the pair Di =(Ni ,Ei ) which corresponds to the sets of the nodes and
edges of the network, where Ni ⊆ N , Ei ⊆ E, and N , E are the sets of the
nodes and the edges observed in {t1 . . . tn }, respectively. A triple (n1 , n2 , e) denotes that the edge e connects two nodes n1 , n2 (n1 , n2 ∈ N , e ∈ E). We call
period ρ in {t1 . . . tn } a sequence of consecutive time-points {ti . . . tj } (t1 ≤ ti ,
tj ≤ tn ). Two periods ρh and ρh+1 are consecutive if ∃j such that ρh ={ti . . . tj },
ρh+1 ={tj+1 . . . tk }. Crucial to this work are the following definitions:
Definition 1. Given a time period ρh = {ti . . . tj }, we define a frequent pattern
Pρh as a set of triples Pρh = {(np0 , nq0 , ep0 ,q0 ), . . . , (nr0 , ns0 , er0 s0 )} such that all
the triples in Pρh occur together in {ti , . . . , tj } with relative frequency greater
than a user defined threshold minSupp.
Definition 2. Given a node X ∈ N , an evolution chain LX is a sequence of
frequent patterns hPρh , Pρh+1 , . . . , Pρh+v i where X belongs to some triple in Pρh
and ρh , ρh+1 , . . . , ρh+v are consecutive periods. Moreover, Pρi differs from Pρi−1
in at most one triple.
Intuitively, the fact that Pρi differs from Pρi−1 in at most one triple guarantees
that we are considering the evolution on the co-presence of triples of the network.
According to the notation introduced so far, the problem we intend to solve
can be formalized as follows:
Given: the set of time-stamped observations of the network D : {D1 , D2 , . . . , Dn };
δρ the width of the periods ρ1 , ρh+1 , . . . , ρm ; a node X ∈ N , Find: the set of
evolution chains LX = {LX }
A computational solution to this problem is described in the following.

3

Link Mining

The proposed approach implements two algorithms which proceed as described
in the following. The former extracts from the network statistically relevant
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topological changes in the form of emerging patterns, while the latter incrementally joins the extracted patterns in order to form, through the periods,
evolution chains. The identification of the periods is performed by means of
an equal-width discretization technique which partitions the observations D :
{D1 , D2 . . . Di . . . Dn } in a set ρ1 , ρh+1 , . . . , ρm of consecutive periods of width
equal to δρ . The two algorithms are described in the following.
3.1

Emerging Patterns to Represent Dynamic Networks

Emerging patterns (EPs)[2] are a particular kind of frequent patterns (FPs) and
are used to characterize a partition of the data with respect to other partitions. In
our context, EPs are used to characterize the network in a time-period with the
respect to the previous time-period. This allows us to detect topological changes
in the network. More formally, the main property of EPs is that their support
(relative frequency) significantly changes from one partition to another one. In
our case, we consider the patterns whose support significantly changes from one
time-period to the previous time period. The larger the difference on the support
of a pattern, the more interesting the pattern. Changes in pattern frequency are
estimated in terms of growth rate, which is a frequency ratio computed as the
ratio GRρi (P ) = suppρi (P )/suppρi−1 (P ), where suppρi (P ) is the support of P
in ρi and suppρi−1 (P ) is the support of P in the previous time-period ρi−1 .
Algorithmically, EPs are discovered by evaluating the FPs generated in the
period ρi against those FPs generated in the previous period ρi−1 . In our implementation, EPs are generated with an algorithmic solution which exploits the
well-known FP-tree structure which compactly stores the data and guarantees
computational performance during the generation and evaluation of patterns [3].
Here, the FP-tree is used to store the frequent patterns extracted in the period
ρi−1 and discover the EPs in ρi with respect to ρi−1 . To discover EPs in ρi ,
each FP is searched among the FPs in ρi−1 and, in the case it is found, the
growth-rate is evaluated against a minimal threshold minGR: it is considered
emerging if its support in ρi is greater than the support that it has in ρi−1 of a
factor equal to minGR. A concrete example is reported in the following.
Consider the set of FPs P1 : h(n1 , n2 , e12 ), (n3 , n4 , e34 ), (n1 , n3 , n13 ), (n2 , n5 , e25 ),
(n1 , n5 , e15 )i, P2 : h(n1 , n3 , n13 ), (n3 , n4 , e34 ), (n1 , n2 , e12 ), (n3 , n5 , e35 ), (n2 , n5 , e25 )i,
P3 : h(n1 , n2 , n12 ), (n3 , n5 , e35 )i, from the period ρi−1 . As indicated in [3], a table (Header table) containing the frequent triples (items) in descending order of
support can be created from that set. The FP-tree is then built time-point by
time-point in ρi−1 , from the first time-point to the last one (Figure 1).
To identify the EPs, each FP from ρi is evaluated with respect to the FPtree created with the FPs discovered in the previous period ρi−1 . For instance,
consider the pattern P : h(n1 , n3 , e13 ), (n3 , n5 , e35 ), (n2 , n5 , e25 )i discovered in ρi
as pattern to be matched with FP-tree created with the patterns in ρi−1 . We
consider the triple of P which in the Header table has the lowest support, namely
(n2 , n5 , e25 ) (circle A in Figure 1b) and, with its pointer, we start the visit of
the FP-tree (circle B). Each branch is explored in order to match the triples
of P : h(n1 , n3 , e13 ), (n3 , n5 , e35 ), (n2 , n5 , e25 )i against the triples of the nodes of
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(a)

(b)

Fig. 1. (a) FPtrees construction. (b) Extraction of Emerging Patterns.

the branch. This matching operation is performed bottom-up (from circle B to
circle D). In case the root cannot be reached, the matching operation fails and
the pointer to the stored triple indicates the next branch to explore (circles E,
F). Since the triples of the patterns are added in decreasing order, the support
of P in ρi−1 is obtained as the number of the occurrences associated to the last
triple, namely the lower node of the FP-tree in the path that reaches the root.
Obviously, the process of extracting FP-tree in each time-period ρi is not
repeated more than once and the FP-tree extracted at the time-period ρi is then
used to evaluate EPs at the time-period ρi+1 .
3.2

Discovering Evolution Chains as Incremental Join of EPs

In order to formally define the problem of discovering evolution chains, some
preliminary definitions have to be introduced. Let SN : N × N → R be a
function that returns a real value for each pair of nodes. Likewise for the edges,
SE : E ×E → R. These two functions can be considered as similarity measures between nodes and edges and are here considered as background knowledge for the
investigated problem. Their availability is a quite reasonable assumption since
in real-world networks we can easily define notions of similarity on nodes and
edges. In particular, they can naturally model similarity among types of edges or
similarity between types of nodes in heterogeneous networks (e.g., the similarity between the edges which, in the social networks, correspond to “friendship”,
“membership to the same group” can be 0.9).
Considering the notions introduced so far, the problem of mining links in a
dynamic network can be so formulated:
Given: the set of sets of EPs P mined in ρ1 , . . . , ρm ; SN , SE two similarity
measures on N and E respectively; σN and σE two minimum threshold for SN
and SE respectively; a node X ∈ N Find: the set of evolution chains LX .
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The approach proceeds by exploring the search spaces of EPs and incrementally joining the EPs in adjacent periods: since EPs denote particular occurrences
of nodes and edges in a period, joining EPs has as result the generation of paths
which express evolutions in the dynamic network.
The intuition behind the solution here proposed is that dynamic networks
actually exhibit changes in some aspects while keep others unchanged, especially
between adjacent periods. We use that intuition by considering as valid links
those which connect both unchanged and changed aspects of the network. This
means that, by keeping in mind that we consider EPs which represent changes
in the frequencies, we are able to model evolutions in the data. The proposed
solution joins EPs in adjacent periods (ρi−1 , ρi ) only if they have the same
length (v triples) and differ for at most one triple: v − 1 triples would represent
the unchanged part of the network while the two different triples (one for each
EP) would denote the changed part.
In case more than one candidates for joining are available, we exploit the notion of similarity for nodes and edges and, in particular, we join the candidate for
which the new triple is “enough” similar to the removed one. Similarity is the average pairwise similarity between the nodes and the edges (computed according
to SN and SE ). Indeed, in real-world dynamic networks, we do not expect drastic
changes in adjacent periods but rather mild changes which could be originated
from slight variations on topological aspects. The integration of the similarity
measures SN , SE allows us also to prevent the generation of meaningless and
noise evolution chains.
In order to build chains and, at the same time, guarantee the completeness of
the results, the approach adopts two mechanisms of space search: backtracking,
which, by starting from chains discovered at the previous time-period, explores
backward the EPs of the previous periods in order to identify alternative chains,
and skipping, which analyzes forward the EPs when a new time period is considered. In this case, the algorithm considers the possibility which EPs could be
not joined with those extracted in adjacent periods.
This inability to join EPs in adjacent periods could be due to different factors:
low similarity of nodes and edges, inadequateness of the EPs to the join operation
and statistical parameters of EPs which not exceed the minimal thresholds.
The algorithmic description is illustrated in Algorithms 1, 2 of which we report an explanatory example in the following (Figure 2). Consider ρ1 , ρ2 , ρ3 as
periods, two similarity measures SN , SE which produce the values of similarity reported in Figure 2a, the input node X as n11 and the thresholds σN =σE =σ=0.25.
The first operation (lines 3-16, Algorithm 1) is the search of X in the first period
as possible in which X occurs in the triples of EP s. The search starts from the
EP s in ρ1 and proceeds through the emerging patterns of the other periods until
to found out n11 . In the example, X is found in the EPs of the period ρ1 and
among them (candidates) we select the EP with minimum length and maximum
growth rate (lines 13-14): in Figure 2b, that is EP1 . This selection criteria is justified with fact that the monotonicity property of the support guarantees that
the shorter length the more frequent pattern and better that pattern represents

133

Algorithm 1 Discovering Evolution Chains
input: P, SN , SE , σN , σE , minGR, X ∈ N
output: LX
2: f ound := f alse; h := 1; candidates :=
3: while not f ound do
4:
for all EP ∈ EPh do
5:
if contains(X, EP ) then
6:
candidates ← EP
7:
f ound := true
8:
end if
9:
end for
10:
if candidates ==
then
11:
h++
12:
else
13:
selected ←
arg min
length(EP )

1:

14:
15:
16:
17:
18:
19:
20:
21:
22:
23:
24:
25:

selected ←

EP ∈candidates

arg max

EP ∈selected

Growth Rate(EP )

end if
end while
i := h + 1
push(ρ stack, i)
mark(selected)
push(EP stack, selected)
while EP stack <>
do
LX ← F W join(ρ stack, EP stack, P, SN , SE , σN , σE , minGR, LX )
pop(EP stack)
pop(ρ stack)
end while

the network. Moreover, the selection by growth rate allows us to consider EPs
which better represent the changes in the network between the previous period
and the current one (circles A,B in Figure 2b). When X is found out in the first
period of the network ρ1 , as in the current example, we have no one EPs, so the
EP is selected as FP by length and support. Information on the selected EPs
are stored in two stack structures (lines 18,20) which will be used to explore the
EPs over time in forward and backward direction and, finally, compose the final
chains: in the example, EP1 is stored in EP stack. The search forward proceeds
by joining the EP found out in the previous period with those of the next periods (line 2-3 Algorithm 2). The operation is performed first by selecting the EPs
with the length equal to that of the selected EP and then checking, for each
pair (selected, candidate), which their triples are identical except only one (line
5-7) as previously described. In the case no one such EP is found out the process
skips the current period ρi and continue the search to the next period (line 22).
In the example, we have EP3 , EP4 (discovered in ρ2 ) which are identified as
selected by triples (line 7) which can be joined with EP1 (selected EP ) given
that they differ for only one triple (respectively, circles C,D on the arrows toward
EP3 and circles E,F on the arrows toward EP4 ). The emerging pattern, which
will be joined with EP1 , it is selected from EP3 and EP4 by using the similarity measures and the growth rate values (lines 9,12). The measures SN , SE are
used to determine the similarity of the pairs of patterns EP1 , EP3 and EP1 , EP4
through the similarity of nodes and edges in the different triples between EP1
and EP3 , and between EP1 , EP4 . The similarity value between two patterns is
obtained as the mean of the similarity of the nodes and edges between the two
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Algorithm 2 Incremental Forward Join of EPs (F W join)
input: ρ stack, EP stack, P, SN , SE , σN , σE , minGR
output: LX
2: i := pop(ρ stack)
3: selected EP := pop(EP stack)
4: while i ≤ m do
5:
candidates ← EP s in ρi
6:
candidates ← select by length(candidates, selected EP )
7:
candidates ← select by triples(candidates, selected EP )
8:
candidates ← remove marked(candidates)
9:
candidates ← select by similarity(candidates, selected EP, SN , SE , σN , σE )
10:
for all EP ∈ candidates do
11:
if i < m then
12:
candidate :=
arg max
Growth Rate(EP )

1:

EP ∈candidates

13:
14:
15:
16:
17:
18:
19:
20:
21:
22:
23:

push(ρ stack, i)
mark(candidate)
push(EP stack, candidate)
LX ← LX ∪ concatenate(LX , selected EP, {candidate})
else
candidates ← select by minGR(candidates, minGR)
LX ← LX ∪ concatenate(LX , selected EP, candidates)
end if
end for
i++;
end while

different triples: in the example, we have 0.45 for EP1 , EP3 and 0.3 for EP1 , EP4
(Figure 2a). Then, these values are considered and ordered if they exceed the
minimal thresholds (line 9): in this example, both values exceed the value of
the thresholds, which in this case is σ=0.25. The decision on the pattern to be
selected is obtained by the growth rate value (line 12): in Figure 2a, EP3 and
EP4 exceed the threshold minGR =4 and have the same values whereas EP3 is
preferred for its higher value of similarity. The pattern EP3 is stored (lines 1315) and considered to perform next join operations given that i = 2, m = 3. The
process continues at the line 11 where the examined period is ρ3 . Statements
at the lines 5-15 are performed as previously illustrated. So, the EPs in ρ3 are
checked by length and similarity with EP3 and possible joins are tested with
EP5 and EP6 which differ from EP3 for only one triple, namely the edge at the
circle G (EP5 ) and the node and edge at the circles H, I (EP6 ). The similarity
values of the triples are respectively 0.8(EP5 ) and 0.3(EP6 ) and both exceed the
threshold σ. However, since ρ3 is the last period to be examined (i = m = 3), all
EPs in select by similarity which meet the condition of minimum growth rate
are considered (lines 9,18): these EPs will used to complete the chain created
with the join between the previously selected EPs, namely of EP1 and EP3 .
Once reached the last period (ρm ) the backtracking mechanism is adopted: the
process resumes from the Algorithm 1 where the last stored EP (EP3 in ρ2 in
Figure 2b) is removed (line 23-24, Algorithm 1) and the EPs of the period ρ1 are
newly explored: there we consider the possibility to join EP1 with the EPs in ρ2
without evaluating the EPs already included in the previously created chains,
namely those marked (line 14 in Algorithm 2, line 19 in Algorithm 1). In the
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(a)

(b)
Fig. 2. Incremental join of EPs: an example.

example, possible joins are checked between EP1 and EP4 , and then between
EP4 and EP5 , EP6 .

4

Experiments

In order to prove the viability of the proposed approach, we performed experiments on a real world dataset. It is a social political dynamic network derived
from the news reports concerning the relationships among nations and worldwide organizations: social and political relationships correspond to the edges of
the network while nations and world-wide organizations are the nodes. The network is collected under the study KEDS (Kansas Event Data System)1 . In this
case the application of the approach aims at building an explanatory model able
to identify particular connections which can have established among nations over
time and track the change of the social and political relations among them.
Dataset Description. The dataset includes 123821 triples collected during April 1979 to December 2009 (D) and the time-points are in the format
year/month/day. The set of nodes N amounts to 228 while the edges E are
20, more precisely 20 names of social and political relations reported in natural language. The similarity measure SE is obtained by pairs of relations as
the semantic similarity applied to their names. The values of SE ranges in [0;1]
and are computed by means of ”Measures of Semantic Relatedness tools”2 . The
similarity measure SN is fixed to 0.5 for all pairs of nodes.
Experimental Setup. Experiments are performed to test the influence of
the input parameters on the final evolution chains. Moreover, we define a quantitative measure in order to conduct an objective evaluation of the discovered
1
2

http://web.ku.edu/keds/data.html
http://cwl-projects.cogsci.rpi.edu/msr/
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evolution chains. Such a measure estimates the rarity of the information expressed in each chain and it is intended as the uniqueness of the patterns used in
the chain and the values of similarity and growth-rate associated to the patterns.
Formally, rarity is defined as follows:
given the chain L: EP1 ,EP2 ,. . . EPm discovered in the periods ρ1 ,ρ2 ,. . . ρm
and a pre-defined discretization on the values of the growth-rate which produces
the bins [i1 ;s1 ),[i2 ;s2 ),. . .,[ik ;sk ), the rarity is determined as follows:
X

rarityGR (L) = 1 −

rarityGR (EPi )

(1)

EPi ∈EP1 ,EP2 ,...EPm

rarityGR (EPi ) =

#EP s[i;s)
#EP sρi

(2)

where #EP s[i;s) is the number of EPs whose growth-rate is included in the
same bin [i;s) where the growth-rate of EPi of L is included, #EP sρi is the
number of EPs generated in the period when EPi of L is generated. Therefore,
the rarity of a chain ranges in [0;1] where the higher values the rarer the chain
is. Likewise for the similarity.
Results. Results are collected when varying the minimum thresholds σN , σE , minGR
with two different settings of δρ . The thresholds σN , σE are set to the same value
σ. The first node X is set as ”usa” (United States of America) and minSupp=1.5.
Results are illustrated in the tables 1, 2 where we have the number of discovered
chains, average length of the chains as the average of the number of periods
involved in the chains, average of the number of FPs and EPs generated in the
periods involved in the chains and rarity. Each row in Table 1 presents the values averaged on minGR=64, 8, 4, 2, while the values of the rows in Table 2 are
averaged on σ=0.4, 0.25, 0.15, 0.1.
A first consideration can be done on the number and length of the chains in
Table 1: decreasing the minimum similarity leads to have a greater set of chains
and with higher length. Indeed, lower values of σ allow that EPs, with low similarities, are used for the join operation (besides to those with high similarities)
with the result to i)avoid skipping of the remaining periods and ii) continue the
join operation for the chains currently processed. The same motivation applies
also to the sets of FPs and EPs: the number of FPs and EPs tends to grow
because we have to consider EPs with low similarities due to the decrease of σ.
A correlation seems to exist between σ and rarityGR : the higher the value
of similarity threshold the more rare the chain. This allows us to point out a
peculiarity of the approach to reveal a relevant aspect of the network: patterns
of triples, which are dissimilar each other, can participate to create a chain
with relative high uniqueness in terms of frequency (rarityGR ), so chains which
connect two nodes with very dissimilar intermediate triples can be very rare.
The different settings of δρ identify two different widths of the periods ρ1 , ρh+1 , . . . , ρm :
when δρ is 240 we have a smaller set of periods which explains the different orders
of magnitude of avg length, whose tendency, anyway, remains unchanged when
δρ is 120. The wider duration of each period (240) explains also the different
orders of magnitude of #chains, avg FPs, avg EPs: with a larger duration we
collect a greater set of triples, namely observations of the network, which can
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Table 1. Results with different values of σ and δρ .

δρ

120

240

σ
0,4
0,25
0,15
0,1

# chains
1,75
1,75
25,75
52,31

avg length
5,00
5,00
12,16
12,29

avg FPs
168,06
170,35
186,53
179,82

avg EPs
166,66
168,88
185,59
179,82

rarityGR
0,2875
0,2875
0,09028
0,07775

0,4
0,25
0,15
0,1

23,75
24,25
30,5
32

2,96
3,45
4,10
4,39

380,73
977,71
937,74
931,98

351,70
945,55
905,88
900,31

0,09475
0,08875
0,06180
0,06750

Table 2. Results with different values of minGR and δρ .

δρ

120

240

minGR
64
8
4
2

# chains avg length

avg FPs

avg EPs

raritysimilarity

45,8125
14,75
16,75
4,25

9,3725
9,66
9,09
6,325

176,5825
177,67575
177,63
172,87

175,53
176,63
176,58
172,2075

0,846
0,6204
0,4875
0,87387

64
8
4
2

24,25
23,75
23,5
39

3,7725
3,995
3,965
3,165

813,75
704,9425
712,09675
997,365

780,825
673,7375
681,5525
967,325

0,92625
0,91275
0,87325
0,74833

lead to the generation of new patterns, which, in their turn, motivate the lower
orders of magnitude of rarityGR with respect to the case δρ =120.
In Table 2 we can observe the correlation between minGR and the raritysimilarity
and their influence on the final chains. Indeed, low values of growth-rate (obtained when decreasing minGR) lead to consider a greater set of EPs (for the
join operation) which can increase the probability that an higher number of EPs
can fall into the bins of the discretization of raritysimilarity with the final result
to generate less rare chains. As to the width of the period, we can confirm the
observations done for Table 1: higher values of δρ produce different orders of
magnitude for #chains, avg FPs, avg EPs.
Examples of chains are reported below: when σ=0.4, minGR=64, X = ”usa”
only one chain is mined:
{(usa, isr, consult), (igo, pse, consult)}(1979−12−13/1980−04−11) , {(usa, isr, consult), (syr, usa, consult)}(1981−04−10/1981−08−08) ,
{(usa, isr, consult), (isr, usa, appeal)}(1981−08−09/1981−12−07) , {(usa, isr, consult), (isr, usa, consult)}(1984−08−02/1984−11−30) ,
{(igo, isr, appeal), (isr, usa, consult)}(1998−07−02/1998−10−30)

It reports the chain developed from the node ”usa”, observed at the period
1981−04−10/1981−08−08, to the node igo (Intergovernmental organizations),
observed at the period 1998 − 07 − 02/1998 − 10 − 30. Contribution to this connection is provided by the triples of the network which involve the nodes pse, isr
(Palestinian Occupied Territories,Israel). For instance the triple (usa,isr,consult)
(relationship of ”consult” between ”usa” and ”israel”) contributes to the chains
formed with ”usa” and ”igo” in the period 1981 − 08 − 09/1981 − 12 − 07. This
chains has rarityGR =0.22, raritysimilarity =0.706.
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With a lower σ (σ=0.1,minGR=64) we had a greater set of chains, among
which
{(usa, lbn, consult), (lbn, usa, consult)}(1979−12−13
(lbn, usa, consult)}

(1983−04−06 1983−08−04)

{(usa, lbn, fight), (lbn, usa, fight)}

1980−04−11)

{(usa, lbn, express intent to cooperate),

{(usa, lbn, express intent to cooperate), (lbn, usa, f ight)}(1983−08−05

(1983−12−04 1984−04−02)

It reports that the node ”usa”, observed in the triple (usa, lbn, consult) and
co-occurring to the triple (lbn,usa,consult) in (1979-12-13 / 1980-04-11)), establishes with ”lbn” (Lebanon) a relationship which has been evolved across ”consult”, ”express intent to cooperate” and finally ”fight” (rarityGR =0.14, raritysimilarity =0.4).

5

Conclusions

We investigated the task of link mining in a perspective which seems to have
not been considered yet, that of the dynamic networks. The approach allows
to analyze the network as it changes over time and discover links which can
have developed while the network changes. The proposed computational solution
implements a descriptive data mining technique which enables the discovery of
links on the basis of structural changes and frequent topological regularities.
The experiments point out reasonably the applicability and usefulness of the
approach to real-world challenges.
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Abstract. Trajectory data streams are huge amounts of data pertaining
to time and position of moving objects. They are continuously generated
by different sources exploiting a wide variety of technologies (e.g., RFID
tags, GPS, GSM networks). Mining such amount of data is a challenging problem, since the possibility to extract useful information from this
peculiar kind of data is crucial in many application scenarios such as
vehicle traffic management, hand-off in cellular networks, supply chain
management. Moreover, spatial data streams pose interesting challenges
for their proper representation, thus making the mining process harder
than for classical point data. In this paper, we address the problem of
trajectory data streams clustering, that revealed really intriguing as we
deal with a kind of data (trajectories) for which the order of elements is
relevant. We propose a complete framework starting from data preparation task that allows us to make the mining step quite effective. Since
the validation of data mining approaches has to be experimental we performed several tests on real world datasets that confirmed the efficiency
and effectiveness of the proposed technique.

1

Introduction

The trajectory streams clustering challenge. Data Clustering is one of the most
important mining techniques exploited in the knowledge discovery process[4].
Clustering huge amounts of data is a difficult task since the goal is to find a suitable partition in a unsupervised way (i.e. without any prior knowledge) trying
to maximize the similarity of objects belonging to the same cluster and minimizing the similarity among objects in different clusters. Many different clustering techniques have been defined in order to solve the problem from different
perspective, i.e. partition based clustering (e.g. K-means[7]), density based clustering (e.g. DBScan[2]), hierarchical methods (e.g. BIRCH [13]) and grid-based
methods (e.g. STING [12]). Moreover, clustering methods have been exploited
in a wide variety of application scenarios ranging from transactional data, text
documents, XML data, etc. The main problem when clustering data is the high
degree of uncertainty both in the data selection phase and in the definition of
clusters, moreover due to complexity matter some algorithms do not scale-up
very well when the size of the dataset becomes really huge.
Trajectory data streams are intrinsically quite difficult to be analyzed due to
their ordering that makes the clustering task quite complex.
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This work follows our first proposal for trajectory clustering shown in [8, 9].
Although our previous works gave some contribution to the trajectory clustering
goal the techniques previously implemented are quite different since: 1) they are
not designed for dealing with data streams; 2) we exploited an approach based on
trajectory partitioning. We point out that, in this paper we tackle the clustering
problem from a different point of view w.r.t. existing approaches (by ourselves
and the other approaches in literature) both in the clustering definition (we work
on the original trajectories) and the acquisition paradigm (we work on trajectory
streams). The features of the presented approach guarantee more flexibility and
better performances as will be shown in the experimental section.

2

Background

In this paper we tackle the problem of clustering large corpus of trajectory
data streams. While for transactional data a tuple is a collection of features, a
trajectory is an ordered set (i.e., a sequence) of timestamped points. Trajectory
data are usually recorded in a variety of different formats, and they can be drawn
from a continuous domain. We assume a standard format for input trajectories,
as defined next.
Definition 1 (Trajectory). Let P and T denote the set of all possible (spatial)
positions and all timestamps, respectively. A trajectory is defined as a finite
sequence s1 , · · · , sN , where N ≥ 1 and each si is a pair (pi , ti ) where pi ∈ P and
ti ∈ T .
2.1

Data Pre-processing

Trajectory data are usually two dimensional, as mentioned above when a high
accuracy is required we cannot disregard any point. Therefore, there is a need
for a multi-resolution analysis to take into account both the spatial dimensions
in the pre-processing step. We first give some preliminary definition on multiresolution analysis.
Definition 2. Let {Sm } be a set of subspace
of L2 (R) and m
T ∈ Z such that
S
the following hold: 1) Sm ∈ Sm+1 ; 2) j∈Z Sm = L2 (R); 3) j∈Z Sm = ∅; 4)
x(t) ∈ Sm ⇔ x( 2t ∈ Sm−1 ) then {Sm } is a multi-resolution system.
The choice of {Sm } defines the analysis being performed in particular if we
choose orthogonal subspace we have orthogonal multi-resolution analysis. We
exploit here L space since it has a proper norm.
Trajectory data multi-resolution analysis aims at representing each trajectory
being analyzed (and then elaborated using a mathematical transform) using a
reliable set of coefficient. In order to perform this step allowing a perfect (i.e.
lossless) reconstruction of trajectories we adopt the so called Lifting Scheme
approach.
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2.2

Lifting Schemes

An effective approach for multi-resolution analysis is the lifting scheme. It was
originally introduced for filtering signal and due to its intuitive features and
more important because of its ability to exactly reconstruct the original input
sequences it has been widely used also as a support for image compression in
wavelet based systems. Moreover it is well suited as a preprocessing step for non
separable transforms. In order to perform the proper lifting we need to define a
filtering function. A filtering function F , is a function that transform an input
sequence I into an output sequence O according to an optimization function.
Most widely used filters are Least Mean Square, Regression or Kalman filtering.
In our implementation we exploited the Least Mean Square filter since it works by
minimizing the least mean squares of the error signal, i.e. the difference between
the computed and the actual signal. This choice offered best performances in
our experimental setting as will be shown in the experimental section.
Performing lifting steps. Given a filtering function F and a input trajectory
T rx , the trajectory can be split in two subsequences T rxo and T rxe that are
respectively the sequence of odd and even indices. The trajectory lifting is performed by iteratively updating the subsequences with their predicted version
in order to obtain two shorter sequences that are representative of the original
sequence (say it T rx′ ) and the trend sequence (say it T rh ). Obviously, when performing this step some errors could arise (say it T re ). More formally, let P and
U two filtering function exploited for prediction and update, a generic lifting
step works as follows:

– T re (k) = T rxo (k) − P(T rx′ (k));
– T rh (k) = T rxe (k) − U(T rxe (k)).
By iterating the above steps, we obtain a succinct representation of the original trajectory with no loss of information. The proposed lifting scheme will be
used for implementing the non separable transform based clustering described in
next sections, since when the trajectory size becomes unpractical we will reduce
it by a lifting step without decreasing the information quality. Furthermore this
step allow us to make trajectories equal length so the successive transforms will
better compare them without needing any alignment or interpolation operation.
To better clarify the proposed pre-elaboration steps we provide a toy example.
Consider the trajectories depicted in Fig. 1(a) regarding buses movements in the
Athens metropolitan area. Applying the lifting scheme defined above on a sample trajectory will produce the sequence in Fig. 1(b) where the solid (blue) stars
represent the trend sequence, while the empty (red) stars represent the error sequence. It is easy to see that the number of points taken into account after lifting
is really smaller than the original trajectory and this feature is particularly useful when considering (real life) longer trajectories having more complex shapes.
Moreover, lifted trajectories can be updated as new data points arrive: indeed,
incremental computation is a key requirement for streaming algorithms. Fur-
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thermore, we can make the lifted trajectories equally sized in order to enhance
the clustering performances.

(a) Original Data

(b) A lifted trajectory

Fig. 1. Trajectory Lifting Example

3

Exploiting Fourier Transforms for Spatial Quincunx
Lattices based Clustering

In this section we exploit non separable transforms in order to effectively manage two dimensional trajectories. Non separable transforms allow us to consider
the whole trajectory taking into account both dimensions in the computation
thus avoiding any approximation due to mono-dimensional transform composition. We will exploit them in a suitable way in order to catch similarity among
trajectories. The first step to be performed for any mathematical transform is
to define the basis function and the features of the search space where data
reside. After a deep investigation of several trajectory datasets we found that
the best representation for the trajectory search space is a Quincunx Lattice 1 .
Indeed, optimal sampling scheme in the two-dimensional space is the hexagonal
lattice. Unfortunately, hexagonal lattice is quite unwieldy in terms of hardware
and software implementations. An appealing compromise is the quincunx lattice
that is a sublattice of the square lattice. The quincunx lattice has a diamond
tessellation which is closer to optimal hexagon tessellation than square lattice,
and it can be easily generated by down sampling conventional digital images
without any hardware change. Indeed, for this reason, quincunx lattice is widely
adopted in many application dealing with spatial images[14]. Based on the above
mentioned consideration exploiting a quincunx lattice will allow us to represent
compactly and preserving accuracy even trajectories laying close to the edges of
the search space. The first step is the construction of the algebra (details are
not relevant for this paper, more details in [10]) that induces the spatial signal
spectrum defined below:
1

It is always possible to find a basis that allows this representation for the search
space
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– uk = cos( k+1/2
n/2 · π), 0 < k < n/2
– vl = cos( l+1/2
n/2 · π), 0 < l < n/2
p
– wk,l,± = ± 21 (1 + uk ) · (1 + vl )
Once obtained the spatial signal spectrum we can easily define the distance between two trajectories by considering their spectra. We recall that we
assume that each trajectory point is an impulse in the overall signal associated to the trajectory. In particular, given two trajectories T r1 and T r2 and
their spectra Q(T r1 ),Q(T r2 ), we compute their angular distances as dαβ
c =
arccos(u1k ) − arccos(u2k ) and dγδ
=
arccos(v
)
−
arccos(v
).
For
each
pair
1l
2l
c
q
2
2
of wk,l,± we compute the modulo distance as dw = w1k,l,±
− w2k,l,±
. Finally,
we define the overall Quincunx based distance as:
v
u n2
uX
dw (k)2 · cos(µ(dαβ
distQ (T r1 , T r2 ) = t
c ) − µ(dγδ
c ))
k=1

where µ(dαβ
c ) is the average angle distance between each pair of uk and µ(dγδ
c)
is the mean between each pair of vl . The distance so far defined is able to catch
dissimilarity between trajectories since it considers the difference in angular distances between the two trajectories (the cos argument) while taking into account
the overall extension of the spatial signal (the modulo part). This is a crucial
feature since when using trajectory simplification techniques defined in literature
we could lose relevant information about trajectories.
Clustering trajectory streams. We briefly recall the notion of trajectory
cluster.
Definition 3 (Trajectory Cluster). Given a set of trajectories T , a cluster
is a subset C ⊆ T such that the distance between each pair of trajectories in
C is minimum, and the distance between each pair of trajectories T ri ⊆ C and
T rj * C is maximized w.r.t. the chosen metric.
Our algorithm described below is tailored for clustering evolving streams of
trajectories, thus the dataset W being mined is defined as a sliding window
over the continuous stream. W moves forward by a certain amount. Each window W either contains the same number of trajectories (count-based or physical
window), or contains all trajectories arrived in the same period of time (timebased or logical window). The window is maintained by adding the new slide
(δ + ) and dropping the expired one (δ − ). Therefore, the successive instances of
W are referred as W1 , W2 , ·. The number of trajectories that are added to (and
removed from) each window is called its slide size. In this paper, for the purpose
of simplicity, we assume that all slides have the same size, and also each window
consists of the same number of slides. Thus, n = |W | ÷ |S| is the number of
slides (a.k.a. panes) in each window, where |W | denotes the window size and |S|
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Method: IncrementalClusteringMaintenance
Input:
A trajectory stream T .
Output:
A trajectory clustering CT .
Vars:
A new slide Si of the input trajectories;
An expiring slide Sexp of the input trajectories;
A set of lifted trajectories TL
0: CT = ∅
1: For Each New Slide Si
2:
lif t(TL , Si );
3:
CT i = mineN ewCluster(TL );
4:
mergeClusters(CT , CT i
5:
For Each trajectory t ∈ TL
6:
annotate(t);
7: For Each Expiring Slide Sexp
8:
deleteOldestT rajectories(CT );
9:
compactClusters(CT );
Fig. 2. The incremental clustering algorithm

denotes the size of the slides. The incremental clustering algorithm is reported
in Fig. 2.
As a new window slide Si is loaded we compute the lifting of trajectories contained in Si . We compute the clustering of the lifted trajectories (mineN ewCluster)
by running k-means++, a stable k-means improvement that has been proposed
in [1], using a distance-based probabilistic algorithm O(log(k)) that makes it
competitive with optimal clustering and avoid the initial cluster assignment
problem. To keep fresh clusters and to avoid concept drift we merge the existing clusters with the new computed one (mergeClusters) by minimizing distQ
between each pair of trajectories to be merged. More in detail, given the centers
of the candidate clusters we assign the center of the new cluster as the trajectory that minimize the distQ w.r.t previous centers, then we eventually discard
trajectories that are now closer to a different existing cluster than the one being
created. The result of this step is a cluster assignment that is continuously updated, thus it results impervious to the eventual concept drift. After clustering
computation we annotate the trajectories (by their timestamps) in the current
window slide to allow successive delta maintenance (function annotate). Finally,
as a window slide expires we discard the oldest trajectories and re-compact the
clusters that could results loosely compact after trajectory deletions (we perform compactClusters by recomputing cluster centers w.r.t. distQ minimization
as in mereclusters). In this respect, we recompute the clustering including the
new trajectories and assigning new cluster centers (that are carefully chosen by
the clustering algorithm we exploit), this will allow us to take into account the
eventual concept drift. Note that no threshold information are provided by the
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user since the provided distance is a metric thus it preserves the k-means++
features.

4

Experimental Results

In this section, we present the experiments we performed to assess the effectiveness of the proposed approach in clustering trajectories. To this purpose, a
collection of tests is performed, and in each test some relevant groups of homogeneous trajectories (trajectory classes) are considered. The direct result of each
test is a similarity matrix representing the degree of similarity for each pair of
trajectories in the data set. The evaluation of the results relies on some a priori
knowledge about the trajectory classes being used that was obtained by domain
experts or available from the datasets providers.
We set up two classes of experiments: 1) we tested our algorithm (we refer to
it in the following as F ourier2D ) in a static context, i.e. we considered datasets
that can fit in a single window. The comparison in this case is made against
TRACLUS [5] and since TRACLUS is a parametric algorithm we report here the
best parameters assignment we obtained after an accurate tuning and suggested
by the authors in [6]. This set of tests is intended to evaluate the accuracy of the
clustering, and we choose TRACLUS since it is (at the best of our knowledge)
the most accurate system available for static trajectory clustering and 2) we
tested the dynamic streaming performances by tuning the windows size and
measuring the effectiveness and the efficiency against TCMM [6] that is the
most accurate proposal available for clustering trajectory data streams at the
best of our knowledge.
Static Performance Evaluation. We performed several experiments on
a wide variety of real datasets. More in detail we analyzed the following data:
1) School Bus: it is a dataset consisting of 145 trajectories of 2 school buses
collecting (and delivering) students around Athens metropolitan area in Greece
for 108 distinct days; 2) Animals, it is a dataset containing the major habitat
variables derived for radio-telemetry studies of elk, mule deer, and cattle at the
Starkey Experimental Forest and Range in northeastern Oregon2 .
In order to perform a simple quantitative analysis we produce for each test
a similarity matrix, aimed at evaluating the resulting intra-cluster similarities
(i.e., the average of the values computed for trajectories belonging to the same
cluster), and to compare them with the inter-cluster similarities (i.e., the similarity computed by considering only trajectories belonging to different classes). To
this purpose, values inside the matrix can be aggregated according to the cluster
of membership of the related elements: given a set of trajectories belonging to n
prior classes, a similarity matrix S about these trajectories can be summarized
by a n × n matrix CS , where the generic element CS (i, j) represents the average
similarity between cluster i and cluster j.
2

http://www.fs.fed.us/pnw/starkey/data/tables/index.shtml
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P
 x,y∈Ci ,x6=y DIST (x,y) iff i = j
i |×(|Ci |−1)
CS (i, j) = Px∈C|C,y∈C
DIST (x,y)
i
j

otherwise
|Ci |×|Cj |

where DIST (x, y) is the chosen distance metric (T RACLU S metric or the
distQ ).
The above definition is significant since we normalize the different metrics
pertaining to the different approaches, this will allow us to compare performance
in the ideal setting for both approaches.
The higher are the values on the diagonal of the corresponding CS matrix
w.r.t. those outside the diagonal, the higher is the ability of the similarity measure to separate different classes. In the following we report a similarity matrix
for each dataset being considered, as it will be clear the reported results show
that our technique is quite effective for clustering the datasets being considered
and outperforms T RACLU S.
Measuring Effectiveness for School Bus. For this dataset our prior
knowledge is the set of trajectories related to the two school buses that define the two clusters in the dataset. Our algorithm is able to exactly detect the
two clusters. We present the results using the two classes but we point out that
our technique is able to (eventually) further refine the cluster assignment identifying the micro-clusters represented by common sub-trajectories. As it is easy
to see in Fig. 3(a) and (b) F ourier2D outperforms T RACLU S by allowing a
perfect assignment to the proper class to each trajectory.
T RACLU S

F ourier2D
Bus 1
Bus 2

Bus 1

Bus 2

0.9790 0.8528
0.8528 0.9915

Bus 1
Bus 2

(a)
Bus 1

Bus 2

1
0.6250
0.6250
1
(b)

Fig. 3. T RACLU S and F ourier2D similarity matrices for Bus dataset

The presence of several turns made by the buses makes the feature of F ourier2D
well suited for this dataset since it takes into account all the angular values of
the trajectory.
Measuring Effectiveness for Animals. In this case we considered as a
class assignment the different trajectories traversed by elk, mule deer, and cattle.
Also in this case our approach correctly identify the three cluster present in
the dataset. We point out that it is worth studying animal data because the
trajectories are in unrestricted space rather than on well known road network. In
this case there were 3 main classes as it is shown in Fig. 4(a) and (b). Also in this
case F ourier2D outperforms T RACLU S. As we can see, differences among the
various classes are marked with higher precision by F ourier2D . This is mainly
due to the fact that our approach is quite discriminative since it takes into
account both angular and modulo distances in the spectrum of a trajectory.
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F ourier2D

elk

elk
mule deer
cattle

0.9986
0.7759
0.7055

0.7759
0.9889
0.7566

0.7055
0.7566
0.9920

(a)
elk
mule deer cattle

T RACLU S
elk
mule deer
cattle

mule deer cattle

0.9885
0.7439
0.7108

0.7439
0.9899
0.7223

0.7108
0.7223
0.9874

(b)
Fig. 4. T RACLU S and F ourier2D similarity matrices for Animals dataset

Quality Measures Evaluation. Distance minimization is a natural and
widely used norm of similarity, but a devil’s advocate can point out that other
clustering algorithms might not measure their effectiveness in terms of this metric or even the compactness and homogeneity of each cluster around its centroid.
Thus, in this section we will attempt to measure the quality of the clusters produced by F ourier2D using very different criteria inspired by the nearest subclass classifiers that were previously used in a similar role in [11] and [3]. A
first relevant evaluation measure is the error rate of a k-Nearest Neighbor classifier defined on the basis of the similarity measure. For a given trajectory, we
can check whether the dominant class of the k most similar elements allows
to correctly predict the actual class of membership. Thus, the total number of
trajectories correctly predicted can be considered as a measure for evaluating
the effectiveness of the similarity at hand. Formally, the error ek (S) of a kNN
classifier exploiting a similarity matrix S can be defined as
ek (S) =

N
1 X
γk (i)
N i=1

where N is the total number of trajectories, and γk (i) is 0 if the predicted class
of the i-th trajectory coincides with its actual class, and 1 otherwise. This value
will measure the errors made in the cluster computation. Low values of the ek (S)
index correspond to good results.
The above measure can be refined by evaluating the average number of elements, in a range of k elements, having the same class of the trajectory under
consideration. Practically, we define qk as the average percentage of trajectories
in the k-neighborhood of a generic trajectory belonging to the same class of that
trajectory. Formally:
qk (S) =

N
1 X |Nk (i) ∩ Cl (i)|
N i=1 min(k, ni )

where Cl (i) represents the actual class associated with the i-th trajectory in
the dataset, ni = |Cl (i)|, and Nk (i) is the set of k trajectories having the lowest
distances from T ri , according to the similarity measure at hand. In principle, a
Nearest Neighbor classifier exhibits a good performance when qk is high, since
high values of qk indicate a great purity of the clustering. Furthermore, qk provides a measure of the stability of a Nearest-Neighbor: high values of qk make a
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kNN classifier less sensitive to increasing values k of neighbors considered. The
sensitivity of the similarity measure can also be measured by considering, for
a given group of trajectories x, y, z, the probability that x and y belong to the
same class and z belongs to a different class, but z is more similar to x than y
is. We denote this probability by ε(S), which is estimated as

N
1 X
1
ε(S) =
N i=1 (ni − 1)(N − ni )

X

X



δS (i, j, k)

Cl(j)=Cl(i),j6=i Cl(k)6=Cl(i)

where δS is 1 if S(i, j) < S(i, k), and 0 otherwise. Once again, low values of
ǫ(S) denote a good performance of the similarity measure under consideration,
since they indicates a low ambiguity in the clustering.
The quality values obtained by the various techniques are reported in the
following Tables. As in the previous section we first show the Table for Bus
dataset. For measures ek and qk we considered neighborhoods of size 70, i.e. the
actual size of each class in the data set. As it is easy to see the results shown
in Fig. 5 confirm the ones obtained by similarity matrix, thus assessing that for
Bus dataset F ourier2D outperforms T RACLU S.

Fig. 5. Quality indices for our datasets
Bus
ε
ek=70 qk=70
F ourier2D 0.0113 0.0235 0.9965
T RACLU S 0.1811 0.0997 0.9658
Animals
ε
ek=50 qk=50
F ourier2D 0.0792 0.1225 0.8945
T RACLU S 0.1801 0.1887 0.6257

For Animals dataset, measures ek and qk are evaluated considering neighborhoods of size 50, i.e. the actual size of each class in the data set. Again the
results shown in Fig. 5 confirm the ones obtained by similarity matrix, thus
assessing that for Animals dataset F ourier2D still outperforms T RACLU S.
Measuring Performance on Streams. In previous section we assessed
the accuracy of the approach for detecting clusters. In this section we will measure the performances of our algorithm when dealing with stressing trajectory
streams. We report the results obtained for two huge real life datasets: 1) Hurricanes trajectory dataset. It is a dataset containing data about Atlantic hurricanes since 1851, it includes position in latitude and longitude, maximum sustained winds in knots, and central pressure in millibars 3 ; 2) GPS trajectory
dataset collected in (Microsoft Research Asia) GeoLife project [15] by 165 users
in a period of over two years (from April 2007 to August 2009). This dataset recoded a broad range of users outdoor movements, including not only life routines
like go home and go to work but also some entertainments and sports activities,
such as shopping, sightseeing, dining, hiking, and cycling. Therefore, the dataset
allows a severe test for our clustering approach.
3

available at http://weather.unisys.com/hurricane/atlantic/
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We ran several tests varying the window size (|W |) thus using the countbased approach for comparison purposes w.r.t. TCMM. Moreover, in order to
perform a better comparison against TCMM we computed the average SSQ as
described in [6]. In particular, we find for each cluster its centroid and then
compute the SSQ using our distQ in the well known SSQ formula. In Fig. 6(a)
and (b) we report the results for Hurricanes dataset w.r.t. varying window size
expressed in MBytes while times are expressed as seconds, while in Fig. 6(c)
and (d) we report the results obtained for GPS dataset. F ourier2D (the left red
bar) outperforms T CM M (the right green bar) both in terms of execution times
and accuracy. The faster execution is due to the incremental computation of the
lifted trajectories that allows us to save execution time as new point are added,
while the accuracy result is due to the peculiar features of distQ that takes into
account all possible differences between trajectories as explained above even
when incrementally maintained.

(a) Accuracy Hurricanes (b) Efficiency Hurricanes

(c) Accuracy GPS

(d) Efficiency GPS

Fig. 6. Performance Comparison w.r.t. TCMM

Quality Measures Evaluation. The quality values obtained by the F ourier2D
and T CM M are reported in the following Tables. We first show the Table for
Hurricanes dataset. For measures ek and qk we considered neighborhoods of size
100, i.e. the actual size of each class in the data set. As it is easy to see the results shown in Fig. 7 assess that for Hurricanes dataset F ourier2D outperforms
T CM M .

Fig. 7. Quality indices for our datasets
Hurricanes
ε
ek=100 qk=100
F ourier2D 0.0097 0.0354 0.9877
T CM M
0.1433 0.1025 0.9551
GPS
ε
ek=75 qk=75
F ourier2D 0.1633 0.2895 0.7781
T CM M
0.2534 0.4033 0.6021
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Concerning GP S dataset for measures ek and qk we considered neighborhoods of size 75, i.e. the actual size of each class in the data set. Again the
results shown in Table 7 confirm that also for GP S dataset F ourier2D outperforms T CM M .

5

Conclusion

In this paper we addressed the problem of detecting clusters in trajectory data.
The technique we have proposed is mainly based on the idea of representing a
trajectory with its lifted version. Thereby, the similarity between two trajectories
can be computed by analyzing their Fourier transforms in the two-dimensional
case. Experimental results showed the effectiveness of the approach in detecting
common clusters for trajectories and robustness to the eventual concept drift.
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Abstract. Discovering predictive performance models is an emerging
topic in Process Mining. However, making accurate estimates is not easy
especially when considering ﬁne-grain metrics (such as processing times)
on complex and ﬂexible processes, where performances may change over
time depending on context factors. We try to face such a situation by
a general predictive-clustering approach, where diﬀerent context-related
execution scenarios are ﬁnd and equipped with distinct performanceprediction models. A two-stage forecast can be then made for a new
process case by using the model of the cluster it is estimated to belong
to. Tests on real-life logs conﬁrmed the validity of the approach.

1

Introduction

Process mining techniques [6] are a precious tool for analysing business processes,
owing to their capability to extract useful information out of historical process
logs. While most traditional approaches focused on the discovery of controlﬂow models, increasing attention has been gained by the discovery of predictive
process models, providing operational support at run-time. In particular, an
emerging research stream [7, 5] concerns the induction of models for forecasting
performances metrics on new process instances.
However, accurate forecasts are not easy to make for ﬁne-grain measures (like,
e.g., processing times), especially when the analyzed process exhibits complex
and ﬂexible dynamics, and its execution schemes and performances change over
time, depending on the context.
In general, more precise process models can be found by exploiting ad-hoc
clustering methods [4], while regarding each resulting cluster as evidence for
a peculiar execution scenario. However, all previous clustering-oriented process
mining approaches focused on control-ﬂow aspects, without spending any eﬀort
towards improve performance predictors.
In this paper, which summarizes and generalizes the approach in [3], we describe a general predictive-clustering computation scheme, meant to detect diﬀerent context-related execution scenarios (or process variants), and to equip each
of them with a process performance model. The ﬁnal outcome is a novel kind of
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model, which can eﬀectively support performance forecasts on novel (ongoing)
process instances.
After introducing some preliminary concepts in Section 2, we describe the
general approach, along with a concrete implementation of it, in Section 3, and
some experimental ﬁndings in Section 4.

2

Preliminaries and Formal Framework

As usual, we assume that for each process instance (a.k.a “case”) a trace is
recorded, encoding the sequence of events happened during its enactment. Let
T be a reference universe of all (possibly partial) traces that may appear in a log.
For any trace τ ∈ T , len(τ ) is the number of events recorded in τ ; moreover, for
i = 1 .. len(τ ), τ [i] denotes the i-th event of τ , while task(τ [i]) and time(τ [i])
are the task and timestamp associated with τ [i], respectively. Two tuples are
also deﬁned for τ , characterizing its execution context: (i) (“intrinsic”) data
properties, denoted by data(τ ), and (ii) (“extrinsic”) environmental features,
denoted by env(τ ), and capturing the state of the BPM system when τ started.
For short, context(τ ) denotes the juxtaposition of data(τ ) and env(τ ). Moreover,
τ (i] is a prefix sub-trace of τ , for i = 0 .. len(τ ), which contains the ﬁrst i events
of τ and the same context data (i.e., context(τ (i] = context(τ )).
A log L is a ﬁnite subset of T , while the prefix set of L, denoted by P(L), is
the set of all the preﬁxes of L’s traces.
Let µ̂ : T → R be an (unknown) function assigning a performance value to any
(possibly unﬁnished) process trace. For the sake of concreteness, we hereinafter
focus on the special case where the target performance value associated with
each trace is the remaining process time (measured, e.g., in days, hours, or in
ﬁner grain units). We ﬁnally assume that such a performance value is known for
any preﬁx trace in P(L), for any given log L. Indeed, for any log trace τ , the
(actual) remaining-time value of τ (i] is µ̂(τ (i]) = time(τ [len(τ )]) − time(τ [i]).
A (predictive) Process Performance Model (P P M , for short) is a model that
can predict the performance value (i.e., remaining time) of any process enactment, based on its associated event sequence. Such a model can be viewed as a
function µ : T → R estimating µ̂ all over the trace universe. Learning a PPM
is then a special induction problem, where the training set is a log L, and the
value µ̂(τ ) of the target measure is known for each (sub-)trace τ ∈ P(L). Recent approaches to this problem (e.g., [5, 7]) share the idea of regarding traces
at some appropriate level of abstraction – performances hardly depends on the
particular sequence of events occurred, but rather on certain properties of (some
of) them. Some examples of such trace abstraction functions are deﬁned next.
Definition 1 (Trace Abstraction Function). Let h ∈ N+ ∪{∞} be a threshold on past history. A trace abstraction function absmode
: T → R is a function
h
(τ
)
in
a
space
R of abstract repmapping each trace τ ∈ T to an element absmode
h
resentations1 . For any τ ∈ T , let us denote n=len(τ ) and j=n−h+1 if n > h, and
1

Each α ∈ R is a high level representation of some traces, meant to capture some
performance-relevant state of the process analyzed.
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j=1 otherwise. Then we deﬁne: (i) abslist
h (τ ) = ⟨task(τ [j]), . . . , task(τ [n])⟩, (ii)
set
absbag
(τ
)
=
[
(t,
p)
|
t
∈
abs
(τ
)
and
p = |{τ [k]| j ≤ k ≤ n and task(τ [k]) =
h
h
t}| ], and (iii) absset
(τ
)
=
{
task(τ
[j]),
. . . , task(τ [n]) }.

h
Example 1. We next introduce our running example, inspired to a real-life case
study (also used for validating our approach) concerning a transshipment process. Basically, for each container c passing through the harbor a distinct log
trace τc is stored, registering all the tasks applied to c, which may include the
following ones: moving c by means of either a straddle-carrier (M OV ) or a shore
crane (OU T ), and shuﬄing c with another container (SHF ). Several data attributes are available for τc , including physical properties (e.g., size, weight) of
container c, its previous and next calls (namely PrevHarbor and NextHarbor),
the navigation lines delivering/loading c (namely NavLine IN and NavLine OUT).
A few additional features are computed for τc to characterize the state of the
transshipment system at the time, say tc , when c arrived at the harbor: the
hour (ArrivalHour), day of the week (ArrivalDay) and month (ArrivalMonth)
extracted from tc , and a rough Workload indicator (counting how many containers were in the harbor at time tc ). Let τ be a log trace associated with a
sequence ⟨e1 , e2 , e3 ⟩ of three events such that task(e1 ) = task(e2 ) = M OV and
task(e3 ) = OU T . With regard to the functions in Def. 1, it is easy to see that for
the preﬁx τ (2] (i.e., the partial enactment consisting of the ﬁrst two events) it is:
2
set
bag
abslist
∞ (τ (2]) = ⟨M OV, M OV ⟩, abs∞ (τ (2]) = [M OV ], abs∞ (τ (2]) = {M OV }.
p
For short, any pair (t, p) in a bag is here denoted by t (or simply t when p = 1).
bag
bag
With horizon h = 1, abslist
1 (τ (2]), abs1 (τ (2]) and abs1 (τ (2]) just consist of
element M OV , which is indeed the last task in τ (2].
▹
The core idea of Predictive Clustering approaches [2] is that, based on a suitable clustering model, predictions for new instances can be based on the cluster
where they are estimated to belong. Two kinds of features are considered for any
element z in the given instance space Z = X × Y : descriptive features and target
ones (to be predicted). Then, a predictive clustering model (PCM) is a function
m : X → Y of the form m(x) = p(c(x), x), where c : X → N is a partitioning
function and p : N × X → Y is a (possibly multi-target) prediction function.
A speciﬁc sub-class of such models can be deﬁned for log traces annotated
with both context and performance data, as are those considered in our setting.
Definition 2 (Context-Aware Performance Prediction Model (CA-PPM)).
Given a log L, a context-aware performance prediction model (CA-PPM) for L is
a pair M = ⟨c, ⟨µ1 , . . . , µk ⟩⟩, where k is the number of diﬀerent clusters found
for L. Model M encodes the unknown performance function µ̂ in terms of a
predictive clustering model µM , such that: (i) c : context(T ) → {1, . . . , k}, (ii)
µi : T → R, for i ∈ {1, . . . , k}, and (iii) µM (τ )=µj (τ ) with j=c(context(τ )). 
Our ultimate goal is to ﬁnd a CA-PPM M such that, for any (possibly partial)
trace τ , the associated performance value µ̂(τ ) is well approximated by µM (τ ).
Performance predictions will hence rely on a partitioning function c, assigning
(possibly novel) process instances to trace clusters (based on their context data),
and on multiple process performance predictors µi (one for each cluster).
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3

Solution Approach

Seeking an explicit encoding for the hidden performance measure µ̂, based on a
given log L, can be stated as the search for a CA-PPM (cf. Def. 2) minimizing some
loss measure, like those in [2]. However, in order to prevent long computations,
we follow a heuristics approach, where a CA-PPM is discovered by solving two subproblems: (P1) ﬁnd a function c (locally) minimizing the loss on a propositional
view of the input log, which summarizes the correlation between execution patterns and performance values; and (P2) learn the predictors µi out of the clusters
generated by c. This approach frees us from the burden of simultaneously searching over each possible log partition and its associated prediction functions, and
allows to reuse existing methods for inducing predictive clustering models (for
relational data), and (single-cluster) process-performance predictors (e.g., [5, 7]).
The reason why we resort to a propositional view of the log is our belief that
directly applying classic predictive clustering methods to process logs is likely
to yield poor scalability and accuracy results. In particular, we dismiss the idea
of using the partial traces in P(L) as training instances, as this would incur in
two drawbacks: (i) a higher number of training samples (especially for logs of
complex and ﬂexible processes); and (ii) higher variability of the target function
(since the remaining time progressively decreases along each enactment).
In order to build such a propositional view, a set of target features must
be deﬁned for each trace τ , which is associated, indeed, with a sequence of
time values — namely, µ̂(τ (1]), µ̂(τ (2]), . . . , µ̂(τ ). Heuristically, each trace is
mapped into a vector space, whose dimensions coincide with relevant states
of the (hidden) process performance model. Such target features are deﬁned
by way of the trace abstraction functions in Def. 1. Speciﬁcally, given an abstraction function abs : T → R, a “candidate” target feature corresponds to
each abstract (state) representation α ∈ R, and the value val(τ, α) of this
feature for any trace τ is val(τ, α) = agg( ⟨ µ̂(τ (i1 ]), ..., µ̂(τ (is ]) ⟩ ), where
{i1 , ..., is } = {j ∈ Z | 0 ≤ j ≤ len(τ ) and abs(τ (i]) = α}, and ij < ik for any
0 ≤ j < k ≤ s, while agg is a function aggregating a sequence of measure values
into a single one (e.g., the average, median, ﬁrst, last in the sequence). In our
experiments, the last sequence element was always chosen as such an aggregate.
As the number of state abstractions may be very high, an optimal subset of
them should be chosen to prevent the clustering algorithm from going through a
high-dimensional and sparse search space. To this end, we use an ad-hoc greedy
strategy, where some “pivot” state abstractions are identiﬁed, based on some
suitable scoring function ϕ : R × 2T → [0, 1], which gives each state abstraction
α ∈ R a score ϕ(α, L) quantifying the conﬁdence in α making a good target
feature for ﬁnding an eﬀective predictive clustering model for L. More precisely:
Definition 3 (Pivot State Abstractions and Performance Sketch). Let
L be a log, abs : T → R be a trace abstraction function, and σ ∈ [0, 1] be a
relevance threshold. Then, any a ∈ R is a pivot state abstraction for L and σ
w.r.t. abs, if ϕ(α, L) ≥ σ. Moreover, P Aabs (L, σ) is the set of all pivot state
abstractions for L and σ w.r.t. abs. Let us denote P Aabs (L, σ) = {αj1 , ..., αju }.
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Then a Performance Sketch S of L (w.r.t. abs and σ) is a summarized (propositional) view of L such as: (i) each trace τ in L corresponds to a distinct data
instance zτ in S, (ii) context(τ ) are the descriptive features of zτ and (iii)
val(τ, αj1 ), ..., val(τ, αju ) are the target features of zτ .

A performance sketch of a log L is a propositional view of L, allowing for
quickly calculating an eﬀective CA-PPM for L. Such a sketch is the input for
inducing a preliminary (propositional) predictive clustering model (where the
target features are an approximated representation of how remaining times vary
along process enactments), prior to reﬁning the prediction function by inducing
a more expressive and precise process performance model for each cluster.
The whole solution approach is encoded in an algorithmic form below.
Definition 4 (Meta-algorithm CA-PPM Discovery). Given a log L, compute
a CA-PPM model M for L as follows:
1. Derive context(τ ) for each τ ∈ L — by suitably computing env(τ ).
2. Extract a set of pivot state abstractions {α1 , . . . , αs } = P Aabs (L, σ), based
on given abstraction function abs and relevance threshold σ.
3. Build a performance sketch S of L.
4. Induce a (propositional) Predictive Clustering model T from S. Let c and q
be the partitioning and prediction functions of T , resp., and L[1], . . . , L[k]
be the clusters found.
5. For each cluster L[i], with i = 1..k, induce a P P M model from L[i] (based
abs), and use it to encode the respective function µi .
6. Return M = ⟨ c, ⟨ µ1 , . . . , µk ⟩ ⟩

The above computation scheme is parametric w.r.t. three major kinds of tasks:
(i) convert a process log into a propositional dataset P Aabs (L, σ), according to
some suitable scoring function ϕ (Step 2), (ii) induce a multi-target predictive
clustering model from such a dataset (Step 4), and (iii) induce a single processperformance model from a trace cluster (Step 5). Various instantiations of this
scheme could be devised by suitably implementing these tasks. As a concrete
example, we next illustrate a specialization of the above approach, named algorithm CA-TP (or simply CA-TP) hereinafter, which was recently proposed in [3].
3.1

Algorithm CA-TP

In [3], the selection of pivot state features (Step 2 in Def. 4) relies on an ad-hoc
scoring function, which is meant to prefer features ensuring a good trade-oﬀ
between support, correlation with descriptive features (i.e., those guiding the
partitioning of log traces) and performance values’ variability.
As to Step 4, a Predictive Clustering Tree (PCT) [2] is adopted as the speciﬁc
form of predictive clustering model. Such a model, where the cluster assignment
function is encoded by a decision tree, is learnt with system CLUS [1], through a
recursive partitioning of the training set. Roughly speaking, at each step, a split
test is greedily chosen, over one descriptive feature, which (locally) minimizes a
loss function, according to (prototype-based) intra-class variances.
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IF
NextHarbor ∈ {VCE, KOP, FOS, GOA, SAL,VAR,
T XG, NYC,CND, MT R, ODS} AND
NavLine OUT = JMCS
AND
AND
NavLine IN ∈ {CPS, MSK, SEN, HLL,UAC}
PrevHarbor ∈ {ASH, MER, ALY, NYC, LEH,
HOU, HFA, EW R, ORF,CHS}
AND
ArrivalDay ∈ {SAT, SUN}
AND
Arrivalhour > 11.0
AND
Workload > 117.0
THEN
Cluster label = 37

(a)

(b)

Fig. 1. Excerpt of a CA-PPM: (a) decision rule and (b) A-FMS model for one cluster.

With regard to Step 5, the method proposed in [5] is used to discover, for each
cluster, a P P M model, in the form of an Annotated Finite State Machine (AFSM ). Basically, in [5], an FSM is ﬁrst built, where a one-to-one mapping exists
between its nodes and the representations yielded by a given abstraction function
abs, while each transition is labelled with an event property (namely, a task label
in our setting). Assuming, e.g., that abslist
∞ is used and a, b, c are three process
tasks, a transition labelled with c from state ⟨a, b⟩ to state ⟨a, b, c⟩ will appear
in the resulting FSM model if there is some trace τ in the input log such that
list
abslist
∞ (τ (i]) = ⟨a, b⟩ and abs∞ (τ (i + 1]) = ⟨a, b, c⟩. Such a model is eventually
turned into an A-FSM, by equipping each node s with some statistics (e.g., the
average) computed from the values that µ̂ takes on all trace preﬁx τ ∈ P(L) such
that abs(τ ) coincides with the abstraction of s. The A-FSM model of cluster L[i]
is used to implement function µi , estimating the remaining time of any (sub-)
trace τ (j] falling in L[i]. In case τ (j] is mapped (by iterated applications of abs)
to an unseen sequence of states of the model, the forecast is simply derived from
the latest valid estimate computed for the same enactment. Precisely, denoting
by τ (j ′ ] the longest preﬁx of τ (j] reaching a valid state in the A-FSM model, we
estimate µ(τ (j]) = max{ 0, µi (τ (j ′ ]) − time(τ [j]) + time(τ [j ′ ]) }.
Example 2. Fig. 1 shows an excerpt of a CA-PPM which was mined from log data
like those described in Example 1, by using algorithm CA-TP with the abstraction
function absbag
4 . The left side of Fig. 1 reports the decision rule associated with
cluster 37, which corresponds to a leaf of the PCT model found with system
CLUS [1], and encoding the clustering function c. Notice that cluster membership depends on both case properties and environmental data. On the right
side, the A-FSM encoding the prediction function (µ37 ) of the same cluster is
depicted. Notice, by the way, that notation M OV 2 , appearing in some of the
nodes, means task M OV occurring twice. The performance forecasts produced
by this A-FSM for a novel container case clearly depend on the latter 4 tasks
it has undergone. In particular, two consecutive M OV tasks are estimated to
lead to shorter processing times (w.r.t. the case where the ﬁrst M OV is followed by a SHF ). Let us assume that the following context data are associated
with the trace τ of Example 1: NavLine IN = CP S, NavLine OUT = JM CS,
NextHarbor = KOP , PrevHarbor = ASH, Workload=200, ArrivalDay = SU N
and ArrivalHour = 16. Clearly all τ ’s preﬁxes are assigned to cluster 37 — in
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Table 1. Error reductions (%) of CA-T P w.r.t. the baseline method F SM .
Parameters (absmode
)
h
mode
h
1
2
LIST
4
8
16
Total
1
2
BAG
4
8
16
Total
Grand Total

CA-TP− (∆%)
CA-TP (∆%)
rmse
mae
mape
rmse
mae
mape
-0,8%
-1,6%
-0,7%
-1,2%
-1,6%
-5,8%
-28,1% -51,7% -27,2%
-28,1% -55,2% -31,3%
-26,6% -50,0% -41,1%
-65,6% -71,4% -72,8%
-25,0% -50,0% -57,0%
-64,8% -71,4% -73,8%
-25,0% -50,0% -57,0%
-64,8% -71,4% -73,8%
−18, 8% −33, 3% −16, 8% −40, 8% −44, 3% −26, 2%
-0,8%
-1,6%
-0,7%
-1,2%
-1,6%
-5,8%
-27,7% -50,0% -27,8%
-27,7% -53,8% -33,0%
-28,1% -55,2% -41,0%
-66,4% -72,4% -72,0%
-26,6% -55,2% -59,6%
-66,4% -72,4% -74,5%
-26,6% -55,2% -59,6%
-66,4% -72,4% -74,5%
−19, 6% −36, 0% −17, 7% −41, 4% −44, 9% −26, 8%
−19, 2% −34, 7% −17, 3% −41, 1% −44, 6% −26, 5%

Table 2. Computation times (sec) for method (CA-TP) and its virtual “pseudo-parallel”
extension (CA-TP+ ) and baseline method.

h
1
2
4
8
6
Total

absLIST
h
CA-TP CA-TP+ FSM[5]
16.8
7.4
3.9
20.0
9.7
5.6
19.6
7.9
10.7
20.2
8.1
16.0
92.3
32.6
89.8
32.0
13.1
25.2

absBAG
h
CA-TP CA-TP+ FSM[5]
17
7.3
4.0
19.7
9.6
5.5
18.7
7.6
8.4
19.8
8.0
10.6
79.0
36.0
32.3
30.9
13.7
12.2

actual fact, this happens with no other rule extracted from the discovered PCT
model, and the respective forecasts (made by way of the A-FSM in Fig. 1.b) are:
µ(τ (0]) = µ(τ (1]) = 0.21, µ(τ (2]) = 0.000291, and µ(τ (3]) = 0.0.
▹

4

Experiments

A series of tests are described in this section, which were performed on the logs
of the transshipment scenario mentioned in Example 1, using algorithm CA-TP to
discover a CA-PPM for the prediction of remaining processing times. Speciﬁcally,
we report results obtained, with diﬀerent kinds of abstraction functions, on a
sample of 5336 traces, corresponding to all the containers that passed through
the system in the ﬁrst third of year 2006.
Prediction eﬀectiveness was measured, according to a 10-fold cross validation
scheme, by way of three classic error metrics: root mean squared error (rmse),
mean absolute error (mae), and mean absolute percentage error (mape). All the
error results shown in the following were averaged over 10 trials. The associated
variances are not reported for lack of space – however, for all metrics, the variance
was always lower than 5% of the respective average.
Table 1 summarizes the percentage of error reduction (∆%) in predicting remaining times obtained by method CA-TP w.r.t. the one proposed in [5] (here
denoted by F SM , and also used as a base learner in the former). The tests were
performed using diﬀerent trace abstraction functions absh (set-based abstractions are omitted for lack of space), while keeping σ = 0.4. The results of CA-TP
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are further diﬀerentiated according to the kinds of context data used as descriptive features: (i) CA-TP− refers to the case where only static container properties
(e.g., dimensions, origin/destination ports) are used, whereas (ii) CA-TP refers
the case where log traces are associated with extrinsic features (namely, workload and seasonality factors), in addition to the former kind of data attributes.
Results clearly show that our approach outperforms the baseline one, no matter of parameters’ values — Mann-Withney-Wilcoxon test (at 0.05 signiﬁcance
level) conﬁrmed that the methods behave really diﬀerently from one another.
Prediction accuracy seems to depend mainly on two factors: the usage of
derived context features and the history horizon h. Indeed, the advantage of
using environment-related features is neat, as the average error reduction of
CA-TP is about 37%, whereas CA-TP− “only” achieves a 24% reduction. As to h,
appreciable beneﬁts are obtained as soon as h > 1, with the best performances
achieved with h = 4 (when each error shrink more than 65% w.r.t. the baseline),
while no substantial further improvement is obtained for h > 8. The eﬀect of the
abstraction mode looks less marked, since very similar (good) results are found
in both cases. By the way, poorer performances were obtained with set-oriented
trace abstraction functions. However, as our approach conﬁrmed, even in such
cases, its superiority to the baseline method, these results omitted.
Table 2 ﬁnally shows the average computation times spent by CA-TP (using all
context features) and by the baseline, on a dedicated machine with an dual-core
Intel processor, 2GB of RAM and Windows XP Pro. The columns named CA-TP+
corresponds an idealistic “overhead-free” virtual parallelization of the method,
where the A-FSM models of all clusters are learnt concurrently. As expected,
CA-TP always takes longer times than the baseline, yet getting a good tradeoﬀ between eﬀectiveness and eﬃciency. The results of the virtual parallelization
CA-TP+ lead us believe in the potentiality of further scalability gains.
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Abstract. In this paper we present SISO, a conceptual framework for
the construction of “stereotypical maps” in a Social Internetworking Scenario. SISO aims at favoring the definition of “scientific” stereotypes in
a Social Internetworking context and their use in many “scientific” applications, such as information search, trust and reputation, and so forth.
For this purpose, it constructs a stereotypical map for each user. For
each stereotype into consideration, this map computes how much the
personal traits of the corresponding user are compliant with that stereotype. SISO also constructs the stereotypical map of a whole Social Internetworking Scenario; this map partitions this scenario into homogeneous
regions, each formed by users connected to each other by friendship relationships and, at the same time, showing similar stereotypical traits.

Keywords: Stereotypes, Stereotypical Maps, Social Internetworking, User
Similarity Detection

1

Introduction

The term “stereotype” derives from the combination of the Greek words “stereos”
(i.e., solid) and “typos” (i.e., impression). It is used to indicate a popular belief
about specific groups of individuals. It was initially coined in printing at the
end of the XVIII Century; in its modern psychology meaning it was introduced
at the beginning of the XX Century by Walter Lippmann [18]. The tendency
of categorizing people into groups and of associating a “general idea”, a “label”
(and, ultimately, a stereotype) with each group is intrinsic in human mind. As a
consequence, in human history, a lot of (both positive and negative) stereotypes
have been coined; think, for instance, of stereotypes on sport, art, literature, and
so forth.With the diffusion of the Web, the definition and the use of stereotypes,
typical of real life, started to be also present in the Cyberspace. This phenomenon
became much more marked as the Web interactivity level increased; it reached
its peak with the Web 2.0 and, especially, with social networks. For instance, in
Facebook, it is possible to find stereotypes such as “Lime-Lighters”, “Emo’s”,
“Philosophy Majors”, “Hopeless Romantics”, “Ghosts”, “Stalkers”, “Addicts”,
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and so forth [2]. Analogously, in Twitter, “Fickle Followers”, “Mad Scientists”
and “Impulsive Twitters” can be found [1]. These kinds of stereotype could be
useful in the daily communications and interactions in social networks. However,
we argue that it could be possible to define more “scientific” stereotypes and to
use them in many “scientific” applications.
This last idea could be even more interesting in a Social Internetworking
Scenario (hereafter, SIS) which represents the current challenge of Social Networking [11]. A SIS considers more social networks simultaneously; users of
these social networks can interact with each other to communicate, to share resources, to acquire opinions, and so on. An example of a “scientific” stereotype,
useful in this application scenario, could be the “hub” user, i.e. a user joining
more social networks who is particularly capable of favoring information sharing among them; think, for instance, of a user very trusted in a social network
of cardiologists and in another one of diabetes specialists; he could favor the
studies about the role of diabetes in hearth diseases. Other possible “scientific”
stereotypes could be the “starters” (who are very capable of starting discussions
about new topics), the “spammers”, the “power users”, and so on.
An investigation about stereotypes cannot leave reference contexts out of consideration. A reference context indicates a “general subject of interest” in the
SIS; examples of reference contexts could be “databases”, “soccer”, “pop music”, and so forth. As a matter of fact, a database professor could be a “starter”
in the context “databases” and a “stalker” in the context “pop music”, if he
knows nothing about this last subject and continuously contacts many people to
have information about it. A scientific investigation of stereotypes and of their
applications could be performed at two different levels. Indeed, it could be possible to construct a “stereotypical map” for each user and a “stereotypical map”
of the SIS in the whole. The stereotypical map of a user ui has an entry for
each context cntz and for each stereotype stw into consideration; this entry is a
number, in the real interval [0, 1], specifying the attitude of ui to act as stw in
cntz ; the higher this number and the higher his attitude. For each context cntz ,
the stereotypical map of the SIS partitions this last one into regions; each region is formed by users connected to each other by friendship relationships and,
at the same time, showing similar stereotypical traits. For instance, it could be
possible to identify a region of “hubs”, another one of “starters”, a further one
of “power users”, and so forth. In order to investigate about our intuitions on
a “scientific” use of stereotypes, in this paper we propose SISO (Searching for
the Inner Stereotypes within Ourselves), a framework for the construction of
“stereotypical maps” in a Social Internetworking Scenario.
Stereotypes can rapidly evolve over time; new stereotypes could be defined,
whereas other ones could become obsolete. As a consequence, SISO should be
very flexible since it should allow the insertion of new modules handling new
stereotypes, and the removal of existing modules handling no longer interesting
stereotypes. Moreover, given a stereotype, different techniques could be defined
to handle it; as a consequence, SISO should allow the presence of different modules managing the same stereotype. These two facts suggest that the Component-
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Based Development (hereafter, CBD) paradigm represents the best solution to
be adopted for the construction of SISO.
From the previous description it is possible to identify three main tasks performed by SISO, namely: (i) computation of the “stereotypical degrees” of a
user for the stereotypes and the reference contexts into consideration; (ii) construction of the stereotypical map of a user; (iii) construction of the stereotypical
map of the SIS. Observe that these three tasks are strictly related to each other
because the output of one of them is often the input for another one; as a consequence, it appears well suited to organize components into layers by following the
ideas typical of the layers architectural pattern. As a consequence, SISO consists of three layers, each containing one or more components. These layers are:
(i) the Stereotype Detection Layer; (ii) the User Stereotypical Map Construction
Layer; (iii) the SIS Stereotypical Map Construction Layer. SISO represents a
SIS by means of a suitable model; this last one must be capable of handling
all the concepts and the relationships typical of our reference scenario. In the
meantime, it must be very flexible in such a way as to allow the addition and/or
the removal of components in SISO.
Some possible applications which could highly benefit of the stereotypical
maps produced by SISO are: (i) enrichment of user profiles based on user behaviors; (ii) recommendation of users with similar characteristics; (iii) extraction
of relationships among stereotypes; (iv) computation of trust and reputation of
users and social networks; (v) team building; (vi) support to marketing campaigns; (vii) support to political campaigns; (viii) information search support;
(ix) “Cold Start” problems.
This paper is organized as follows: in the next section we provide an overview
of the use of stereotypes in the past literature, both in Computer Science and
in other cultural fields. In Section 3 we illustrate the SIS model which SISO is
based on. In Section 4 we provide a technical description of SISO. Finally, in
Section 5, we draw our conclusions.

2

Stereotypes in the past literature

As pointed out in the Introduction, the concept of stereotype, in its modern
psychology meaning, was originally proposed by Walter Lippmann in his book
“Public Opinion” [18]. Lippmann used this term to represent the abstract mental
representation that comes in mind when thinking about a particular social group.
In sociology and psychology, the term “stereotype” is exploited to refer to
the human tendency to simplify and speed up the process of perception of new
persons by means of categories. Many issues have been investigated in this research area, and many works have been proposed in the scientific literature.
Specifically, the use of categorical thinking in everyday life and, in particular,
the cognitive dynamics of categorical social perception are discussed in [7]. The
role played by stereotypical beliefs in the development of discrimination patterns
is investigated in [8].
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An overview of stereotypes from a cognitive perspective is proposed in [15].
In this paper, the authors focus on the motivations leading people to develop
stereotypes and on the role of cognitive mechanisms in stereotype development.
They define stereotypes as cognitive categories exploited by a subject when he
processes information about other people. A set of experiments devoted to verify
the impact of the use of stereotypes on interpersonal interactions is illustrated in
[19]. A research devoted to study how reputations of lower ability (e.g., stereotypes) can act as psychological threats that undermine academic performance
is presented in [10]. In this paper, the authors aim at explaining how these
stereotypes can produce under-achievement and how this dynamics ultimately
explains the inequalities among social groups. An interesting attempt to define
a quantitative and individual measure of stereotyping can be found in [20]. This
measure is based on the definition of stereotypes as probabilistic predictions that
distinguish the stereotyped group from the other ones.
As for Computer Science, some attempts to investigate the concept of stereotype can be found in the literature. Indeed, stereotypes have been used in the
definition of models to represent groups of users [12,26,5], in e-commerce [24,6],
in the development of techniques to hasten the learning process of robots [25,22],
and in several other application fields [23,9,16]. Also the strict connection between User Modeling and Stereotypes has been investigated [21]. However, the
interaction of stereotypes and online social networks, and, more in general, online social communities, received a little attention in the past. In fact, to the
best of our knowledge, the only attempt in this sense is the approach described
in [17]. However, this paper is completely different from ours. In fact, it presents
an approach that adopts social network analysis, graph theory and data mining
techniques to analyze groups in a community and to cluster them in such a way
as to capture stereotypes of virtual teams in the community itself.
As for stereotypes in other computer science fields, in [25] an approach to
creating and exploiting stereotyped partner models to speed up the process of
learning about a robot’s interactive partner is investigated. In [12] the authors
investigate some possible improvements in agent modeling using reevaluative
stereotyping with switching. The possibility of exploiting stereotypes, intended as
a collection of frequently occurring characteristics of users, to create models of individual users is investigated in [22]. The possible exploitation of user stereotypes
to reduce the latency problem in collaborative filtering recommender systems is
analyzed in [23]. The exploitation of stereotypes to compute trust and reputation in dynamic multi-agent systems is analyzed in [9]. A comparison between
two alternative rule based information filtering methods, the former exploiting
stereotype-based rules and the latter exploiting personal rules, is proposed in
[16]. A formal evaluation method to test the accuracy and/or the homogeneity
of stereotypes derived from the explicit characteristics of users is proposed in
[26]. In [24] an adaptive electronic video store application, that monitors customer actions and provides dynamic movie recommendations, is proposed. In [5]
the authors propose the exploitation of stereotypes for defining an intelligent inference technique to acquire information about users in an unobtrusive fashion.
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An approach to deriving team stereotypes in a social community is proposed in
[17].
It is worth pointing out that, to the best of our knowledge, neither an approach conceived to build and exploit user stereotypical maps in a SIS nor an
approach to partitioning a SIS into regions of homogeneous stereotypes have
been proposed in the past literature.

3

The underlying SIS model

In this section we illustrate the SIS model supporting SISO. We have to get
clear from the outset that, owing to its purpose to be the underlying model of a
framework following the Component-Based Development paradigm, this model
must necessarily be very extensible. As a consequence, it currently represents a
set of concepts and relationships very common in social networks and sufficient
to support a very large number and a high variety of components; however, if,
in the future, in order to implement a particular component, a further concept
or a further relationship will need to be considered, they could be added to our
model very easily.
As for the represented concepts, our model considers the following sets: (i)
the set users of the users of the SIS; (ii) the set social networks of the social
networks of the SIS; (iii) the set resources of the resources posted in the SIS
by its users; (iv) the set opinions of the opinions posted in the SIS by its
users; (v) the set tags of the tags exploited by at least one user to label at least
one resource or one opinion; (vi) the set comments of the comments posted by
users and referring to a resource or an opinion; (vii) the set evaluations of the
evaluations of the resources and the opinions performed by users; (viii) the set
stereotypes of the stereotypes considered in the SIS.
In addition to these sets, which represent concepts intrinsic in a Social Internetworking Scenario, our model considers a further set which plays a key role in
SISO, namely:
– the set contexts of the reference contexts of interest to the SIS. As pointed
out in the Introduction, a reference context represents a cultural area, a
theme; examples of contexts could be “italian literature”, “object oriented
languages”, etc. Each context subsumes a set of tags strictly related to the
cultural area it represents; these tags form its profile.
The relationships considered in our model often represent actions performed
by users. Currently, our model considers the following relationships:
– membershipui ,sk ; it indicates that the user ui joined the social network sk 1 .
1

Observe that, a user can join more social networks in a SIS; in this case, analogously
to what happens in other Social Internetworking Scenarios (see, for instance, the
reference scenario of Google Social Graph [3]) we assume that it is possible (in case
with the support of the user himself) to know all the accounts adopted by him in
the involved social networks.
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– resource postingui ,rj ,sk (resp., opinion postingui ,oj ,sk ); it denotes that ui
posted the resource rj (resp., the opinion oj ) in sk .
– resource taggingui,rj ,th ,sk (resp., opinion taggingui ,oj ,th ,sk ); it indicates that
ui specified the tag th as one of the tags in the label of rj (resp., oj ) in sk .
– queryingui ,th ,sk ; it denotes that ui specified th in at least one of his queries
in sk .
– resource accessingui,rj ,sk (resp., opinion acessingui ,oj ,sk ); it indicates that
ui accessed rj (resp., oj ) in sk .
– resource commentingui ,rj ,cx ,sk (resp., opinion commentingui ,oj ,cx ,sk ); it denotes that ui submitted the comment cx for rj (resp., oj ) in sk .
– f riendshipui ,ul ,sk ; it indicates that ui and ul declared their friendship in sk .
– resource evaluatingui,rj ,sk (resp., opinion evaluatingui,oj ,sk ,
comment evaluatingui ,cx ,sk ); it denotes that ui evaluated rj (resp., oj , cx )
in sk .
Observe that opinions and resources could be considered of the same nature
(for instance, an opinion could be considered as a textual resource expressing
some ideas of the user posting it). Moreover, they are characterized by exactly
the same relationships. In order to simplify our algorithms, in the following,
wherever resources and opinions are handled in the same way, we shall use the
term information entity to represent both of them.
Starting from the sets and the relationships introduced above, our model
defines some derived sets which, in their turn, represent starting sets for the
algorithms implemented in the components of SISO. In the following we specify
some of them which are very common or will be exploited in the components
described in this paper. Again, the list below can be enriched with other sets
if they are necessary for other components in the future. Currently, the list
comprises the following sets: (i) prui ; it represents the profile of the user ui ; it
consists of the set of the tags mostly used by him in his past activities; (ii) prej ;
it represents the profile of the information entity ej ; it consists of a set of tags
indicating the content of ej (in case ej is a resource) or the subjects of ej (in
case ej is an opinion); (iii) prcntz ; it represents the profile of a context cntz ;
as previously pointed out, this profile consists of the set of the tags subsumed
by cntz ; (iv) prsk ; it represents the profile of the social network sk ; this profile
consists of the set of the tags mostly used therein; (v) userssk ; it represents the
set of the users of sk ; (vi) max f riendssk ; it represents the maximum number
of friends of a user in sk ; (vii) social networksui ; it represents the set of the
social networks joined by ui ; (viii) posted entitiesui ; it represents the set of
information entities posted by ui ; (ix) f riendsui ; it represents the set of the
users who declared their friendship with ui in one or more social networks; (x)
f riendsui ,sk ; it represents the set of the users who declared their friendship with
ui in sk .
We point out that, in the following, we shall not exploit all the components
of this model (for instance, the f riendship relationship) since, due to space
constraints, we shall discuss in details only some parts of SISO. However, we
preferred to illustrate our model in all its components.
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4

Technical description of SISO

The architecture of SISO consists of three layers. In its turn, each layer consists
of one or more components. The three layers of SISO are:
– The Stereotype Detection Layer; it computes the “stereotypical degrees” of
a user for a set of stereotypes and a set of reference contexts. It has a component family for each kind of stereotype considered in SISO. As a matter
of fact, given a stereotype (e.g., spammer) it could be possible to adopt
different techniques to compute how much the personal traits of a user are
compliant with that stereotype. Each technique could be implemented by a
different component.
Thanks to the CBD paradigm underlying SISO, if, in the future, a new
stereotype must be analyzed, it is sufficient to add a component family to
this layer.
– The User Stereotypical Map Construction Layer; it consists of only one component called User Stereotypical Map Constructor (U SM C), which combines
the results returned by the previous layer in such a way as to construct the
stereotypical map of a user. As pointed out in the Introduction, this map
represents a characterization of his tendency to show a behavior compliant
with the ones typical of one or more stereotypes in the reference contexts
into consideration.
– The SIS Stereotypical Map Construction Layer; it consists of only one component called SIS Stereotypical Map Constructor (SSM C), which processes
the results returned by the previous layer in such a way as to construct the
stereotypical map of the SIS. As pointed out in the Introduction, for each
reference context into consideration, this map partitions the SIS into homogeneous regions, each formed by users connected to each other by friendship
relationships and, at the same time, showing similar stereotypical traits.
Due to space reasons, in the following we describe in detail only the User
Stereotypical Map Construction Layer and the SIS Stereotypical Map Construction Layer of SISO.
4.1

The User Stereotypical Construction Layer

This layer constructs a stereotypical map for one or more users of the SIS. It
presently consists of only one component called User Stereotypical Map Constructor (U SM C).
The User Stereotypical Map Constructor (USMC) component This
component constructs the stereotypical map of one or more users. Given a user
ui , the corresponding stereotypical map user st mapui consists of a matrix having a row for each context and a column for each stereotype considered in the
SIS. The generic element of this matrix user st mapui ,cntz ,stw is a number, in
the real interval [0, 1], representing the “stereotypical degree” of ui as far as the
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Fig. 1. A representation of the SIS Stereotypical Map associated with a certain context
cntz

context cntz and the stereotype stw are concerned. We recall that this degree
indicates how much the personal traits of ui are compliant with the features of
stw as far as the cultural area and the themes represented by cntz are concerned.
Given a user ui , U SM C receives a vector for each component of the Stereotype Detection Layer. This vector stores the stereotypical degrees of ui for all the
contexts and for the stereotype corresponding to the component. Observe that,
according to the CBD paradigm, there could be more components associated
with the same stereotype; each of them implements a different approach for the
computation of the corresponding stereotypical degrees. Let st comp setstw =
{st1w , · · · , styw , · · · , stnw } be the set of all the components associated with the
stereotype stw in SISO, and let stdyui ,cntz ,stw be the stereotypical degree of ui ,
concerning the context cntz , as returned by the component styw of st comp setstw .
U SM C computes the generic element user st mapui ,cntz ,stw of the stereotypical
map of ui as follows:
user st mapui ,cntz ,stw = agg(std1ui ,cntz ,stw , · · · , stdyui ,cntz ,stw , · · · , stdnui ,cntz ,stw )
Here, agg is a suitable aggregation operator which returns a value in the real
interval [0, 1]. For instance, it could represent a weighted mean of the involved
parameters.
4.2

The SIS Stereotypical Map Construction Layer

This layer constructs a stereotypical map for the whole SIS. For each context
into consideration, this map partitions the SIS into “regions” such that each of
them consists of users having the same stereotypical traits and connected to each
other by friendship relationships (see Figure 1). This layer presently consists of
only one component called SIS Stereotypical Map Constructor (SSM C).
The SIS Stereotypical Map Constructor (SSMC) component This component constructs the stereotypical map of the SIS. Given a context cntz , the
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corresponding element sis st mapcntz of the SIS stereotypical map consists of
a set of graphs:
y
1
m
sis st mapcntz = {sis regcnt
, . . . , sis regcnt
, . . . , sis regcnt
}
z
z
z
y
A graph sis regcnt
represents a region of the map and is associated with one
z
or more reference stereotype; this association is performed by SSM C. The nodes
y
of sis regcnt
denote its users whereas the edges represent their friendships.
z
From the previous definition we can observe that a region is characterized
by the following important features: (i) its users are connected by friendship
relationships; (ii) its users must have affine stereotypical traits. These features
must be strongly considered in the definition of the behavior of SSM C; for
instance, this component cannot perform only a clustering activity on the SIS
users on the basis of their stereotypical affinities because clustering algorithms
could put together users very affine each other but not linked by friendship
relationships and, therefore, not belonging to the same region.
In order SSM C to perform its task, it is necessary to define a parameter
capable of “quantifying” the stereotypical similarities of two users ui and ul
for a context cntz . For this purpose let stereotypes = {st1 , st2 , . . . , stq } be the
set of stereotypes into consideration in the SIS; it is possible to consider a
q-dimensional space characterized by a dimension for each stereotype.
A SIS user ui is represented by a point of this space; the wth coordinate
of this point is associated with the stereotype stw and its value coincide with
user st mapui ,cntz ,stw . As a consequence, each coordinate represents the “stereotypical degree” of ui as far as the context cntz and the stereotype stw are concerned. Interestingly enough, the distance between two points quantifies the
stereotypical dissimilarity of the corresponding users; the higher this distance,
the more dissimilar the corresponding users. Moreover, it is necessary to take
the following considerations into account: (i) each stereotypical degree belongs
to the real interval [0, 1]; (ii) the maximum possible distance dmax in our qdimensional space is the one between the point having all the coordinates set
to 0 and the one having all the coordinates set to 1; (iii) we are interested in
stereotypical affinities of users, instead of their stereotypical dissimilarities.
On the basis of these reasonings a suitable formulation of this parameter
d
l ,cntz
is as follows: st simui ,ul ,cntz = 1 − uid,umax
. Here, dui ,ul ,cntz indicates the
distance between the points corresponding to ui and ul in our q-dimensional
space. Interestingly enough, st simui ,ul ,cntz belongs to the real interval [0, 1].
We are now able to describe the behavior of SSM C. Specifically, it consists
of two phases: Phase 1 is devoted to identify the regions of sis st mapcntz ;
Phase 2 is devoted to characterize each region, i.e. to identify the stereotypes
predominant in it.
Phase 1 consists of the following steps:

– A friendship graph f riend graphcntz = hf g nodescntz , f g edgescntz i is constructed. A node ni ∈ f g nodescntz is associated with each user ui of the
SIS; an edge hni , nl , st simui ,ul ,cntz i ∈ f g edges indicates that ui and ul
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have declared their friendship in at least one social network of the SIS; the
weight st simui ,ul ,cntz represents the stereotypical affinity of ui and ul for
the context cntz .
– A graph partitioning algorithm is applied on f riend graphcntz ; each partition of this graph represents a region of sis st mapcntz . Our approach is orthogonal to the adopted graph partitioning algorithm; the only requirement
is that this algorithm must be capable of operating on very large weighted
graphs. Some possible algorithms that could be adopted are those described
in [14,4,13].
y
1
m
Phase 2 receives the set {sis regcnt
, . . . , sis regcnt
, . . . , sis regcnt
} of the
z
z
z
regions returned by Phase 1 and characterizes each region with the suitable
stereotypes in such a way as to produce sis st mapcntz .
In order to perform this characterization, we have considered that several
y
possible scenarios could exist. For instance, given a region sis regcnt
, there
z
could be a very predominant stereotype which strongly characterizes it, a set of
stereotypes which are predominant over the other ones or, finally, no predominant stereotype.
Our characterization approach aims at facing all these scenarios. For this
y
purpose, given a region sis regcnt
to characterize, it operates as follows:
z

– For each stereotype, it computes the corresponding average values of the
stereotypical degrees of the users of the region. Let avg stdcntz ,stw be the
average stereotypical degree, obtained by averaging the stereotypical degrees
of all the users of the region, as far as the context cntz and the stereotype
stw are concerned.
– It sorts the average stereotypical degrees in the descending order. Let avg std
listcntz = {avg stdcntz ,st1 , . . . , avg stdcntz ,stq } be the corresponding ordered
list.
– It scans avg std listcntz , starting from its first element, until it finds an
element avg stdcntz ,str such that avg stdcntz ,str > 2 · avg stdcntz ,str+1 , or,
alternatively, it reaches the end of the list. In the former case it selects
y
{st1 , st2 , . . . , str } as the set of the stereotypes characterizing sis regcnt
; in
z
the latter one it concludes that the set stereotypes in the whole characterizes
y
sis regcnt
.
z

5

Conclusions

In this paper we have presented SISO, a conceptual framework capable of constructing stereotypical maps in a SIS. In the future, we plan to extend the
concept of stereotype in such a way as to make it applicable to the resources of
a SIS. Then, we plan to provide SISO with components for the construction
of resource stereotypical maps. Moreover, we plan to construct a more complex
framework having SISO as its central core and which a large variety of plugins
could be added to. These plugins could implement the stereotype applications
we have presented in this paper, as well as other ones that could be defined
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in the future. In this way it could be possible to realize a catalogue of plugins
allowing the exploitation of stereotypes in various application fields. This way
of proceedings is typical of many high-values software framework (think, for instance, of Eclipse and Thunderbird). Finally, we would like to equip SISO with
an intelligent system which detects information about the behavior of users in
all the possible networks by means of a mobile agent, and analyzes this information by means of Data Mining techniques in such a way as to discover the new
“stereotypical trends” and/or the stereotypes that have become obsolete. In this
way, it could be possible to maintain the list of stereotypes handled by SISO
always updated.
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Abstract. We study reducibility of learning examples in the learning
from entailment setting. We start with an existing reduction method and
improve it for the case when learned hypotheses are restricted to have
bounded treewidth. We show that in such cases there is a polynomialtime reduction algorithm which reduces the learning examples at least
as much as the existing exponential-time algorithm despite the fact that
the examples which are reduced can have arbitrarily high treewidth.

1

Introduction

In this paper, we study the question how much can relational learning examples be reduced while guaranteeing that the set of logical formulas which can be
induced from these examples would not be affected. This problem has already
been studied in the case when there were no restrictions on the structure of the
learnt logical formulas [1]. Here, we study also the case when we know that the
formulas to be learnt have bounded treewidth or are acyclic. We show that in
this case, interestingly, learning examples can be reduced in polynomial time,
and moreover, that they can be reduced at least as much as in the formerly
studied unrestricted-structure case. The proposed method is based on application of k-consistency algorithm [2] known from constraint satisfaction. We show
that k-consistency is sufficiently strong to check whether learning examples with
arbitrary treewidth parameter are equivalent when hypotheses are guaranteed
to have treewidth bounded by k. Normally, k-consistency can decide equivalence
only for examples with treewidth bounded by k but here we use it for examples
with arbitrarily high treewidth. And indeed, the examples which are equivalent
for learning of formulas with treewidth at most k may be non-equivalent for
formulas with higher treewidth.

2

Illustration of the Approach: Learning with Graphs

We illustrate our method for reduction of learning examples on the problem
of learning with labelled graphs. Let us have two sets of labelled graphs (with
labelled vertices and edges) - positive examples E + and negative examples E −
sampled from some distribution. The basic task is to find a set of labelled graphs
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Fig. 1. An example of a graph representing a molecule (left) and another graph which
is indistinguishable from it using pattern graphs from the set of labelled trees (right).

(patterns) that are able to classify the learning examples and predict the classification of unseen graphs as precisely as possible. Given a set of pattern graphs
P = {P1 , . . . , Pk } (i.e. a hypothesis), a graph G is classified as positive example
if there is at least one pattern graph P ∈ P for which there exists a homomorphism to G. Deciding if there is a homomorphism between two labelled graphs
is NP-complete. The set of pattern graphs is usually searched using a heuristic
algorithm. The heuristic employed for searching usually requires computation of
homomorphisms between the candidate pattern graphs and the graphs in the
datasets. The NP-complete homomorphism problem then often becomes a bottleneck of such methods. Speeding it up is thus an important problem. In this
paper, we develop methods that allow us to reduce size of learning examples in
problems including graph learning which, in turn, means faster homomorphism
checking. We base our approach on the observation that when the set of hypotheses (pattern graphs in this case) is limited then some examples (graphs)
might be indistinguishable by hypotheses from this set. We can therefore replace
every graph in the set of learning examples by the smallest graph indistinguishable from it. An example of a graph representing a molecule and another graph
which is indistinguishable from it using pattern graphs from the set of labelled
trees are shown in Figure 1. Rather than limiting ourselves to labelled graphs,
we base our approach on first-order logic and develop a method for reduction
of learning examples in the form of first-order-logic clauses, which can be used
generally in relational learning including graph learning problems.

3

Preliminaries: Logic, Constraint Satisfaction, Treewidth

Let us first state some notational conventions. A first-order-logic clause is a
universally quantified disjunction of first-order-logic literals. For convenience, we
do not write the universal quantifiers explicitly. We treat clauses as disjunctions
of literals and as sets of literals interchangeably. We will sometimes use a slightly
abused notation a(x, y) ⊆ a(w, x) ∨ a(x, y) to denote that a set of literals of one
clause is a subset of literals of another clause. The set of variables in a clause A is
written as vars(A) and the set of all terms by terms(A). Terms can be variables
or constants. A substitution θ is a mapping from variables of a clause A to terms
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of a clause B. The next definition introduces the concepts of θ-subsumption and
θ-equivalence [3].
Definition 1 (θ-subsumption). Let A and B be clauses. The clause A θsubsumes B (denoted by A θ B), if and only if there is a substitution θ such
that Aθ ⊆ B. If A θ B and B θ A, we call A and B θ-equivalent (written
A ≈θ B).
The notion of θ-subsumption was introduced by [3] as an incomplete approximation of implication. Let A and B be clauses. If A θ B then A |= B but the
other direction of the implication does not hold in general. However, it does hold
for non-self-resolving function-free clauses.
Example 1. Let us have clauses A = a(X, Y ) ∨ a(Y, Z) and B = a(c, d) ∨ a(d, e)
∨ a(f, d). Then A θ B because, for θ = {X/c, Y /d, Z/e}, we have Aθ = a(c, d)
∨ a(d, e) ⊆ B.
Definition 2 (θ-Reduction). Let A be a clause. If there is another clause R
such that A ≈θ R and |R| < |A| then A is said to be θ-reducible. A minimal such
R is called θ-reduction of A.
Constraint satisfaction [4] with finite domains represents a class of problems
closely related to the θ-subsumption problems and to relational-structure homomorphisms. In fact, as shown by [5], these problems are almost identical although
the terminology differs.
Definition 3 (Constraint Satisfaction Problem). A constraint satisfaction
problem is a triple (V, D, C), where V is a set of variables, D = {D1 , . . . , D|V| } is
a set of domains of values (for each variable v ∈ V), and C = {C1 , . . . , C|C| } is a
set of constraints. Every constraint is a pair (s, R), where s (scope) is an n-tuple
of variables and R is an n-ary relation. An evaluation of variables θ satisfies a
constraint Ci = (si , Ri ) if si θ ∈ Ri . A solution is an evaluation that satisfies all
constraints.
The CSP representation of the problem of deciding A θ B has the following
form [6]. There is one CSP variable Xv for every variable v ∈ vars(A). The
domain of each of these CSP variables contains all terms from terms(B). The
set of constraints contains one k-ary constraint Cl = (sl , Rl ) for each literal l =
predl (t1 , . . . , tk ) ∈ A. We denote by Ivar = (i1 , . . . , im ) ⊆ (1, . . . , k) the indexes
of variables in arguments of l (the other arguments might contain constants).
The scope sl of the constraint Cl is (Xti1 , . . . , Xtim ) (i.e. the scope contains
all CSP variables corresponding to variables in the arguments of literal l). The
relation Rl of the constraint Cl is then constructed in three steps. First, a set Ll
is created which contains all literals l′ ∈ B such that l θ l′ (note that checking
θ-subsumption of two literals is a trivial linear-time operation). Then a relation
Rl′ is constructed from the arguments of these literals such that it contains a
tuple (t′1 , . . . , t′k ) if and only if l′ = pred(t′1 , . . . , t′k ) ∈ Ll . Finally, the relation
Rl of the constraint Cl is then the projection of Rl′ on indexes Ivar (only the
elements of tuples which correspond to variables in l are retained).
Next, we exemplify this transformation process.
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Example 2 (Converting θ-subsumption to CSP). Let us have clauses A and B
as follows
A = hasCar(C) ∨ hasLoad(C, L) ∨ shape(L, box)
B = hasCar(c) ∨ hasLoad(c, l1 ) ∨ hasLoad(c, l2 ) ∨ shape(l2 , box).
We now show how we can convert the problem of deciding A θ B to a CSP
problem. Let V = {C, L} be a set of CSP-variables and let D = {DC , DL } be
a set of domains of variables from V such that DC = DL = {c, l1 , l2 }. Further,
let C = {ChasCar(C) , ChasLoad(C,L) , Cshape(L,box) } be a set of constraints with
scopes (C), (C, L) and (L) and with relations {(c)}, {(c, l1 ), (c, l2 )} and {(l2 )},
respectively. Then the constraint satisfaction problem given by V, D and C represents the problem of deciding A θ B as it admits a solution if and only if
A θ B holds.
The Gaifman (or primal) graph of a clause A is the graph with one vertex for
each variable v ∈ vars(A) and an edge for every pair of variables u, v ∈ vars(A),
u 6= v such that u and v appear in a literal l ∈ A. Similarly, we define Gaifman
graphs for CSPs. The Gaifman graph of a CSP problem P = (V, D, C) is the
graph with one vertex for each variable v ∈ V and an edge for every pair of
variables which appear in a scope of some constraint c ∈ C. Gaifman graphs can
be used to define treewidth of clauses or CSPs.
Definition 4 (Tree decomposition, Treewidth). A tree decomposition of a
graph G = (V, E) is a labeled tree T such that
– Every node of T is labeled by a non-empty subset of V .
– For every edge (v, w) ∈ E, there is a node of T with label containing v, w.
– For every v ∈ V , the set of nodes of T with labels containing v is a connected
subgraph of T .
The width of a tree decomposition T is the maximum cardinality of a label in
T minus 1. The treewidth of a graph G is the smallest number k such that G
has a tree decomposition of width k. The treewidth of a clause is equal to the
treewidth of its Gaifman graph. Analogically, the treewidth of a CSP is equal to
the treewidth of its Gaifman graph.
It is easy to check that if a clause A has treewidth bounded by k then also the
CSP representation of the problem of deciding A θ B has treewidth bounded
by k for any clause B. Constraint satisfaction problems with treewidth bounded
by k can be solved in polynomial time by the k-consistency algorithm1 [7]. If the
k-consistency algorithm returns false for a CSP problem P then P is guaranteed
to have no solutions. If it returns true then the problem may or may not have
some solutions. Finally, if the k-consistency algorithm returns true and P has
treewidth bounded by k then P is guaranteed to have a solution. It is known
that due to the equivalence of CSPs and θ-subsumption, the problem of deciding
θ-subsumption A θ B can be solved in polynomial time when clause A has
bounded treewidth.
1

In this paper we follow the conventions of [2]. In other works, e.g. [7], what we call
k-consistency is known as strong k + 1-consistency.
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Proposition 1. We say that clause A is k-consistent w.r.t. clause B (denoted
by A ⊳k B) if and only if the k-consistency algorithm executed on the CSP
representation of the problem of deciding A θ B returns true. If A has treewidth
at most k and A ⊳k B then A θ B.
Proof. Follows directly from the solubility of CSPs with bounded treewidth
by the k-consistency algorithm [2] and from the equivalence of CSPs and θsubsumption shown earlier in this section.

4

Safe Reduction of Learning Examples

The learning task that we consider in this paper is fairly standard. We are given
labelled learning examples encoded as first-order-logic clauses and we would like
to find a classifier predicting the class labels of examples as precisely as possible.
This task could be solved by numerous relational-learning systems. We aim at
finding a reduction procedure that would allow us to reduce the number of literals
in the examples while guaranteeing that the coverage of any hypothesis from a
pre-fixed hypothesis language L would not be changed.
There are several settings for logic-based relational learning. We will work
within the learning from entailment setting [8].
Definition 5 (Covering under Learning from Entailment). Let H be a
clausal theory and e be a clause. Then we say that H covers e under entailment
if and only if H |= e.
The basic learning task is to find a clausal theory H that covers all positive
examples and no negative examples and contains as few clauses as possible.
Definition 6 (Safe Equivalence and Safe Reduction under Entailment).
Let e and ê be clauses and let L be a language specifying all possible hypotheses.
Then ê is said to be safely equivalent to e if and only if ∀H ∈ L : (H |= e) ⇔
(H |= ê). If e and eb are safely equivalent and |ê| < |e| then eb is called safe
reduction of e.
Clearly, if we have a hypothesis H ∈ L which splits the examples to two sets
X and Y then this hypothesis H will also split the respective set of safely reduced
b Yb containing the safely reduced examples from the sets
examples to the sets X,
X and Y , respectively. Also, when predicting classes of test-set examples, any
deterministic classifier that bases its decisions on the queries using the covering
relation |= will return the same classification even if we replace some of the
examples by their safe reductions. The same is also true for propositionalization
approaches that use the |= relation to construct boolean vectors which are then
processed by attribute-value-learners.
In this paper, we focus on hypothesis languages in the form of non-resolving
clausal theories. Recall that we do not put any restrictions on the learning examples. The only restrictions are those put on hypotheses. A non-resolving clausal
theory is a set of clauses such that no predicate symbol which appears in the head
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of a clause appears also in the body of any clause. The main reason why we start
with non-resolving clausal theories is that logical entailment H |= A, for a nonresolving clausal theory H and a clause A, can be checked using θ-subsumption.
If there is a clause H ∈ H such that H θ A then H |= A, otherwise H 6|= A. The
non-resolving hypothesis languages as we defined them here are also sometimes
called pattern languages.
We start by defining x-subsumption and x-equivalence which are weaker
versions of θ-subsumption and θ-equivalence. The notions of x-subsumption and
x-equivalence will be central tools used in this section.
Definition 7 (x-subsumption, x-equivalence). Let X be a possibly infinite
set of clauses. Let A, B be clauses not necessarily from X. We say that A xsubsumes B w.r.t. X (denoted by A x B) if and only if (C θ A) ⇒ (C θ B)
for every clause C ∈ X. If A x B and B x A then A and B are called xequivalent w.r.t. X (denoted by A ≈x B). For a given set X, the relation x is
called x-subsumption on X and the relation ≈x is called x-equivalence on X.
For example, the set X can consist of clauses having treewidth bounded by k or
having hypertreewidth bounded by l or having at most m variables etc. When
it is clear from the context, we omit the phrase w.r.t. X from A x-subsumes B
w.r.t. X. The x-equivalence w.r.t. the set X is closely related to safe equivalence
w.r.t. a set L ⊆ 2X containing only non-resolving clausal theories composed of
clauses from X. If two learning examples are x-equivalent w.r.t. the set of clauses
X then they are also safely equivalent w.r.t. the set of clausal theories L.
Example 3. Let us have the following two clauses: C = e(A, B) ∨ e(B, C) ∨
e(C, A) and D = e(A, B) ∨ e(B, C) ∨ e(C, D) ∨ e(D, A). For these clauses, it
holds C x D and D x C w.r.t. the set of clauses with treewidth at most 1.
On the other hand, C 6x D, D 6x C for sets of clauses with treewidth at most
k where k > 1. This is because the treewidth of C and D is 2.
The next proposition states basic properties of x-subsumption and x-equivalence
(the proof is simple but is omitted due to lack of space).
Proposition 2. Let X be a set of clauses. Then x-subsumption w.r.t. X is
a transitive and reflexive relation on clauses and x-equivalence w.r.t. X is an
equivalence relation on clauses.
Definition 7 provides no efficient way to decide x-subsumption between two
clauses as it demands θ-subsumption of an infinite number of clauses to be
tested in some cases. The next proposition provides a necessary condition for xsubsumption. It will be the basic tool that we exploit in this section to develop
methods for safely reducing learning examples.
Proposition 3. Let X be a set of clauses. If x is x-subsumption on X and
⊳x is a relation such that:
1. If A ⊳x B and C ⊆ A then C ⊳x B.

177

2. If A ∈ X, ϑ is a substitution and Aϑ ⊳x B then A x B.
Then (A ⊳x B) ⇒ (A x B) for any two clauses A, B (not necessarily from X).
Proof. We need to show that if A ⊳x B then (C θ A) ⇒ (C θ B) for all
clauses C ∈ X. First, if A ⊳x B and C 6θ A then the proposition holds trivially.
Second, C θ A means that there is a substitution ϑ such that Cϑ ⊆ A. This
implies Cϑ ⊳x B using the condition 1. Now, we can use the second condition
which gives us C x B (note that C ∈ X and Cϑ ⊳x B). Finally, we get C θ B
using Definition 7 because C ∈ X.
Proposition 3 can be used to check if two learning examples e and eb are equivalent
w.r.t. hypotheses from a fixed hypothesis language. It can be therefore used to
search for safe reductions of learning examples. This is formalized in the next
proposition. Note that this proposition does not say that e and eb are equivalent.
It merely says that they are equivalent when being used as learning examples in
the learning from entailment setting with hypotheses drawn from a fixed set.
Proposition 4. Let L be a hypothesis language containing only non-resolving
clausal theories composed of clauses from a set X and let ⊳X be a relation
satisfying conditions 1 and 2 from Proposition 3 on the set X. If e and eb are
learning examples (not necessarily from X), e ⊳X eb and eb ⊳X e then for any
H ∈ L it holds (H |= e) ⇔ (H |= eb). Moreover, if |b
e| < |e| then eb is a safe
reduction of e under entailment.
Proof. First, e ⊳X eb and eb ⊳X e imply e ≈X eb (where ≈X denotes x-equivalence
on the set X). Then for any non-resolving clausal theory H ∈ L we have (H |=
e) ⇔ (H |= eb) because for any clause A ∈ X we have (A θ e) ⇔ (A θ eb)
(from e ≈X eb). This together with |b
e| < |e| means that eb is a safe reduction of e
under entailment w.r.t. hypothesis language L.
We will use Propositions 3 and 4 for showing that certain procedures which
transform learning examples always produce safe reductions of these examples.
Specifically, we will use them to show that k-consistency algorithm can be used
for computing safe reductions of learning examples w.r.t. hypothesis sets composed of clauses with bounded treewidth.
We start with two simpler transformation methods for which Propositions 3
and 4 are not actually needed. For the first transformation method, we assume to
have a fixed hypothesis language LU consisting of non-resolving clausal theories
which contain only constants from a given set U. The transformation then gets
a clause A on its input and produces a new clause Ã by variabilizing constants
in A which are not contained in U. It is easy to check that for any such A
and Ã it must hold A ≈x Ã w.r.t. the set of clauses containing only constants
from U. Therefore A and Ã are safely equivalent w.r.t. L. We can think of the
constants not used in a hypothesis language L as identifiers of objects whose
exact identity is not interesting for us. Such constants can appear e.g. when we
describe molecules and we want to give names to atoms in the molecules with
no actual meaning.
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Another simple transformation which produces safely equivalent clauses is
based on θ-reduction. In this case the set of clauses X can be arbitrary. The
transformation gets a clause A on its input and returns its θ-reduction. The
x-equivalence of the clause A and its θ-reduction follows from the fact that θsubsumption is an x-subsumption w.r.t. the set of all clauses.
Importantly, transformations which produce x-equivalent clauses w.r.t. a set
X can be chained due to transitivity of x-subsumption. So, for example, if we
have a hypothesis language LU consisting of non-resolving clausal theories which
contain only constants from a pre-fixed set U and we want to safely reduce a
clause A then we can first variabilize it and then reduce it using θ-reduction.
Example 4. Let us have an example
e = edge(a, b, 1) ∨ edge(b, a, 2) ∨ edge(b, c, 2) ∨ edge(c, d, 1) ∨ edge(d, a, 2)
and a hypothesis language L containing arbitrary non-resolving clausal theories
with the set of allowed constants U = {1, 2}. We variabilize e and obtain clause
ẽ = edge(A, B, 1) ∨ edge(B, A, 2) ∨ edge(B, C, 2) ∨ edge(C, D, 1) ∨ edge(D, A, 2).
Now, e and ẽ are safely equivalent w.r.t. to hypotheses from L. Next, we obtain
a safe reduction of e by computing θ-reduction of ẽ which is eb = edge(A, B, 1)
∨ edge(B, A, 2).
Next, we describe a transformation method which assumes the hypothesis languages to consist only of clauses with bounded treewidth. Unlike the
exponential-time method based on θ-reduction, this method runs in polynomial
time. Interestingly, it does not need any restrictions (e.g. bounded treewidth)
on the learning examples which are reduced. The reduction method is based on
x-subsumption on the set Xk of clauses with treewidth at most k. We start by
showing that x-subsumption w.r.t. Xk can be checked using the k-consistency
algorithm. We do this by showing that the k-consistency relation ⊳k on clauses
satisfies the conditions from Proposition 3.
Proposition 5. Let Xk be a set containing only clauses with treewidth at most
k. For any two clauses A, B, if A ⊳k B (i.e. if A is k-consistent w.r.t. B) then
A x B w.r.t. the set Xk .
Proof. We will show that the conditions of Proposition 3 are satisfied by ⊳k from
which the validity of the proposition will follow. First: If C ⊆ A and A⊳k B then
C ⊳k B. which is obviously true. Second: If C is a clause with treewidth bounded
by k and Cθ ⊳k D then C θ D. Checking Cθ ⊳k D is equivalent to checking
k-consistency of the original CSP representation of C θ D problem where we
added additional constraints to enforce consistency with the substitution θ. If
this restricted problem is still k-consistent then also for the original problem it
must have held C ⊳k D and consequently C θ D because C has treewidth at
most k (using Proposition 1).
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The safe reduction method based on k-consistency works as follows. We suppose
that there is a set U of constants which are allowed in the hypothesis language
Lk and that the hypotheses in Lk consist only of clauses with treewidth at most
k. The method gets a clause A and variabilizes all constants not contained in U.
The result is a clause Ã which is also safely equivalent to A w.r.t. the hypothesis
language Lk . This clause is then reduced by so-called literal-elimination algorithm (described in proof of Proposition 6) which is based on the k-consistency
b which is safely equivalent to A w.r.t.
algorithm, always produces a clause A
Lk and contains at most as many literals as a safe reduction obtained by the
method based on θ-reduction as the next proposition shows. Moreover, it runs
in polynomial time.
Proposition 6. Let Lk be a set of non-resolving hypotheses containing only
bθ its θ-reduction. We
clauses with treewidth at most k. Let C be a clause and C
b
bk | ≤ |C
bθ | in time
b
can find a clause Ck such that C ≈x Ck w.r.t. to Lk and |C
2k+3
O |C|
by the ”literal-elimination algorithm”.
Proof. The literal k-elimination algorithm works as follows. First, it sets C ′ = C
and then performs the following process iteratively for each literal l ∈ C: It
checks if C ⊳k C ′ \ {l} and if so then it sets C ′ ← C ′ \ {l}. First, it follows from
bk ≈k C. What remains to be shown is that the
transitivity of k-equivalence that C
bk will not be bigger than C
bθ . Let us assume, for contradiction,
resulting clause C
bθ which means that C
bk
bk | > |C
bθ |. Since C
bk ⊆ C, it must hold C
bk θ C
that |C
b
b
must be θ-reducible. When Ck is θ-reducible, there must be a literal l ∈ Ck such
bk \{l}. θ-subsumption implies k-consistency (for clauses of arbitrary
bk θ C
that C
bk \ {l}. However, then l should have
bk ⊳k C
treewidth) therefore it also holds C
been removed by the literal-elimination algorithm which is a contradiction with
bk being output of it. As for the running time of the algorithm, k-consistency
C
can be checked in time O(|C|2k+2 ) [2] and it is invoked exactly |C| times by the
above procedure which gives us the runtime O(|C|2k+3 ).
We can find even smaller safely equivalent clauses w.r.t. Lk for a clause C by a
literal-substitution algorithm with just a slightly higher runtime O(|C|2k+4 ). This
algorithm first runs the literal-elimination algorithm and then tries to further
reduce its output C ′ as follows: For each pair of literals l, l′ ∈ C ′ it constructs
a substitution θ : vars(l) → vars(l′ ) and checks if C ′ θ ⊳k C ′ and if so, it sets
C ′ ← C ′ θ. It is easy to check that it always holds C ≈x C ′ w.r.t. the set of
clauses with treewidth at most k. The algorithm runs in time O(|C|2k+4 ) as it
performs O(|C|2 ) k-consistency checks.
The clauses with bounded treewidth are not the only ones for which efficient
safe reduction can be derived. For example, it is possible to derive a completely
analogical safe reduction w.r.t. acyclic clauses, which can have arbitrary high
treewidth but despite that admit a polynomial-time θ-subsumption checking
algorithm. The only difference would be the use of generalized arc-consistency
algorithm [7] instead of the k-consistency test.
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5

Experimental Evaluation of Safe Reduction

We experimentally evaluate usefulness of the safe reduction of learning examples
with real-world datasets and a state-of-the-art relational learning system nFOIL
[9]. We implemented literal-elimination and literal-substitution algorithms for
treewidth 1, i.e. for tree-like clausal theories. We used the efficient algorithm AC3 [10] for checking 1-consistency2 . We forced nFOIL to construct only clauses
with treewidth 1 using its mode declaration mechanism. We used three datasets
in the experiments: predictive toxicology challenge [11], CAD [12] and hexosebinding proteins [13]. The PTC dataset contains descriptions of 344 molecules
classified according to their toxicity for male rats. The molecules are described
using only atom and bond information. The CAD dataset contains descriptions of
96 class-labelled product-structure designs. Finally, the hexose-binding dataset
contains 80 hexose-binding and 80 non-hexose-binding protein domains. Following [13] we represent the protein domains by atom-types and atom-names (each
atom in an amino acid has a unique name) and pair-wise distances between the
atoms which are closer to each other than some threshold value. We performed
two experiments with the last mentioned dataset for cut-off set to 1 Angstrom
and 2 Angstroms with which we were able to achieve accuracies as high as [13]
have achieved using Aleph.
We applied the literal-elimination algorithm followed by literal-substitution
algorithm on the three datasets. The compression rates (i.e. ratios of number
of literals in the reduced learning examples divided by the number of literals
in the original non-reduced examples) are shown in the left panel of Figure 2.
The right panel of Figure 2 then shows the time needed to run the reduction
algorithms on the respective datasets. We note that these times are generally
negligible compared to runtimes of nFOIL.
Next, we used nFOIL to learn predictive models and evaluated them using
10-fold cross-validation. For all experiments with the exception of the hexosebinding dataset with cut-off value 2 Angstroms, where we used beam-size 50,
we used beam-size 100. From one point of view, this is much higher than the
beam-sizes used by [9], but on the other hand, we have the experience that this
allows nFOIL to find theories which involve longer clauses and at the same time
have higher predictive accuracies. The runtimes of nFOIL operating on reduced
and non-reduced data are shown in the left panel of Figure 3. It can be seen that
the reduction was beneficial in all cases but that the most significant speed-up
of more than an order of magnitude was achieved on Hexose data. This could be
attributed to the fact that nFOIL constructed long clauses on this dataset and
the covering test used by it had not probably been optimized. So, in principle,
nFOIL could be made faster by optimizing the efficiency of its covering test. The
main point, however, is that we can speed-up the learning process for almost any
relational learning algorithm merely by preprocessing its input.
2

Note again the terminology used in this paper following [2]. In CSP-literature, it is
often common to call 2-consistency what we call 1-consistency.
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6

Conclusions

We have introduced a novel concept called safe reduction. We have shown how
it can be used to safely reduce learning examples (without affecting learnability) which makes it possible to speed-up many relational learning systems by
merely preprocessing their input. The methods that we have introduced run in
polynomial time for hypothesis languages composed of bounded-treewidth or
acyclic clauses and can reduce the learning examples always at least as much as
a conventional exponential-time method.
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Appendix: The k-Consistency Algorithm
In this section, we briefly describe the k-consistency algorithm. The description is
based on the presentation by Atserias et al. [2]. Let us have a CSP P = (V, D, C)
where V is the set of variables, D is the set of domains of the variables and C is the
set of constraints. A partial solution ϑ is an evaluation of variables from V ′ ⊆ V
which is a solution of the sub-problem P ′ = (V ′ , D, C). If ϑ and ϕ are partial
solutions, we say that ϕ extends ϑ (denoted by ϑ ⊆ ϕ) if Supp(ϑ) ⊆ Supp(ϕ)
and V ϑ = V ϕ for all V ∈ Supp(ϑ), where Supp(ϑ) and Supp(ϕ) denote the sets
of variables which are affected by the respective evaluations ϑ and ϕ.
The k-consistency algorithm then works as follows:
1. Given a constraint satisfaction problem P = (V, D, C) and a positive integer
k.
2. Let H be the collection of all partial solutions ϑ with |Supp(ϑ)| < k + 1.
3. For every ϑ ∈ H with |Supp(ϑ)| ≤ k and every V ∈ V, if there is no ϕ ∈ H
such that ϑ ⊆ ϕ and V ∈ Supp(ϕ), remove ϑ and all its extensions from H.
4. Repeat step 3 until H is unchanged.
5. If H is empty return false, else return true.
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Abstract. Even though clustering trajectory data attracted considerable attention in the last few years, most of prior work assumed that moving objects can move freely in an euclidean space and did not consider
the eventual presence of an underlying road network and its influence on
evaluating the similarity between trajectories. In this paper, we present
two approaches to clustering network-constrained trajectory data. The
first approach discovers clusters of trajectories that traveled along the
same parts of the road network. The second approach is segment-oriented
and aims to group together road segments based on trajectories that
they have in common. Both approaches use a graph model to depict
the interactions between observations w.r.t. their similarity and cluster
this similarity graph using a community detection algorithm. We also
present experimental results obtained on synthetic data to showcase our
propositions.
Keywords: similarity, clustering, moving objects, trajectories, road network.

1

Introduction

Recent progress in telecommunications and geo-positioning contributed to the
democratization of location-aware devices (GPS, smartphones, PDA, etc.) capable of retrieving, storing and sharing their position. Thanks to these devices, it
becomes feasible to construct dedicated systems to store the trajectories of various types of moving objects (vehicles, pedestrians, etc.). The availability of such
data has shed the light on new challenges and motivated work on management,
analysis and data mining of Moving Object Databases (MOD) [1].
One of the domains where mining trajectory data can be beneficially applied
is road traffic analysis. In fact, collecting and analyzing the GPS logs of vehicles
traveling along the road network in order to deduce the state of the network and
understand the flow dynamics can be a more efficient and affordable alternative
to the use of dedicated sensors (which are expensive to deploy and maintain).
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This paper tackles the problem of clustering trajectories of vehicles moving
along a road network. More precisely, we study two separate clustering problems:
i. the trajectory-based clustering problem, in which we are interested in discovering groups of trajectories that visited the same parts of the road network; and
ii. the segment-based clustering problem, which aims to retrieve clusters of road
segments that are co-traveled frequently. Studying those clustering problems can
be useful in many contexts, such as:
– Management and planning of road network infrastructure: trajectory clustering gives insight into the way the road network is used and grouping
together segments that are co-traveled on regular basis can be very helpful
for predicting propagation of congestion situations. This knowledge can be
used to guide future planning decisions (construction of new roads and lanes,
etc.);
– Carpooling: clusters of trajectories represent opportunities for carpooling
which, if seized, can help reduce traveling costs and have a positive environmental impact.
The majority of existing literature consider the case of objects moving freely
on the euclidean space, neglecting, in the case of vehicular trajectories, the movement constraints imposed by the underlying road network. Moreover, existing
approaches are often very sensitive to their parameter values which should be
fine-tuned depending on the dataset at hand to produce relevant clustering results. Our contribution addresses these two concerns and can be summarized in
the following points:
– We define a similarity measure that compares trajectories based on their
proximity on the road network;
– We propose a graph representation to model interactions between trajectories w.r.t. their similarity.
– We use modularity-based community detection to cluster the similarity graphs
and discover hierarchies of nested trajectory clusters suitable for exploration
at various levels of detail;
– We proceed in analogy and define a clustering approach that regroups road
segments based on common trajectories that travel them;
– We present experimental results to showcase our segment clustering approach
on a synthetic dataset.
The rest of this paper is organized as follows. We present our data model
and our formulation of the studied clustering problems in Section 2. Section 3
describes our trajectory clustering approach. Our road segment clustering approach is presented in Section 4. Experimental results are shown in Section 5.
Related work is discussed in Section 6. Finally, Section 7 concludes the paper.

2

Data Representation and Problem Statement

A road network is, the most commonly, represented as a directed graph G =
(V, E) [2–4]. The set of nodes, or vertices, V represents intersections and terminal
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points of roads whereas the set of directed edges E represents the road segments
interconnecting those nodes. A directed edge e = (vi , vj ) indicates that a road
segment links the two nodes vi and vj and that it can be traveled from vi in
the direction of vj but not the other way around (unless another edge states
otherwise).
A constrained trajectory T that travels along this road network can be modeled as a sequence of connected segments:
T = hid, {e1 , e2 , ..., el }i

(1)

Where id is the identifier of the trajectory, l its length (i.e. number of segments) and ∀1 ≤ i < l, ei and ei+1 are connected segments belonging to E. In a
real-case scenario, trajectories are collected as GPS logs (sequences of latitude
and longitude points) on which a map matching technique (e.g. [5, 3]) is applied
in order to produce the sequence of traveled segments. The map matching step
is out of the scope of this paper.
Given a set of trajectories T = {T1 , T2 , ..., Tn } that traveled along a road
network G = (V, E), we define the following two clustering problems that we
will try to solve afterwards:
– The trajectory-based clustering problem consists in partitioning T into a set
of clusters C = {C1 , ..., CK } of trajectories that exhibited similar behavior.
Resemblance between trajectories of the same cluster Ci should be as high
as possible and trajectories across two different clusters Ci and Cj should
be as different as possible.
– The segment-based clustering problem, on the other hand, aims to partition
the set of road segments E into clusters of segments that recurrently coappear in trajectories. It is desirable that: i. if a segment s in a given cluster
Ci appears in a subset of trajectories in T then other segments in Ci are
likely to appear in that same subset; and ii. segments belonging to different
clusters are unlikely to appear together very often.

3

Trajectory-Based Clustering

In this section, we present our solution to the trajectory-based clustering problem. Our clustering framework can be divided into three steps. First, we introduce a measure to assess the similarity between trajectories based on their
proximity on the road network (Section 3.1). Then, we use this measure to build
a graph depicting the similarity between trajectories (Section 3.2). This similarity graph is partitioned using a community-detection algorithm (Section 3.3) in
order to discover meaningful trajectory clusters.
3.1

Similarity Between Trajectories

We adopt a bag-of-segments model where each trajectory is considered as an
unordered collection of segments. When comparing two trajectories, the presence
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of each segment is checked individually without accounting for the segment’s
order in the trajectory or the presence of other segments. This simplification is
justified by two observations: i. even if the order is unaccounted for explicitly,
the underlying network model is a directed graph. Consequently, the direction
of travel is implicitly respected since the visited edges are not the same for
each direction; and ii. in a context of traffic analysis, congestion situations occur
first in singular isolated segments and spread afterwards to adjacent segments,
considering individual segments as the basis for comparison is the most natural
and intuitive choice.
Intuitively, all segments do not have the same discriminative power. Segments that are frequently traveled by the majority of trajectories are not very
relevant to cluster formations. On the contrary, segments that are traveled by
a small portion of trajectories play a key role in the formation of the cluster
containing those trajectories. To account for this observation, we devise a segment weighting strategy by adapting the TF-IDF (Term Frequency - Inverse
Document Frequency) weighting to the case of trajectory data.
We define the spatial segment frequency (ssf) to measure the importance of
an edge e in a trajectory T :
ne,T · length(e)
0
0
e0 ∈T ne ,T · length(e )

ssfe,T = P

(2)

ne,T being the number of occurrences of e in T (ne,T = 1 most of the time
as trajectories rarely visit a segment more than once) and length(e) its spatial
length.
The inverse trajectory frequency (itf) measures the frequency of the segment
e in the whole set of trajectories T :
itfe = log

|T |
|{Ti : e ∈ Ti }|

(3)

|T | is the total number of trajectories in the set T and |{Ti : e ∈ Ti }| the
number of trajectories containing the segment e. While inspecting trajectory T ,
the weight attributed to the road segment e is the combination of both its ssf in
the trajectory and its itf:
ωe,T = ssfe,T · itfe
(4)
Finally, we compare two trajectories Ti and Tj by calculating their cosine
similarity:
P
ωe,Ti · ωe,Tj
Similarity(Ti , Tj ) = qP e∈E
(5)
qP
2
2
ω
·
ω
e∈E e,Ti
e∈E e,Tj
3.2

Trajectory Similarity Graph

We model the similarity relationships between trajectories as an undirected,
weighted graph GS = (T , E 0 , W ). Each trajectory in the set T is modeled as a
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node in GS . An edge e ∈ E 0 between a pair of trajectories Ti and Tj exists if
and only if Similarity(Ti , Tj ) > 0 (i.e. if they share at least one common road
segment). In this case, the similarity is assigned as a weight ωe ∈ W to the edge
e. The concept of similarity graph is depicted in Fig.1.

Similarity(Ti , Tj )
Ti

Tj

Fig. 1. Example of a trajectory similarity graph: nodes represent trajectories while
edges represent the intensity of the similarity between the trajectories.

In addition to being a natural representation of the interactions between trajectories, the similarity graph puts extra emphasis on the fact that two trajectories that do not share common road segments are totally independent and are
not to be ”immediately” grouped together in a same cluster. This is reflected in
the absence of a similarity edge linking the two trajectories and is fundamentally
different from existing approaches that use classic distances and similarities and
which can result in regrouping such trajectories together (especially those based
on an unconstrained model, which can confuse dissimilar trajectories traveling
along two separate but parallel and close roads).
Let n = |T | be the number of trajectories and m = |E| the number of
segments in the road network’s graph G. The computational complexity for
constructing the similarity graph is O(mn2 ) since it requires n(n−1)
similarity
2
calculations each costing O(m) at the very most.
3.3

Clustering the Similarity Graph

Clustering is generally conducted on massive volumes of data. Therefore, the
similarity graph described in the previous section tends to have a large number of
nodes and edges (especially since only one common road segment is sufficient to
create a similarity edge between two trajectories). Modularity-based communitydetection algorithms are a popular and widely adopted choice to cluster such
graphs [6]. Given a graph G = (V, E, W ), with vertices V = {v1 , v2 , ..., vn },
weighted edges E such as ωij ≥ 0 and ωij = ωji , and given a partition of
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the vertices into K clusters (or communities) C1 , ..., CK , the modularity of the
partition is expressed according to the formula:
Q=



K
1 X X
di dj
ωij −
2m
2m

(6)

k=1 i,j∈Ck

P
P
di = j6=i ωij and m = 21 i di . The modularity measures the quality of the
clustering by inspecting the arrangement of the edges within the communities of
vertices. A high modularity is an indicator that the edges within the communities
outnumber (or have higher weights than) those in a similar randomly generated
graph (that does not present a community structure). Communities discovered
using modularity optimization have a structure that is similar to the structure
of cliques. In our case, this means that trajectories grouped together are heavily
connected (which is the intended result) and share, two at a time, a considerable
number of significant road segments. Moreover, the modularity accounts for the
inspected nodes’ degrees and can therefore avoid problems that might occur
when dealing with lengthy trajectories (that are connected to a great number of
other trajectories).
To cluster our similarity graph, we use an implementation of the algorithm
described in [7] (the full details of the used implementation as well as the pseudocodes of its different steps can be found in [8]). First, the algorithm finds, for
the similarity graph GS , the partition C = {C1 , C2 , ..., CK } that has the highest
modularity. The significance of this partition is then evaluated by comparing its
modularity to the modularity of optimal partitions obtained on similar randomly
generated graphs. If the partition is valid (i.e. presents indeed a community
structure), then the clustering algorithm is applied recursively on each of its
clusters: for each cluster Ci ∈ C, the sub-graph containing only nodes in Ci and
their similarity edges is isolated and clustered separately. The recursion stops
once no further significant partitions can be found. The result of this clustering
step is a complete hierarchy of nested trajectory clusters that can be explored
at various levels of detail.
edges (n
Since the similarity graph contains n nodes and, at most, n(n−1)
2
being the number of trajectories in T ), the theoretical (maximal) complexity
of the community detection algorithm used in our clustering phase is O(n3 ) as
reported in [6] (however, this complexity is rarely observed in practice where the
complexity is somewhere near O(n2 )).

4

Segment-Based Clustering

In this section, we are interested in discovering groups of segments that are
very often traveled together. To solve our segment-based clustering problem, we
proceed in analogy to the approach presented in the previous section. We define
a similarity measure between segments based on comparison of the trajectories
that travel them. This similarity is used to construct a similarity graph that is
partitioned in order to discover the clusters of segments.
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4.1

Similarity Between Road Segments

We consider that two road segments represented by the two directed edges ei
and ej (ei , ej ∈ E) are similar if they frequently co-appear in the same trajectories (i.e. there exists a non-empty subset of trajectories in T : {T ∈ T : ei ∈
T ∧ ej ∈ T }). The larger the number of concomitant appearances of both segments is, the more they are considered similar. We can assimilate this concept
of segment similarity to considering each segment as the bag-of-trajectories that
traveled it. Comparing two road segments is, therefore, equivalent to comparing
the collections of trajectories that visited each one of them.
The claim that we advanced in Section 3.1 can be extended to the case of
comparing road segments. A lengthy trajectory that visits a considerable number
of road segments is not very informative when judging the similarity between two
segments in particular and vice versa. Therefore, we assign weights to trajectories
depending on their contribution in characterizing road segments. The weight of
a trajectory T , while inspecting a road segment e, is:
|E|
ne,T
· log
0
|e ∈ E : e ∈ T |
T 0 ∈T ne,T

ωT,e = P

(7)

The first term in this weight calculates the contribution of T to the segment
e by calculating the ratio between the number of appearances of e in T and the
total number of appearances of e in the whole dataset of trajectories T . The
second term evaluates the general importance of the trajectory and drops as the
trajectory visits more segments and vice versa. Here again, we compare segments
using their cosine similarity (by analogy to the formula in eq.(5)).

4.2

Constructing and Clustering the Segment Similarity Graph

We define the segment similarity graph in the same fashion that we defined
the trajectory similarity graph in Section 3.2. The segment similarity graph
GS (E, E 0 , W ) is an undirected, weighted graph where each node represents a
road segment e ∈ E. A similarity edge e0 ∈ E 0 links two edges ei and ej if
Similarity(ei , ej ) > 0 (i.e. if {T ∈ T : ei ∈ T ∧ ej ∈ T } contains at least one
trajectory) in which case their similarity is assigned as a weight to e0 .
We refer to this approach of constructing the similarity graph as the ”loose”
approach. We can also devise a ”strict” approach where a similarity edge exists
between the two edges ei and ej not only if Similarity(ei , ej ) > 0 but also if ei
and ej are connected (i.e. the end node of one of the segments is the start node of
the other). We apply the exact same community-detection algorithm mentioned
in Section 3.3 to the segment similarity graph in order to discover the clusters
of similar road segments. The theoretical complexities of the graph construction
and the clustering steps can be deduced by analogy from those mentioned in
Section 3.
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5

Experimental Results

In this section, we present preliminary results of the segment-based clustering
approach on a synthetic dataset simulated using the Brinkhoff generator [9] (the
interested reader is referred to [10] where we briefly reported some results of
our trajectory-based approach). The dataset was generated using the Oldenburg
map, which contains 6105 nodes and 14070 directed edges. It contains 1000
trajectories that traveled along a total of 7890 unique segments.
Applying the loose approach results in a similarity graph containing 572903
edges. Clustering this graph yields a hierarchy of clusters that spans over seven
levels, with only 16 discovered clusters at the top-most level and up to 1222
clusters in the bottom level. Clusters found at the highest levels are, generally,
very coarse and are hard to interpret as they regroup a very large number of
road segments that can be scattered across different regions of the road network
(cf. clusters (a) through (c) in Fig.2). Cluster quality rises as clusters split into
more meaningful sub-clusters in the sub-sequent levels of hierarchy (clusters (d)
through (f) in Fig.2).
The strictly constructed graph, on the other hand, contains only 8674 similarity edges and is clustered by the community into a hierarchy containing only
three levels. The top-most level is composed of 92 levels whereas the third level
contains 216 clusters. Fig.3 showcases some of the top level clusters obtained by
application of the strict segment clustering.
For comparison’s sake, we tried clustering the road segments using classic
hierarchical agglomerative clustering (HAC) with average linkage. However, this
approach resulted in very disproportionate clusters of poor quality (visualization
of resulting clusters is omitted due to space limitation). The reason is that,
during the first merging steps, the HAC can make some poor choices that are not
reconsidered in the following steps. This limitation is overcome by the community
detection algorithm used during our clustering step (cf. Section 3.3) which can
permute cluster participants if it can positively contribute to the modularity of
the resulting partition.
Further experimentations are needed in order to compare clusters produced
by the loose approach to those produced by the strict approach and objectively
evaluate their quality.

6

Related Work

Prior work can be divided into two main areas: i. study of trajectory distances
and similarity measures; and ii. design of trajectory clustering algorithms.
Distance measures proposed for free flow trajectories include Dynamic Time
Warping (DTW) [11], LCSS (Longest Common Subsequence) [12], ERP (Edit
distance with Real Penalty) [13], EDR (Edit Distance on Real sequence) [14] and
the One-Way Distance (OWD) [15]. The above distances consider trajectories
as sequences of points on the euclidean space and ignore any network-related
constraints that can restrict the movement of the studied objects. Therefore, they
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(a)

(b)

(c)

(d)

(e)

(f)

Fig. 2. Some clusters of segments discovered through clustering of the loose similarity
graph. Clusters depicted in (a), (b) and (c) are top-level, very coarse clusters. Clusters
(d) through (f) illustrate how clusters get refined when navigating down the hierarchy
of clusters (in this case, the clusters are issued from the second level). The segments’
coloration is relative to the number of trajectories traveling them, varying from pale
yellow (for less traveled segments) to dark red (for segments that are traveled frequently).

cannot be applied directly in our context. A constrained approach is presented
in [16]. However, it requires a priori definition of points of interest in the road
network and can’t be used for unsupervised learning. Other propositions can be
found in [17] and [18].
Approaches to trajectory clustering are adaptations of existing algorithms.
Existing problem formulations and propositions include flock patterns [19], convoy patterns [20], the TRACLUS partition-and-group framework [21] and the
T-OPTICS and TF-OPTICS algorithms [22]. The aforementioned algorithms
use euclidean-based similarities and distances and can, therefore, be used only
in the case of unconstrained trajectories. Furthermore, the majority of these approaches use density-based algorithms which suffer from two major drawbacks:
i. their results are very sensitive to the parameter values; and ii. they assume
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(a)

(b)

(c)

(d)

(e)

(f)

Fig. 3. Some of the clusters discovered through clustering of the strict similarity graph.

that trajectories in the same cluster have a rather homogeneous density, which
is rarely the case (as discussed in [4]).
In [2], the authors describe an approach to discovering ”dense paths” or sequences of frequently traveled segments in a road network. This approach resembles our segment-based clustering although they diverge on many key aspects.
For instance, the approach in [2] produces flat clusters using a density-based approach (which requires fine tuning) whereas ours produces a hierarchy of nested
clusters and does not require parametrization.
The most relevant work to our trajectory-based clustering is the one presented by Roh et Hwang in [4] where the distance between trajectories in the
road network is measured using shortest path calculations. A baseline algorithm, using agglomerative hierarchical clustering, as well as a more efficient
algorithm, called NNCluster, are presented for the purpose of regrouping the
network constrained trajectories. Unlike our approach, the distance in [4] can
be computationally prohibitive (especially in large road networks) besides from
being direction-independent (i.e. it does not take into account the traveling direction, thus requiring an additional filtering step to separate inverted trajectories
regrouped together).
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7

Conclusion

In this paper, we presented two approaches to cluster trajectory data under constraints of an underlying road network. The first approach focuses on clustering
entire trajectories into communities of trajectories that exhibited similar behavior and movement patterns. The second approach deals with road segments and
tries to discover groups of segments that are often visited concomitantly. Both
approaches are based on a two-steps framework. First, they start by computing
a similarity graph between the individuals to be clustered (i.e. trajectories or
road segments). Then, the graph is clustered using a hierarchical communitydetection algorithm.
This framework presents many advantages: i. it does not require parameters,
contrary to the majority of existing approaches that are very sensitive to their
threshold values; and ii. it also produces a hierarchy of nested clusters promoting
exploration at various levels of granularity and detail in situations where a flat
clustering approach would have produced a unique level containing a very large
number of clusters. However, the framework is not flawless: the community detection algorithm used in the clustering step can be sensitive in presence of noise
(i.e. trajectories that do not necessarily belong to any cluster or segments that
are traveled rarely) which can degrade the quality of the discovered clusters.
For future work, we would like to conduct more thorough experiments with
our segment-based approach and evaluate the quality of the produced clusters
using internal and external quality indexes. We would also like to test our approaches on real vehicle trajectory datasets and study the impact of varying the
community detection algorithm used in the clustering phase.
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