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Abstract. In this paper we present a novel survival analysis modeling approach 

based on gradient boosting using bagged trees as base learners. The resulting 

models consist of additive components of single variable models and their 

pairwise interactions which makes them visually interpretable. We show that 

our method produces competitive results often having a predictive power higher 

than full-complexity models.  
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1 Introduction 

In survival data we do not know many of the outcome values (e.g. death, graft rejec-

tions or disease recurrence in medical studies) because the event might not have oc-

curred within the fixed period of the study or because patients could have become 

unavailable during the study, i.e. lost to follow-up. In such cases, the date of the last 

visit (censoring time) provides a lower bound on the survival time. Such datasets are 

considered censored. 

There are many machine learning model adoptions to survival analysis – starting 

from Cox regression [1], through random survival forests [2] and gradient boosting 

machines [3], to deep learning models [4]. Apart from the simplest models like Cox 

which have low predictive power, most more complex models lack interpretability, 

that is critical in medical applications. In this article we present a novel survival anal-

ysis modeling approach, which maintains models’ interpretability while providing 

high predictive power comparable to full-complexity models. We achieve that by 

deriving additive models composed of functions of single predictors and their pair-

wise  predictors as an input. Our models are constructed via component-wise gradient 

boosting where base learners are represented by bagged trees. 

The structure of the article is as follows: first we introduce the assumptions of sur-

vival analysis and models adoption to this area, then we derive our modelling method 

fulfilling our criteria. The next part presents the evaluation method of our approach, 

which is then followed by results presentation and discussion on the properties of our 

models. 
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2 Survival analysis 

2.1 Notations 

In survival analysis, a patient i is represented by a triplet (xi, δi, Ti), where xi = (xi1, ..., 

xip) is the vector of the patient parameters (characteristics) or the vector of features; Ti 

indicates time to event of the patient, it is assumed to be non-negative and continuous. 

If the event of interest is observed, Ti corresponds to the time between baseline time 

and the time of event happening, in this case δi = 1, and we have an uncensored ob-

servation. If the instance event is not observed and its time to event is greater than the 

observation time, Ti corresponds to the time between baseline time and end of the 

observation, and the event indicator is δi = 0, and we have a censored observation. 

Suppose a training set D consists of n triplets (xi, δi, Ti), i = 1, ..., n. The goal of sur-

vival analysis is to estimate the time to the event of interest T for a new patient with 

feature vector denoted by x by using the training set D. 

The survival function S(t) is the probability of a patient surviving longer than t, i.e.: 

 S(t) = P(T ≥ t). (1) 

The hazard function denoted by λ(t) is the instant probability that the event occurs 

knowing that it did not occur before t. We can define λ(t) as: 

 𝜆(𝑡) = lim
𝑑𝑡→0

𝑃(𝑡≤𝑇<𝑡+𝑑𝑡|𝑇≥𝑡)

𝑑𝑡
. (2) 

The survival function can be expressed as a function of the hazard at all durations 

up to t: 

 𝑆(𝑡) = exp(−∫ 𝜆(𝑥)𝑑𝑥
𝑡

0
). (3) 

2.2 Partial likelihood 

A traditional survival model is derived by maximizing the following empirical likeli-

hood for right-censoring: 

 𝐿 = ∏ 𝑃(𝑇 = 𝑡𝑖|𝑓(𝑥𝑖))∀𝑖,𝛿𝑖=0
∏ 𝑃(𝑇 > 𝑡𝑖|𝑓(𝑥𝑖))∀𝑖,𝛿𝑖=1

, (4) 

where P(T|x) is characterized by a parametric distribution and f is derived from max-

imization of L. Due to the inclusion of observations whose outcome is unknown (cen-

sored), L is referred to as partial likelihood. 

2.3 Cox proportional hazards model 

Some common approaches attempt to model the hazard function using the proportion-

al hazards assumption. Different modelizations of λ have been considered. Among the 

most well-known, the semi-parametric Cox proportional hazards model [1] defines λ 

at time t for an individual with features xi as: 
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 λi(t|xi) = λ0(t) exp(θ · xi),  (5) 

where θ represents parameters. 

 Under the Cox proportional hazards assumptions, the partial likelihood takes the 

form: 

 𝐿(𝜃) = ∏ [
exp(𝜃𝑥𝑗)

∑ exp(𝜃𝑥𝑖)𝑖∈𝑅𝑗

]

𝛿𝑖
𝑛
𝑗=1 , (6) 

where Rj is the set of observations at risk at time tj, i.e. whose event of interest is ob-

served at time tj or later.  

3 Proposed method 

3.1 Gradient boosting 

Gradient boosting models [5] are built through the search for the optimal prediction 

function F* that is defined as: 

 𝐹∗: = argmin
𝐹

𝐸𝑌,𝑋[𝜌(𝑦, 𝐹(𝒙))], (7) 

where ρ is the loss function differentiable with respect to F. In practice, we usually 

deal with realizations (yi, xi), i = 1, ..., n; therefore the expectation in (5) is unknown. 

For that reason gradient boosting algorithms minimize the empirical risk ℛ ≔
∑ 𝜌(𝑦𝑖 , 𝐹(𝑥𝑖))
𝑛
𝑖=1  over F instead. 

In gradient boosting it is assumed that F(x) follows an additive expansion which 

takes the form 

 𝐹(𝑥) = ∑ 𝑓𝑚(𝑥)
𝑀
𝑚=0  (8) 

where f is called the weak or base learner. The following steps are used to minimize R 

over F: 

1. Set an initial estimator f0(x). 

2. For each iteration m∈{1,2,…,M}: 

a. Calculate the negative gradient vector gm of the loss function ρ over F and eval-

uate it at the estimate of the previous iteration Fm-1(x): 

 𝑔𝑚 = (𝑔𝑚,𝑖)𝑖=1,…,𝑛 ≔ −[
𝜕𝜌(𝑦,𝐹(𝑥𝑖))

𝜕𝐹(𝑥𝑖)
]
𝐹(𝑥𝑖)=𝐹𝑚−1(𝑥𝑖)

. (9) 

b. Calculate estimator fm(x) by selecting the base learner that best fits the negative 

gradient vector according to the least squares criterion: 

 𝑓𝑚(𝑥) = argmin
𝑓

∑ (𝑔𝑚,𝑖(𝑥) − 𝑓(𝑥))2𝑛
𝑖=1 . (10) 

c. Update current estimate by setting: 
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 𝐹𝑚(𝑥) = 𝐹𝑚−1(𝑥) + 𝜐𝑓𝑚(𝑥), (11) 

where 0<υ≤1 is a shrinkage parameter used to control overfitting. 

3.2 Additive representations 

Gradient boosting models have the additive form presented in (8). In the standard 

form each of the base learners f is a function of all input predictor variables x1,…,xp, 

which do not provide sufficient interpretability and it is impossible to reliably repre-

sent the impact of single predictors on the outcome. 

Generalized additive models [6,7] address this interpretability issue by imposing a 

limitation that: 

 𝐹(𝑥1, … , 𝑥𝑝) = 𝑓(𝑥1) + ⋯+ 𝑓(𝑥𝑝), (12) 

where fi becomes a function taking a single predictor as an input. In [8] the following 

extension is proposed which improves models’ results while maintaining their inter-

pretability: 

 𝐹(𝑥1, … , 𝑥𝑝) = 𝑓(𝑥1) + ⋯+ 𝑓(𝑥𝑝) + 𝑓(𝑥1, 𝑥2) + ⋯+ 𝑓(𝑥𝑝−1, 𝑥𝑝). (13) 

In this form F is represented by the sum of functions f which model single and 

pairwise interactions between predictors. To build this form of prediction function F, 

gradient boosting method presented in section 3.1 needs to be modified: in step 2b we 

calculate base learners fm for all single predictors and their pairwise interactions. Then 

the best fitting base learner is chosen based on the residual sum of squares criterion. 

This modification version is known as component-wise gradient boosting [9]. 

3.3 Base learner function 

Base learners are simple regression estimators with a fixed set of input variables and a 

univariate output. The most common and originally suggested by [5] form of base 

learners are trees that take all input predictor variables x1,…,xp. On the other hand, 

base learners can be as simple as simple linear models using just one predictor varia-

ble as an input. 

To maintain interpretability provided by prediction function in the form (12) and 

(13), we limit base functions to a function taking only one or two predictors as an 

input. Following [10] we will use bagged trees which proved to give the best results.  

3.4 Loss function 

Gradient boosting models were adapted for the Cox model by [3]. The loss function is 

the negative log partial likelihood: 

 𝜌(𝑦, 𝐹) = −∑ 𝛿𝑖 [𝐹(𝑥𝑖) − 𝑙𝑜𝑔 (∑ 𝑒𝐹(𝑥𝑗)𝑗:𝑡𝑗>𝑡𝑖
)]𝑛

𝑖=1 . (14) 
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In our research we use this form of adaptation of gradient boosting to survival 

analysis because it is most grounded in the literature. There are, however, other adap-

tation approaches [11]. 

4 Evaluation 

4.1 Datasets 

We evaluated derived methods on the following real-world datasets: 

• STD (Sexually Transmitted Disease) morbidity data [12]. There are 877 patients 

out of which 60% have a censored outcome. 

• RETINOPATHY [13,14] – a dataset with a trial of laser coagulation as a treatment 

to delay diabetic retinopathy. Dataset consists of 394 observations with 61% cen-

sorship rate. 

• METABRIC (Molecular Taxonomy of Breast Cancer International Consortium) 

[15] is a study that aims to classify breast tumors using molecular signatures in or-

der to find the optimal treatment strategy for patients. The dataset  contains  clini-

cal  information  of  1,980  patients  and  gene  expression data.  57.72% of the pa-

tients observe death due to breast cancer over the duration of the study. 

• RGBSG – to train our models we use information about 2,232 patients with node-

positive breast cancer from Rotterdam and German Breast Cancer Study Groups 

[16,17]. 56% of the data is censored. 

4.2 Methods 

Our evaluation compares our proposed approach against Cox regression and full-

complexity tree-based gradient boosting: 

• Cox – we treat Cox regression described in section 2.3 as the baseline model, 

• GB-SP – our proposed additive model with single predictor functions based on 

bagged trees derived via gradient boosting, 

• GB-I – our proposed additive model with single and pairwise interactions between 

predictors, modeled with bagged trees and derived via gradient boosting, 

• GB-F – full complexity gradient boosting models as described in section 3.1. 

All gradient boosting methods have been implemented using mboost package [18] 

in R statistical language. 

4.3 Parameters 

We use the following choices for parameters’ values in models building: 

• Number of boosting iterations M is considered to be the most important tuning 

parameter of boosting algorithms [19]. We determine the optimal value of this pa-

rameter by validation described in detail in section 4.5. 
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• Shrinkage parameter υ – unlike the choice of the stopping iteration, the choice of 

the shrinkage parameter υ has been shown to be of minor importance for the pre-

dictive performance of a boosting algorithm [19]. The only requirement is that the 

value of υ is small (we set υ=0.01). Small values of υ are necessary to guarantee 

that the algorithm does not overshoot the minimum of the empirical risk R. 

• Bagged trees – for each base learner function we build 100 trees with 3 terminal 

nodes. We used values recommended by [10] who also show that the outcome re-

sult is not sensitive to the variations in these settings. 

4.4 Concordance index 

The concordance index or C-index [20] is the standard evaluation metric for survival 

data. It can be regarded as a generalization of the Area Under the Receiver Operating 

Characteristic Curve (AUROC) that can handle right-censored data and its interpreta-

tion is identical to AUROC. C-index is an estimate of the probability that, in a ran-

domly selected pair of comparable patients, the patient that fails first had a worst pre-

dicted outcome. 

4.5 Validation 

For each dataset we set aside 20% of the data as test set to compare results between 

the models. From the remaining 80% of the training data, 20% was used as a valida-

tion set to determine the optimal values of models’ parameters described in section 

4.3. Parameters which gave the highest value of C-index on validation set were cho-

sen for the final model. 

To report the final results of our models’ predictions, we bootstrap the test data  

and calculate the C-index for each of 100 bootstrap samples, which allows us to gen-

erate confidence intervals of the results [21]. 

5 Results and discussion 

Table 1 contains comparison of four modeling methods listed in section 4.1 on four 

real-time datasets. In line with expectations, Cox regression has the lowest predictive 

power measured by C-index. Our gradient boosting based model with single predic-

tors (GB-SP) delivered better results than Cox regression in all cases. In two cases 

(STD, METABRIC) models with interactions (GB-I) had higher predictive power. In 

the remaining two cases (RETINOPATHY, RGBSG) GB-SP and GB-I had similar 

predictive properties. We hypothesize that in these cases survival does not depend on 

any interactions between predictors, and therefore GB-I models do not produce better 

results. Interestingly, full-complexity gradient boosting models (GB-F) in most cases 

have lower predictive power than GB-I, with a possible reason that pairwise interac-

tions are enough for these datasets and more precisely capture the relations between 

predictors. Finally, results on RGBSG dataset are not substantially different between 
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methods. This is probably due to the fact that linear combinations of predictors are 

sufficient to model the outcome survival. 

Overall results confirm our hypothesis that using GB-I models could be the first 

method of choice in survival analysis with the caveat that simpler methods like GB-

SP or Cox regression can give similar results if there are no complex relations be-

tween predictors and the survival rate. 

 

Table 1. Predictive power of four modelling methods on four real-time datasets. Results are 

represented by C-index with 95% bootstrap confidence intervals. 

Dataset Cox GB-SP GB-I GB-F 

STD 0.5589 (0.4889, 0.6294) 0.5754 (0.5086, 0.6534) 0.5936 (0.5196, 0.6899) 0.5745 (0.5098, 0.6386) 

RETINOPATHY 0.5704 (0.5020, 0.6415) 0.6169 (0.5304, 0.6974) 0.6133 (0.5058, 0.7111) 0.5837 (0.4792, 0.6806) 

METABRIC 0.5896 (0.4832, 0.6778) 0.6415 (0.5980, 0.6747) 0.6966 (0.6602, 0.7377) 0.6551 (0.5996, 0.6972) 

RGBSG 0.6421 (0.5316, 0.7344) 0.6481 (0.6223, 0.6783) 0.6497 (0.6225, 0.6801) 0.6548 (0.6252, 0.6826) 

5.1 Interpretability 

Our additive tree-based gradient boosting models can be easily visualized for further 

analysis and interpretation. The additive form of the prediction function presented in 

(12) and (13) allows for separate graphical interpretation of each single predictor and 

pairwise interactions between them, and their impact on the outcome risk. Fig. 1 and 

Fig. 2 show sample visualizations of the impact of single predictors on the outcome in 

the form of line chars and pair of predictors on the outcome risk in the form of heat 

plots. Outcome risk is represented in our models by negative log partial likelihood 

shown in (14) and positive impact of input predictor(s) on it means that patients have 

higher chance of event occurrence (e.g. death), while negative impact implicates low-

er probability of the event. 

5.2 Feature selection 

Our models creation method has another property – feature selection. In each boosting 

iteration, the best base learner function is selected, so the outcome prediction function 

is the sum of only the base learners selected in each boosting iteration. Our base 

learners are represented by functions taking as an input one or two predictors, there-

fore, the outcome function uses only predictors which have an impact on the risk 

score and predictors that do not contribute to the end result are left out from the final 

model. 
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Fig. 1. Impact of single predictors on the outcome risk score. 
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Fig. 2. Heat plots of pairwise interactions of predictors with their impact on the outcome risk 

score. 
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